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This document serves as a detailed reference guide, providing a comprehensive breakdown of each of the 230 Control Objectives defined in the Financial Services AI Risk Management Framework (FS AI RMF). This includes the contents of both the FS AI RMF Guidebook and the Risk and Control Matrix.

The details of each Control Objective have been carefully structured to provide a holistic understanding, from foundational alignment to practical implementation guidelines and examples.

Each Control Objective contains the following information: 

· NIST AI RMF Alignment: Identifying the corresponding NIST Function, Category, and Sub-Category, establishing its place within the broader framework.
· Control Objective Definition: Including a unique Control Objective ID, a Control Objective Name, and a clear description outlining its purpose and scope.
· Link to the NIST AI RMF Playbook: A direct Link to the NIST AI RMF Playbook for additional context and guidance.
· Adoption Stage Applicability: Indicating which Adoption Stage(s) apply (Initial, Minimal, Evolving, and/or Embedded) and the rationale, enabling organizations to focus on the most relevant information.
· Alignment to Risks and AI Trustworthy Principle(s): Highlighting the underlying AI Trustworthy Principle it upholds, alongside an associated Risk Name and a descriptive Risk Statement to clarify the specific threats the objective aims to mitigate.
· Actionable Implementation Guidelines: Providing detailed instructions, practical steps, and recommendations for effectively achieving the Control Objective.
· Example Controls and Effective Evidence: Five example Controls, each with a clear description of the action, complemented by four examples of Effective Evidence to demonstrate successful implementation and adherence.

DISCLAIMER

Please note that the examples of Controls and Effective Evidence provided in this Control Objective Reference Guide are intended to serve only as illustrative guides. They are not exhaustive, exclusive, or all-encompassing lists and should not be interpreted as a definitive guarantee for meeting regulatory or audit expectations. The suitability and applicability of these examples may vary across organizations, and different Evidence might provide greater value in specific contexts.

Users of the FS AI RMF should critically assess the adequacy and relevance of the Controls and Evidence presented to adequately substantiate their responses, weighing it against the resources and investment required to produce such Evidence. It is important to note that there should be no presumption that all, or even most, of the examples of Controls and Effective Evidence included are necessary, advisable, or appropriate for supporting the organization’s compliance assertions. Organizations are encouraged to tailor their approach to their specific context and regulatory environment.
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The FS AI RMF and this Control Objective Reference Guide are living documents. CRI will review the content and usefulness regularly to determine if an update is or may be necessary. The nature and extent of the update will be reviewed with the CRI Board of Directors, members, stakeholders, trade associations, relevant third parties, and others where appropriate. All input received will be considered. 

Updates will be tracked in a Version Control Log using a consistent, two-number versioning schedule. The Version Control Log will include: (1) the version number; (2) the date of the change(s); (3) a description of the change(s); (4) the updated section(s); and (5) the relevant page number(s). For example:

	Version
	Date of Change(s)
	Description of Change(s)
	Relevant Section(s)
	Page Number(s)

	1.0
	XX/XX/XXX
	[Change]
	[Section]
	



General comments and change requests should be sent to Secretariat@cyberriskinstitute.org and will be reviewed at least semi-annually.  
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Control Objective:

	Id
	Name
	Description

	GV-1.1.1
	AI Legal, Regulatory, and Policy Integration
	The organization identifies, monitors, and integrates applicable laws, regulations, contractual obligations, and sector requirements into policies, procedures, and operations governing AI. This includes updating governance artifacts and aligning operational practices as requirements evolve.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations are beginning to recognize the importance of monitoring relevant laws, regulations, and requirements related to AI. However, the process is likely to be informal, ad-hoc, and lacking systematic implementation.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage have established a basic process for tracking some relevant AI-related laws and regulations. However, the approach may not be comprehensive, consistently applied, or well-documented.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have a well-defined and documented process for actively monitoring and maintaining awareness of AI-related legal and regulatory requirements. They likely utilize technological tools or legal expertise to systematically track, update, and apply these requirements.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have fully implemented, automated, or integrated processes for ensuring constant awareness of AI-related legal and regulatory changes. These processes are deeply embedded into their operations and decision-making across various functions.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Regulatory Monitoring Failure
	AI laws, regulations, policies, and other obligations are not monitored effectively or adhered to



Implementation Guidelines: 

Establish a process to actively monitor and review relevant laws, regulations, contractual obligations, and sector requirements impacting AI on a regular basis. Assign responsibility to a specific team or individual, such as a legal or compliance department, to track updates and communicate them to relevant stakeholders.

Participate in industry forums, subscribe to regulatory alerts, and engage with legal experts to stay informed of emerging developments in the AI regulatory landscape. Ensure that organizational policies and operations are aligned with these requirements, and incorporate safeguards to prevent the use of AI in ways that could violate legal or organizational standards. Restrict activities that may lead to unfair or deceptive practices, and enforce governance around AI deployment.
Example Controls and Evidence: 

Example Control 1: Regulatory Monitoring Program
Description: Create a cross-functional regulatory monitoring team (legal, compliance, privacy, security, and AI/ML leads) responsible for identifying, assessing, and communicating new or changing laws, regulations, and sector guidance that affect AI systems. This team should maintain a documented risk register and escalation process for items requiring organizational action.
Examples of Effective Evidence: 
• Charter or terms of reference for the regulatory monitoring team.
• Meeting minutes, agendas, and action item logs showing regulatory reviews.
• AI regulatory risk register with assessments and assigned owners.
• Escalation records showing regulatory issues forwarded to senior leadership or the board.

Example Control 2: External Intelligence Subscriptions and Alerts
Description: Subscribe to and maintain active feeds from regulatory databases, legal alert services, industry associations, and standards bodies to receive timely notifications about relevant legal and sector developments. Assign personnel to triage and summarize alerts for stakeholders.
Examples of Effective Evidence: 
• Subscription invoices/agreements for legal/regulatory intelligence services (e.g., regulatory databases, industry alerts).
• Alert digest emails or summaries distributed to stakeholders.
• Logs or trackers showing alerts received and triage actions taken.
• Assigned roles/responsibilities documentation for alert triage.

Example Control 3: Contractual Obligation Management for AI Clauses
Description: Implement a contract review and tracking process focused on AI-specific contractual obligations (e.g., data usage, model performance, audit rights, liability, and regulatory compliance) to ensure contractual commitments are captured, assigned, and monitored.
Examples of Effective Evidence: 
• Repository of AI-related contract clauses or redlines and associated metadata.
• Contract obligation register showing AI-specific obligations, owners, and due dates.
• Contract review checklist or template that includes AI, privacy, and regulatory items.
• Records of contract review meetings and sign-offs.

Example Control 4: Policy and Procedure Review Cycle Linked to Regulatory Changes
Description: Maintain documented AI governance policies and procedures with a formal review cycle triggered by regulatory or sector changes; ensure updates are versioned, approved, and communicated to affected teams.
Examples of Effective Evidence: 
• Policy documents with version history and approval signatures.
• Change logs showing policy updates mapped to specific regulatory or guidance changes.
• Communication records (email, intranet posts, training) announcing policy revisions.
• Training completion reports showing staff acknowledged updated policies.

Example Control 5: Regulatory Impact Assessments and Control Implementation Plans
Description: For material regulatory changes, perform documented regulatory impact assessments (RIAs) for affected AI systems that identify gaps, remediation actions, timelines, and resource requirements; track remediation to closure.
Examples of Effective Evidence: 
• Completed regulatory impact assessment reports for specific regulations.
• Remediation/action plans with timelines, owners, and status updates.
• Project management artifacts (Gantt charts, tickets) tracking remediation tasks.
• Validation evidence showing implemented changes (test reports, configuration baselines).


Control Objective:

	Id
	Name
	Description

	GV-1.1.2
	AI Compliance Responsibilities Management
	The organization clearly assigns, documents, and regularly validates its compliance responsibilities for AI-related legal, regulatory, contractual requirements, and internal organizational AI policies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations' responsibilities for compliance are typically assigned in an informal or ad-hoc manner. Documentation and regular validation might not be consistent.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to assign and document certain AI compliance responsibilities. However, the process may be incomplete, inconsistently applied, and lack regular validation.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have comprehensively assigned, documented, and communicated AI compliance responsibilities across relevant functions. They conduct periodic validations to ensure continued accountability and effectiveness.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations assign and document AI compliance responsibilities that are detailed, systematic, and integrated into the organization's overall compliance management framework. A robust validation process ensures consistent adherence and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unclear Compliance Responsibilities
	Compliance responsibilities for AI laws and other obligations are not clearly assigned or validated



Implementation Guidelines: 

Define and document roles and responsibilities to comply with AI-related legal, regulatory, contractual requirements, and internal organizational AI policies. Create a matrix or chart that maps specific compliance tasks to designated individuals or teams, including timelines for completion.

Emphasize the restriction of non-compliant or high-risk AI activities (e.g., assigning oversight roles specifically focused on preventing misuse). Establish accountability mechanisms as new governance practices and controls are implemented.

Conduct regular validation of these responsibilities through periodic reviews or audits to ensure that assigned parties fulfill their obligations effectively, including adherence to internal policies. Establish clear communication channels to facilitate collaboration and information sharing among relevant stakeholders. Consider implementing escalation processes for addressing misuse or non-compliance to help mitigate risks and reinforce commitment to AI  Trustworthy Principles.

Example Controls and Evidence: 

Example Control 1: Roles and Responsibilities Matrix (RACI) for AI Compliance
Description: Maintain a documented RACI (or equivalent) matrix that maps AI-related legal, regulatory, contractual, and internal policy obligations to specific roles or functions (e.g., data owners, legal, privacy, security, AI/ML engineers, business owners). Review and update the matrix at least annually or when organizational changes occur.
Examples of Effective Evidence: 
• RACI matrix or responsibility matrix with sign-off from leadership.
• Version history showing periodic reviews and updates.
• Organizational charts or role descriptions aligning named individuals to RACI entries.
• Meeting minutes where RACI changes or assignments were approved.

Example Control 2: Documented Ownership and Escalation Procedures
Description: Define and publish procedures that specify how ownership of compliance obligations is assigned, how owners accept responsibility, and the escalation path for unresolved compliance gaps or incidents. Include SLA (Service Level Agreement) timelines for owner responses.
Examples of Effective Evidence: 
• Published ownership and escalation procedure document.
• Records of owner acknowledgements (e.g., signed statements, email confirmations).
• Escalation logs showing issues raised, escalated, and resolved.
• SLA or response-time metrics and reports demonstrating compliance with timelines.

Example Control 3: Compliance Responsibility Onboarding and Offboarding Process
Description: Integrate AI compliance responsibilities into employee onboarding, role changes, and offboarding so that accountability is transferred and documented when personnel or contractors change roles.
Examples of Effective Evidence: 
• Onboarding/offboarding checklists that include AI compliance handover tasks.
• Human Resources (HR) or access-management records showing role changes and completed handovers.
• Dated acknowledgement forms or training completion records tied to role assignments.
• Access change tickets or logs showing transfer of system/contract permissions.

Example Control 4: Periodic Validation and Assurance Reviews
Description: Conduct scheduled validation activities (e.g., internal audits, targeted control testing, compliance assessments) to verify that assigned owners are fulfilling AI compliance responsibilities and that controls are operating effectively. Document findings and remediation.
Examples of Effective Evidence: 
• Internal audit or assessment reports focused on AI compliance roles and controls.
• Test results and control evidence sample files showing owner activities (e.g., policy reviews, contract checks).
• Issue logs with remediation plans, owners, and closure evidence.
• Management responses and board-level briefings on validation outcomes.

Example Control 5: Automated Tracking and Compliance Registry
Description: Implement a centralized, searchable compliance registry or tool that records AI-related obligations, assigned owners, due dates, status, and evidence attachments; enable automated reminders and periodic owner attestations.
Examples of Effective Evidence: 
• Screenshots or exports from the compliance registry showing obligations, owners, and statuses.
• Automated reminder logs and owner attestation records (timestamped).
• Linked evidence attachments (policy approvals, contract excerpts) accessible from the registry.
• Reports demonstrating overdue items, resolution history, and metrics tracked over time.


Control Objective:

	Id
	Name
	Description

	GV-1.1.3
	AI Compliance Validation Procedures
	The organization establishes and implements procedures to validate AI system compliance with applicable laws, regulations, and organizational policies that incorporate relevant industry standards and guidance. This includes routine audits, impact assessments, risk management activities, and documentation reviews at key stages of the AI lifecycle, with mechanisms to incorporate lessons learned and feedback into ongoing process improvements.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations conduct basic validation procedures for AI compliance, primarily in non-critical applications.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established procedures to validate AI system compliance with applicable requirements and standards. This includes conducting audits, impact assessments, and documentation reviews at important AI lifecycle stages, although the process may not yet be fully mature or consistently applied across all AI systems.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have robust, well-documented, and consistently implemented procedures for validating AI system compliance. Comprehensive audits, impact assessments, risk management activities, and documentation reviews are systematically conducted at all critical stages of the AI lifecycle and are fully integrated into the organization's overall compliance and risk management frameworks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Compliance Validation
	AI system compliance validation procedures are insufficient or not implemented



Implementation Guidelines: 

Develop and implement a structured process to validate AI system compliance with applicable laws, regulations, and organizational policies. Incorporate relevant industry standards and guidance, such as those related to data privacy, security, and nondiscrimination.

Ensure key stages of the AI lifecycle—such as design, development, testing, and deployment—include routine audits, impact assessments, and risk management activities to identify and mitigate potential compliance issues. Maintain documentation of these activities and review it regularly to ensure compliance validation is conducted consistently and effectively. Ensure mechanisms are in place to incorporate lessons learned and feedback into ongoing process improvements.

Example Controls and Evidence: 

Example Control 1: Lifecycle Compliance Review Process
Description: Define and enforce a documented compliance review process that requires legal, privacy, and security checks at key AI lifecycle stages (requirements, design, development, testing, deployment, monitoring, decommissioning). Each stage must produce sign-off artifacts before proceeding.
Examples of Effective Evidence: 
• Stage-gate checklists and sign-off forms with timestamps and approver names.
• Workflow records from the development pipeline showing halted progression until sign-offs completed.
• Meeting minutes and documented remediation items tied to specific lifecycle stages.
• Versioned design/specification documents annotated with compliance review comments.

Example Control 2: Regular Internal and External Audits
Description: Schedule and perform periodic internal audits and, where appropriate, independent external audits that assess AI systems’ adherence to laws, regulations, contracts, and organizational policies. Ensure audit findings feed into remediation plans.
Examples of Effective Evidence: 
• Internal audit reports and executive summaries focused on AI compliance.
• External audit/assessment reports (third-party assessors) and attestation letters.
• Remediation plans with owners, timelines, and closure evidence mapped to audit findings.
• Board or senior management briefings summarizing audit results and status.

Example Control 3: Regulatory and Privacy Impact Assessments (RIAs/PIAs)
Description: Require documented RIAs and PIAs for new or materially changed AI systems to identify legal, privacy, fairness, safety, and other compliance risks, and mandate mitigation plans before deployment.
Examples of Effective Evidence: 
• Completed RIA/PIA assessment documents with risk ratings and mitigation actions.
• Approval records showing required mitigations accepted by risk owners prior to deployment.
• Tracking logs showing status of mitigation tasks and evidence of implementation.
• Sign-off evidence from legal/privacy reviewers.

Example Control 4: Continuous Monitoring and Post-Deployment Validation
Description: Implement ongoing monitoring and post-deployment validation procedures (e.g., performance drift detection, fairness metrics, logging for compliance events) with thresholds that trigger investigations, audits, or model retraining.
Examples of Effective Evidence: 
• Monitoring dashboards and periodic monitoring reports showing metric trends and alerts.
• Incident tickets or investigation reports generated by monitoring alerts and their remediation records.
• Model retraining/change logs and validation test results following interventions.
• Log retention records demonstrating auditability of model inputs/outputs and decisions.

Example Control 5: Lessons Learned and Continuous Improvement Program
Description: Maintain a formal feedback loop that captures findings from audits, assessments, incidents, and stakeholder feedback; run root-cause analyses and update policies, standards, and lifecycle procedures accordingly. Include metrics to measure improvement effectiveness.
Examples of Effective Evidence: 
• Lessons learned reports, root cause analysis (RCA) documents, and documented process changes resulting from reviews.
• Updated policy or standard documents with version history referencing the driving incident/audit.
• Training materials and rollout communications reflecting process improvements.
• Metrics dashboards showing reduction in repeat findings, time-to-remediate, or other key performance indicators (KPIs) over time.


Control Objective:

	Id
	Name
	Description

	GV-1.1.4
	AI Compliance Documentation
	The organization maintains documentation to demonstrate how AI systems comply with applicable laws, regulations, and organizational policies. This documentation includes risk assessments, compliance reviews, audits, corrective actions, and other relevant information generated throughout the AI lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations document compliance activities for basic AI systems used in non-critical contexts.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations maintain documentation of AI system compliance, including risk assessments, reviews, audits, and corrective actions. However, the documentation may not be complete, easily accessible, or consistently maintained for all AI systems across the organization.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have comprehensive, well-organized, and easily accessible documentation that demonstrates AI system compliance. This documentation is systematically generated, reviewed, and updated throughout the AI lifecycle and is fully integrated into the organization's knowledge management and compliance reporting processes.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Non-Compliant Documentation
	Documentation fails to demonstrate AI system compliance with applicable laws



Implementation Guidelines: 

Maintain thorough documentation throughout the AI lifecycle to demonstrate compliance with relevant laws, regulations, and organizational policies. This documentation should include details of risk assessments, compliance checks, audits, corrective actions, and additional pertinent information. As an additional step, consider including responsible individuals' contact information and/or roles and timestamps of each activity. 

Establish a centralized repository or system for storing and managing this documentation, in or linked to the enterprise AI inventory. Ensure it has appropriate access controls and version management protocols. Conduct regular reviews of the documentation to verify that it is complete, accurate, and up to date. Consider implementing automated tools or processes to facilitate the generation and maintenance of compliance documentation, such as templates or workflows.

Example Controls and Evidence: 

Example Control 1: Comprehensive Compliance Documentation Repository
Description: Maintain a centralized, version-controlled repository that stores all compliance-related documentation for each AI system (risk assessments, RIAs/PIAs, audit reports, policies, contracts, approvals, and corrective action records). Ensure access controls, retention schedules, and searchable metadata.
Examples of Effective Evidence: 
• Repository index or inventory export showing documents grouped by AI system with metadata (owner, version, date).
• Access control lists and audit logs demonstrating who accessed/modified documentation.
• Document retention and disposition policy and evidence of applied retention (deletion logs or archived records).
• Screenshots or exports proving document version history and provenance (timestamps, approver names).

Example Control 2: System-Specific Compliance Dossiers
Description: For each AI system, create a living compliance dossier that aggregates lifecycle artifacts (e.g., design docs, data lineage, model cards, test results, validation reports, deployment approvals, monitoring logs, and post-deployment reviews) mapped to applicable legal and policy requirements.
Examples of Effective Evidence: 
• Completed compliance dossier files for sampled AI systems showing the full set of artifacts.
• Matrix within the dossier mapping requirements (laws/policies) to evidence and control owners.
• Sign-off records indicating dossier review and acceptance prior to deployment.
• Change logs showing dossier updates after model changes or re-assessments.

Example Control 3: Risk Assessment and Mitigation Records
Description: Document formal risk assessments (legal, privacy, fairness, safety, security) for each AI initiative, with documented risk ratings, accepted residual risk, mitigation plans, owners, and closure evidence. Update assessments when material changes occur.
Examples of Effective Evidence: 
• Risk assessment documents (RIAs/PIAs) with dated risk ratings and mitigation items.
• Risk treatment logs or trackers showing mitigation task status, owners, and completion evidence.
• Approval/acceptance statements from risk owners or governance bodies acknowledging residual risk.
• Reassessment records showing updates after changes (model version, dataset, use case).

Example Control 4: Audit and Review Trail with Corrective Actions
Description: Maintain records of internal and external audits, periodic compliance reviews, findings, root-cause analyses, corrective action plans, assigned owners, timelines, and evidence of remediation and verification.
Examples of Effective Evidence: 
• Internal and external audit reports with documented findings and severity ratings.
• Corrective action plans or remediation tickets linked to each finding showing owner, target date, and closure evidence.
• Verification or re-audit reports confirming remedial actions were implemented successfully.
• Meeting minutes or governance board logs where audit results and remediation status were reviewed.

Example Control 5: Documentation Quality Controls and Evidence of Continuous Update
Description: Implement procedures and controls to ensure documentation completeness, accuracy, and timeliness (e.g., checklists, mandatory fields in forms, periodic documentation audits, and owner attestations). Track and document lessons learned and updates to compliance artifacts.
Examples of Effective Evidence: 
• Documentation checklists and templates used to create/validate compliance artifacts.
• Records of periodic documentation audits or spot checks and resulting remediation actions.
• Owner attestation logs (periodic confirmations that documentation is current) with timestamps.
• Change history showing updates tied to lessons learned, audit findings, or regulatory changes.


Control Objective:

	Id
	Name
	Description

	GV-1.1.5
	Legal Feedback and Change Integration
	The organization establishes an ongoing improvement process with legal experts and relevant stakeholders to ensure that changes in laws and regulations are applied to the AI system, and that changes in the AI system are reviewed by legal for appropriate consideration and integration into risk management processes.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin establishing processes to incorporate legal updates and stakeholder input, primarily for non-critical AI applications.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage develop more robust, ongoing processes for legal review and updates as AI systems expand into external-facing and sensitive areas, integrating them into broader risk management activities.

	Stage 4: Embedded
	Yes
	At the evolving stage, organizations begin communicating identified AI system legal risks and relevant changes in laws, regulations, and industry standards to stakeholders, aiming to facilitate informed decision-making and effective risk mitigation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Legal Expertise
	Legal expertise is not integrated into AI system change management



Implementation Guidelines: 

Engage legal experts and relevant stakeholders to validate feedback on the AI system's legal considerations, establishing a communication loop that drives regular assessment, documentation, and integration of this feedback into risk management processes. 

Identify and collaborate with internal or external legal experts who specialize in the legal and regulatory landscape relevant to the AI system, such as data privacy, intellectual property, or industry-specific requirements. Establish regular touchpoints and collaboration channels with these experts to review and validate feedback on the AI system's legal risks and controls, while also keeping informed of emerging legal developments and best practices.

Engage with other relevant stakeholders, such as end-users, customers, or industry partners, to gather additional feedback and perspectives on the AI system's legal considerations. Establish processes for incorporating this input into ongoing risk assessments and mitigation strategies. Document the results of these engagements, including identified gaps, recommendations, or action items, ensuring they are regularly reviewed and integrated into the overall risk management process.

Establish metrics and KPIs to track the effectiveness of the communication loop and the impact of stakeholder feedback on legal risk management. Use this data to drive continuous improvement and optimization of the process.

Example Controls and Evidence: 

Example Control 1: Legal–AI Change Governance Board
Description: Create a standing governance board including legal, compliance, AI/ML engineering, product, privacy, security, and business stakeholders to review regulatory changes and proposed AI system changes, approve required actions, and track implementation.
Examples of Effective Evidence: 
• Board charter and membership roster with roles and responsibilities.
• Meeting agendas, minutes, and decision logs showing regulatory/AI change reviews.
• Action item tracker linking board decisions to owners, deadlines, and status.
• Evidence of executive or steering committee approvals for major decisions.

Example Control 2: Formal Change Notification and Intake Process
Description: Implement an intake workflow that requires teams to submit change requests for AI systems (feature updates, data changes, model retraining, deployment) that automatically notify legal and trigger impact assessment steps before changes proceed.
Examples of Effective Evidence: 
• Change request form/template with mandatory legal review field and submission timestamps.
• Workflow logs from ticketing/software development lifecycle (SDLC) tools showing automatic notifications to legal and triage steps.
• Records of declined/approved change requests with legal rationale documented.
• SLAs or policy stating legal review timelines for change requests.

Example Control 3: Regulatory Change Assessment and Mapping Procedure
Description: Maintain a documented process for analyzing regulatory/legal updates, mapping them to affected AI systems, required controls, and policy updates, and prioritizing remediation based on risk and impact.
Examples of Effective Evidence: 
• Regulatory change assessment reports mapping specific provisions to systems and controls.
• Risk-impact prioritization matrices and resulting remediation roadmaps.
• Versioned policy change proposals linked to specific regulatory citations.
• Notifications sent to system owners with required actions and timelines.

Example Control 4: Integrated Risk Management and Legal Review Workflow
Description: Embed legal review into the organization’s risk management lifecycle so that legal assessment results feed into risk registers, mitigation plans, and periodic risk re-evaluations whenever AI systems or regulations change.
Examples of Effective Evidence: 
• Risk register entries showing legal input, residual risk ratings, and updated mitigation items.
• Legal review memos attached to mitigation plans and risk treatment tickets.
• Periodic risk reassessment reports demonstrating changes after legal findings.
• Evidence of legal sign-off on risk acceptance decisions at governance forums.

Example Control 5: Continuous Training, Playbooks, and Post-Change Lessons Learned
Description: Provide ongoing joint training for legal and technical teams, publish playbooks for common regulatory scenarios, and run post-change reviews to capture lessons learned and update playbooks, policies, and controls.
Examples of Effective Evidence: 
• Training schedules, attendance records, and training materials for cross-functional legal/technical sessions.
• Published playbooks or legal-review checklists for common AI changes (data sourcing, model updates, third-party models).
• Lessons-learned reports and subsequent updates to playbooks, policies, or SDLC checklists.
• Metrics showing reduced review times or reduced recurrence of identified issues after lessons applied.


Control Objective:

	Id
	Name
	Description

	GV-1.1.6
	Data Lifecycle and Retention
	The organization ensures that data retention policies, privacy requirements, and legal obligations governing data lifecycle management are integrated into its AI system lifecycle processes. It maintains records of data retention periods, manages data deletion or archiving in compliance with privacy norms, and verifies that training datasets adhere to these policies, especially when data subjects exercise their rights or when legal or privacy obligations change.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations understand that incorporating data retention and privacy policies into AI lifecycle processes is fundamental for compliance and risk mitigation. At this stage, organizations focus on establishing basic controls to manage data in accordance with existing legal and privacy requirements, ensuring that data used in AI systems is handled responsibly and documented properly.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations implement basic data management policies for AI data, ensuring compliance with privacy requirements in limited contexts.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage develop more comprehensive data lifecycle management processes as AI systems handle more sensitive and extensive data, including records of data retention and deletion.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations require automated and integrated data management, continuous compliance verification, and adaptive policies to swiftly respond to legal and privacy changes, ensuring ongoing adherence across the entire data lifecycle.



	AI Principle
	Risk Name
	Risk Statement

	Privacy-Enhanced
	Data Lifecycle Control Gaps
	Data lifecycle controls fail to meet retention, privacy, or legal obligations



Implementation Guidelines: 

Establish clear procedures for integrating comprehensive data management, privacy requirements, and data retention policies into all stages of the AI system lifecycle, from data collection to deployment and decommissioning. This includes documenting data provenance, tracking data lineage and transformations, implementing information sharing restrictions, and managing data deletion or archiving in accordance with legal, regulatory, and privacy obligations. Develop processes to ensure ongoing compliance with privacy principles and facilitate activities such as honoring data subjects’ rights, including the right to delete data, while maintaining transparency and control over data uses. 

Implement automated or manual processes to monitor adherence to data management and retention policies, with safeguards to prevent unauthorized data handling or deletion. Develop policies to enable timely data archiving or deletion when data subjects exercise their rights or when legal or privacy obligations change, ensuring continued compliance and risk mitigation.

Maintain comprehensive records of data processing activities (e.g., including data provenance, lineage, transformations, retention periods, deletion or archiving dates, data sharing decisions) aligned with privacy frameworks. Conduct regular audits to verify that training datasets and other data used in AI systems comply with data management and privacy requirements, and that data handling practices adhere to established procedures. When changes in legal or regulatory requirements occur, promptly review and update policies and practices, providing training to relevant personnel to sustain compliance and privacy protection.

Example Controls and Evidence: 

Example Control 1: Data Retention and Classification Policy for AI Data
Description: Establish and publish a data retention and classification policy specifically covering datasets used in AI development, training, and inference, defining retention periods, archival criteria, legal bases, and disposal procedures mapped to data sensitivity and regulatory requirements.
Examples of Effective Evidence: 
• Published data retention and classification policy with AI-specific sections and approval signatures.
• Data classification inventory showing datasets, sensitivity labels, retention periods, and legal basis.
• Version history linking policy updates to regulatory or business-driver changes.
• Communications/training artifacts announcing the policy to data stewards and AI teams.

Example Control 2: Data Lifecycle Controls Integrated into the AI SDLC
Description: Integrate retention, anonymization/pseudonymization, and deletion checkpoints into the AI system development lifecycle (requirements, data collection, preprocessing, training, deployment, monitoring, decommissioning) with mandatory attestations before progression.
Examples of Effective Evidence: 
• SDLC stage-gate checklists showing completed data lifecycle controls and attestation records.
• Workflow/ticketing logs requiring and recording anonymization or retention actions prior to model training or deployment.
• Data processing maps or dataflow diagrams annotated with lifecycle control points.
• Sign-offs from data protection/privacy owners at relevant SDLC stages.

Example Control 3: Automated Retention Enforcement and Deletion/Archival Mechanisms
Description: Implement technical controls and tooling that enforce retention schedules (automatic archival or deletion), track deletion requests, and produce tamper-evident logs demonstrating actions taken on training and production datasets.
Examples of Effective Evidence: 
• System logs or audit trails showing automated deletion/archival jobs with timestamps and dataset identifiers.
• Tooling configuration screenshots (retention rules, schedules) and change history.
• Reports of completed deletion/archival actions in response to retention expiry or data subject requests.
• Hashes/checksums or snapshots proving dataset state before and after deletion/archival (where permitted).

Example Control 4: Data Subject Rights and Workflow for AI Datasets
Description: Maintain documented processes and tooling to handle data subject requests (access, correction, deletion, portability) that ensure requests affecting AI training or inference data are identified, propagated to owners, and remedied across datasets/models (including retraining or model explainability adjustments where necessary).
Examples of Effective Evidence: 
• Logged data subject requests showing intake, impact analysis on AI datasets/models, and closure evidence.
• Workflow tickets and communications documenting coordination between privacy, data engineering, and ML teams for fulfillment.
• Records of model retraining, feature removal, or inference adjustments performed as a result of requests.
• Standard operating procedures (SOPs) and SLA metrics for handling requests affecting AI data.

Example Control 5: Periodic Verification, Auditing, and Reconciliation of AI Training Data Compliance
Description: Conduct regular audits and reconciliations to verify training and production datasets comply with retention and privacy policies (sampling, lineage checks, consent verification), and update records when legal obligations change; feed findings into remediation plans.
Examples of Effective Evidence: 
• Audit reports showing dataset samples, lineage verification, consent/ legal-basis checks, and findings.
• Reconciliation logs linking datasets in storage to the retention inventory and noting discrepancies and remediation actions.
• Remediation tickets and closure evidence for non-compliant datasets (e.g., deleted/archived or reclassified).
• Governance reports showing tracking of policy-change-driven updates (e.g., changes in retention periods) and confirmation of applied changes across datasets and models.
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Control Objective:

	Id
	Name
	Description

	GV-1.2.1
	AI Principles and Policy Integration
	The organization defines and documents its own AI Trustworthy Principles, which are then integrated into relevant policies, processes, and practices across key functions (e.g., HR, IT, legal, compliance).

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage start defining high-level AI principles to provide an essential foundation for responsible AI deployment. Early-stage organizations typically formalize these principles to guide future risk management efforts, laying groundwork for consistent and responsible AI practices across various functions.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to fully define and document their own AI Trustworthy Principles. However, these principles may not be fully developed or consistently integrated into relevant policies, processes, and practices across key functions.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have defined and documented comprehensive AI Trustworthy Principles. These principles are integrated into relevant policies, processes, and practices across key functions, although their implementation may not yet be fully consistent or mature.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations define and document AI Trustworthy Principles and integrate them into relevant policies, processes, and practices. and it is fully ingrained in the organization's culture and operations. These principles are consistently applied, regularly reviewed and updated based on feedback and best practices, and are deeply embedded into all aspects of the organization's AI-related activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined AI Trustworthy Principles
	AI Trustworthy Principles are not defined or integrated organization-wide



Implementation Guidelines: 

Define and document your organization's AI Trustworthy Principles, aligning them with industry best practices and your specific context and values. Communicate these principles to relevant stakeholders and integrate them into key functions such as business lines, HR, IT, legal, and compliance.

Update existing policies, create new ones as necessary, and provide training to ensure the principles are understood and consistently applied throughout the organization.

Example Controls and Evidence: 

Example Control 1: AI Trustworthy Principles Statement and Governance Approval
Description: Create a formal, published statement of the organization’s AI Trustworthy Principles (e.g., fairness, transparency, accountability, privacy, safety) and obtain governance-level approval (executive/board) to ensure organizational endorsement and visibility.
Examples of Effective Evidence: 
• Published AI Trustworthy Principles document with date and version.
• Board or executive meeting minutes recording approval or endorsement.
• Internal communications (intranet announcement, emails) announcing the principles.
• Executive sponsor or C-suite sign-off on the principles.

Example Control 2: Integration of Principles into Policies and Standards
Description: Map the AI Trustworthy Principles to existing and new organizational policies, standards, and standard operating procedures (SOPs) (privacy, data governance, procurement, vendor management, HR) so the principles are operationalized and enforced through formal documents.
Examples of Effective Evidence: 
• Policy documents (privacy, data retention, procurement) with sections referencing or embedding AI principles.
• Standards or SOPs showing specific controls derived from the principles (e.g., fairness testing in ML testing standards).
• Policy mapping matrix linking each principle to affected policies/processes and owners.
• Version-controlled policy change records showing when principles were integrated.

Example Control 3: Role-Based Procedures and Responsibilities for Principle Implementation
Description: Define role-specific procedures and responsibilities (e.g., hiring, performance reviews, model development, legal review, procurement) that translate high-level principles into concrete actions and assign accountable owners.
Examples of Effective Evidence: 
• RACI or responsibility matrices detailing owner tasks tied to each principle.
• Job descriptions, SOPs, or checklists for roles (ML engineers, product owners, legal) showing principle-related duties.
• Signed attestations or acknowledgements from role owners accepting responsibilities.
• Operational runbooks or playbooks demonstrating how roles apply principles in routine tasks.

Example Control 4: Principle-Based Requirements in Procurement and Third-Party Management
Description: Embed AI Trustworthy Principles criteria into procurement, vendor selection, and contract clauses (e.g., requirements for model interpretability, data provenance, compliance with principles) and require evidence from suppliers.
Examples of Effective Evidence: 
• Procurement templates and Requests for Information/Proposal (RFI/RFP) including AI Trustworthy Principles and mandatory supplier attestations.
• Contracts or contract clauses referencing compliance with the organization’s AI Trustworthy Principles.
• Supplier assessments or evidence packages demonstrating adherence (model cards, certifications, SOC reports).
• Vendor approval records showing principle-based evaluation outcomes.

Example Control 5: Training, Awareness, and Compliance Monitoring Program
Description: Deliver role-specific training on the AI Trustworthy Principles, embed principle checks into SDLC/gates, and run monitoring/audit programs to measure adoption and effectiveness, with mechanisms to remediate gaps.
Examples of Effective Evidence: 
• Training materials, attendance records, and completion certificates for staff and relevant stakeholders.
• SDLC stage-gate checklists or automated controls that include principle compliance attestations.
• Monitoring or audit reports assessing principle adoption, with remediation plans and closure evidence.
• Metrics dashboards showing KPIs (training completion rates, number of principle-related findings, remediation times)


Control Objective:

	Id
	Name
	Description

	GV-1.2.2
	AI Terminology and Scope Glossary
	The organization establishes, maintains, and periodically updates a glossary of AI-related terms and concepts and clearly defines the scope, purpose, and intended/acceptable uses of its AI systems. This information is referenced and reflected consistently across organizational policies, standards, other relevant documentation, and training programs.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage begin establishing a shared understanding of AI terminology and scope is crucial for effective communication and policy development.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish a glossary of AI-related terms and concepts and define the scope, purpose, and intended/acceptable uses of its AI systems. However, this information may not be fully developed, consistently referenced, or reflected across organizational policies, standards, documentation, and training programs.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established a comprehensive glossary of AI-related terms and concepts and clearly defined the scope, purpose, and intended/acceptable uses of its AI systems. This information is referenced and reflected consistently across organizational policies, standards, documentation, and training programs, although its implementation may not yet be fully mature or integrated.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish and maintain a glossary of AI-related terms and concepts and define the scope, purpose, and intended/acceptable uses of AI systems, and it is fully integrated into the organization's knowledge management and governance processes. This information is consistently applied, regularly reviewed and updated, and deeply embedded into all aspects of the organization's AI-related policies, standards, documentation, and training programs.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inconsistent Use of AI Terms
	AI terms are used inconsistently across the organization, its policies, and its documentation



Implementation Guidelines: 

Develop and maintain a glossary of AI-related terms and concepts to promote a common understanding across the organization. Include clear definitions of key terms and descriptions of the scope, purpose, and intended uses of the AI systems.

Regularly review and update the glossary to reflect changes in AI practices and the broader AI landscape. Ensure that definitions and concepts from the glossary are consistently referenced in organizational policies, standards, documentation, and training programs.

Example Controls and Evidence: 

Example Control 1: Centralized AI Glossary and Taxonomy
Description: Maintain a centrally managed, version-controlled glossary and taxonomy of AI terms (e.g., model, training data, inference, bias, explainability) with definitions, usage guidance, and links to related policies and artifacts; review and update at regular intervals.
Examples of Effective Evidence: 
• Published glossary document or intranet page with version history and approval stamps.
• Change log showing updates tied to reviews or regulatory/standards changes.
• Access/audit logs demonstrating who edited or approved glossary entries.
• Cross-reference matrix showing links from glossary terms to policies, playbooks, and system dossiers.

Example Control 2: AI System Use-Case and Scope Register
Description: Maintain a register that documents each AI system’s scope, purpose, intended/acceptable uses, boundaries, and prohibited uses, and require owners to update the register whenever capabilities or use cases change.
Examples of Effective Evidence: 
• System register or catalog entries for sampled AI systems specifying scope, purpose, allowed and disallowed uses.
• Owner attestations or approvals confirming accuracy of system scope and use-case entries.
• Change logs showing updates to scope/use entries after system changes or governance reviews.
• Communications to stakeholders when system uses are added/modified (emails, release notes).

Example Control 3: Policy and Documentation Cross-Referencing Requirement
Description: Require that all AI-related policies, standards, SOPs, procurement templates, and training materials reference glossary definitions and the system use register to ensure consistent terminology and aligned intent across documents.
Examples of Effective Evidence: 
• Policy and SOP documents with explicit references or hyperlinks to glossary terms and system use entries.
• Policy mapping matrix demonstrating consistent term usage across documents.
• Documentation review records showing checks for consistency with the glossary during updates.
• Approval records indicating reviewers confirmed alignment to glossary and scope register.

Example Control 4: Integration into SDLC Gates and Approval Workflows
Description: Embed checks into SDLC stage-gates and change control workflows that validate system scope, purpose, and acceptable uses against the register and require glossary-based term usage in design/specifications before approval.
Examples of Effective Evidence: 
• Stage-gate checklist items and approval forms requiring confirmation of scope/use alignment and correct term usage.
• Ticketing/workflow logs showing gates blocked until scope and glossary checks are completed.
• Design/specification documents and product requirements document (PRD)s using standardized glossary terms with reviewer sign-offs.
• Audit samples demonstrating SDLC enforcement for multiple projects.

Example Control 5: Training, Communications, and Stakeholder Awareness Program
Description: Provide role-specific training and communications that teach the glossary terms, expected interpretations, and the organization’s definitions of acceptable AI uses. Include assessments and periodic refreshers to ensure ongoing consistency.
Examples of Effective Evidence: 
• Training materials, completion records, and assessment results referencing glossary terms and acceptable uses.
• Awareness campaign artifacts (intranet posts, FAQs, quick-reference cards) linking to the glossary and system register.
• Periodic refresher attendance logs and quiz/assessment outcomes demonstrating retained understanding.
• Survey or audit results showing reduced terminology inconsistencies and improved policy adherence after training.


Control Objective:

	Id
	Name
	Description

	GV-1.2.3
	AI Acceptable Use Policy
	The organization develops and maintains an enterprise-level Acceptable AI Use Policy that outlines the types of AI applications the organization is willing or unwilling to adopt based on its risk appetite and tolerance. This policy is communicated clearly across the organization and, where applicable, supplemented by individual acceptable use guidelines or standards for employees, third parties, and other relevant stakeholders. Periodic reviews ensure alignment with evolving risk considerations and organizational objectives.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage of AI adoption establish initial acceptable AI use policies that define boundaries for AI applications within certain parts of the organization.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations expand and refine the policies to address new risks and applications, supported by supplementary guidelines for stakeholders as AI adoption grows.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations ensure that policies are well-integrated, regularly reviewed, and effectively communicated across all levels, aligning with evolving risks and organizational objectives to promote responsible AI use organization-wide.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Absent or Unclear AI Use Policy
	Acceptable AI use policy is absent, unclear, inconsistent, or poorly communicated



Implementation Guidelines: 

Develop, communicate, and periodically review an enterprise-level Acceptable AI Use Policy that clearly delineates the types of AI applications and practices aligned with the organization’s risk appetite and tolerances. Specify which AI use cases are permitted, restricted, or prohibited and outline organizational expectations for responsible AI deployment. Supplement the policy with specific guidelines or standards at the employee, third-party, or departmental levels, addressing individual acceptable use, organizational considerations, and risk mitigation measures. 

Regularly review and update the policy to adapt to technological advancements, emerging risks, and organizational priorities. Establish or update training programs to incorporate education on acceptable AI use, reinforcing behaviors and decision-making that align with the policy.

Example Controls and Evidence: 

Example Control 1: Enterprise Acceptable AI Use Policy
Description: Publish a formal, version-controlled Acceptable AI Use Policy that defines allowed, restricted, and prohibited AI use-cases, aligns with organizational risk appetite, and includes escalation and exception processes.
Examples of Effective Evidence: 
• Published policy document with version history, approval signatures (C-suite/board), and effective date.
• Documented exception request and approval records for prohibited or high-risk AI use-cases.
• Policy distribution records (emails, intranet posts) and acknowledgement logs showing employee receipt.
• Policy review schedule and change log demonstrating periodic updates tied to risk or regulatory changes.

Example Control 2: Role-Based Acceptable Use Guidelines and Standards
Description: Develop role- and function-specific acceptable use guidelines (e.g., for data scientists, product teams, procurement, third parties, HR) that operationalize the enterprise policy into concrete do/don't actions, controls, and responsibilities.
Examples of Effective Evidence: 
• Published guidelines/SOPs for sampled functions mapping enterprise policy to operational controls.
• Job-role checklists or playbooks showing required behaviors and controls for employees and contractors.
• Signed acknowledgements or attestations from role owners and third-party vendors confirming acceptance of guidelines.
• Procurement/contract templates embedding guideline requirements for vendors.

Example Control 3: Approval and Exception Management Process
Description: Implement a formal approval workflow for proposed AI use-cases, with risk-based gating (e.g., low/medium/high risk) that requires documented risk assessments, legal/privacy review, and documented exceptions with time-bound mitigations for any deviations from the policy.
Examples of Effective Evidence: 
• Change/request tickets showing submission, risk classification, required reviews, and approval or denial decisions.
• Risk assessment and legal/privacy review documents attached to approvals.
• Exception registers showing approved exceptions, owners, expiration dates, and mitigation plans.
• Audit logs demonstrating enforcement of expiration/renewal steps for exceptions.

Example Control 4: Communication, Training, and Acknowledgement Program
Description: Execute a communications and training program to ensure employees, contractors, and relevant third parties understand the Acceptable AI Use Policy and their obligations. Require periodic attestations and role-based training completion.
Examples of Effective Evidence: 
• Training modules, attendance/completion records, and assessment scores tied to the policy content.
• Employee/contractor acknowledgement logs (e-signatures or learning management system (LMS) attestations).
• Communications plan artifacts and distribution records (announcements, FAQs, quick-reference guides).
• Metrics reports showing training/acknowledgement completion rates and remediation actions for non-compliance.

Example Control 5: Monitoring, Compliance Reporting, and Periodic Review
Description: Monitor AI deployments and projects for compliance with the Acceptable AI Use Policy (via registries, audits, or automated controls), report compliance posture to governance bodies, and perform periodic policy reviews incorporating incident findings, regulatory changes, and stakeholder feedback.
Examples of Effective Evidence: 
• AI system registry or catalog showing classification of use-cases against the policy and compliance status.
• Audit or monitoring reports identifying policy violations and linked remediation tickets or closure evidence.
• Governance reports and meeting minutes showing policy review outcomes, metrics (exceptions, incidents), and approved updates.
• Post-incident lessons-learned reports and evidence of policy or guideline updates resulting from reviews.


Control Objective:

	Id
	Name
	Description

	GV-1.2.4
	AI   Trustworthy Principles Training
	The organization regularly offers tailored training programs to educate relevant staff, including those involved in AI system design, development, deployment, and other related roles, on its AI Trustworthy Principles. These principles encompass legal and regulatory considerations as well as their connection to organizational values. The training programs are regularly reviewed and updated as needed to ensure alignment with organizational objectives and mission.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to provide basic training on AI principles and legal/organizational considerations to some relevant staff. However, the training may be generic, infrequent, and not regularly updated.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage offer regular, tailored training programs on AI Trustworthy Principles to a wider group of relevant staff. The training covers legal, regulatory, and organizational aspects and is periodically reviewed and updated to remain current.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have AI training that is comprehensive, role-specific, and deeply integrated into the organization's learning and development programs. Training is frequently updated to reflect changes in regulations, best practices, and lessons learned, ensuring all relevant staff are continuously educated on AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Training in AI Principles
	Trustworthy AI training programs are insufficient or not regularly updated



Implementation Guidelines: 

Develop a training program on AI Trustworthy Principles that covers legal, regulatory, and compliance considerations relevant to AI. Tailor the training content to the specific roles and responsibilities of staff involved in AI system design, development, deployment, and related functions. Highlight common pitfalls and poor practices, equipping staff to recognize and prevent misuse. Consider mandatory attendance for all personnel involved in AI-related activities to foster a culture of accountability and awareness.

Conduct training sessions regularly, such as annually or bi-annually, to maintain a high level of awareness and adapt to evolving industry standards, regulatory requirements, and emerging issues. Establish a process for periodic review and updating of the training program, ensuring it remains current, comprehensive, and aligned with best practices.

Example Controls and Evidence: 

Example Control 1: Role-Based AI Trustworthy Principles Training Curriculum
Description: Develop and maintain a role-specific training curriculum (e.g., for data scientists, engineers, product managers, legal, HR) that covers the organization’s AI Trustworthy Principles, applicable laws/regulations, and practical responsibilities relevant to each role.
Examples of Effective Evidence: 
• Curriculum outlines and lesson plans mapped to roles and responsibilities.
• Training materials (slides, videos, case studies) tailored by role showing Principle, legal, and other related content.
• Attendance/completion records and assessment scores by role from the LMS.
• Role-specific competency matrices showing required training and demonstrated proficiency.

Example Control 2: Mandatory Onboarding and Periodic Refresher Training
Description: Require completion of AI Trustworthy Principles training during role onboarding and at defined recurrence intervals (e.g., annual refreshers or when regulations/policies change), with mandatory attestations of understanding.
Examples of Effective Evidence: 
• Onboarding and refresher training schedules, LMS enrollments, and completion certificates.
• Attestation logs where employees confirm understanding of AI Trustworthy Principles and obligations.
• Training recurrence policy and automated reminder logs for overdue completions.
• Reports showing completion rates and follow-up actions for non-compliant staff.

Example Control 3: Scenario-Based Workshops and Practical Exercises
Description: Conduct interactive workshops, tabletop exercises, and hands-on labs that present realistic AI use-case scenarios (including legal/regulatory dilemmas) to reinforce how AI Trustworthy Principles map to day-to-day decisions and risk mitigation.
Examples of Effective Evidence: 
• Workshop agendas, exercise materials, and participant lists.
• Facilitator notes, participant solutions, and debrief reports highlighting learning outcomes.
• Pre/post-exercise assessments demonstrating knowledge gains.
• Updated playbooks or SOPs that incorporate scenarios and lessons learned.

Example Control 4: Legal and Compliance Stakeholder Sessions and Office Hours
Description: Provide regular sessions and office hours led by legal, privacy, and compliance experts to discuss evolving regulations, policy implications, and role-specific questions. Document guidance and incorporate recurring issues into training updates.
Examples of Effective Evidence: 
• Schedule of stakeholder sessions/office hours and attendance records.
• Summaries or FAQ documents capturing guidance provided.
• Records showing incorporation of session topics into subsequent training updates.
• Communications announcing office hours and follow-up action logs addressing raised concerns.

Example Control 5: Training Governance, Evaluation, and Continuous Improvement
Description: Establish governance for the training program that defines ownership, metrics (completion, competency, incident reduction), periodic content review triggers (regulatory changes, incidents, audits), and a feedback loop to update materials and measure program effectiveness.
Examples of Effective Evidence: 
• Training governance charter, owner assignments, and review schedule.
• Metrics dashboard and periodic reports showing training completion, assessment results, and trends tied to incidents or audit findings.
• Content revision logs showing updates made in response to feedback, regulatory changes, or lessons learned.
• Feedback survey results and action plans demonstrating continuous improvement of training materials.


Control Objective:

	Id
	Name
	Description

	GV-1.2.5
	AI Governance and Risk Standards
	The organization's governance policies, risk controls, model testing and validation processes, as well as compliance and enterprise risk management (ERM) frameworks, are updated to include AI-specific considerations. These updates address unique AI system implications (e.g., data quality, provenance, secure handling) throughout the AI lifecycle and enhance the identification, assessment, management, and monitoring of AI risks in alignment with the organization's AI Trustworthy Principles and risk appetite and tolerance.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin incorporating AI-specific considerations into governance, risk controls, and validation processes for initial AI implementations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have updated their governance policies, risk controls, model testing and validation processes, and compliance and ERM frameworks to include AI-specific considerations. These updates address unique AI system implications throughout the AI lifecycle and enhance the identification, assessment, management, and monitoring of AI risks in alignment with the organization's AI Trustworthy Principles, although their implementation may not yet be fully mature or consistent.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations update governance policies, risk controls, model testing and validation processes, and compliance and ERM frameworks to include AI-specific considerations. This is fully integrated into the organization's overall governance and risk management processes. These updates are consistently applied, regularly reviewed and updated based on emerging risks and best practices, and are deeply embedded into all aspects of the organization's AI lifecycle management and risk monitoring activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Coverage of AI in GRC
	AI considerations are not adequately included in governance, risk, and compliance frameworks



Implementation Guidelines: 

Review and update existing data governance policies, risk controls, model training, testing and validation processes, and compliance frameworks to address AI-specific considerations, ensuring alignment with the organization's AI Trustworthy Principles and risk appetite or tolerance. Focus on integrating AI-related requirements pertaining to data quality, provenance, secure handling, and other relevant factors throughout the AI lifecycle.

Engage subject matter experts and stakeholders from relevant functions to ensure the updated policies and standards align with industry best practices.

Example Controls and Evidence: 

Example Control 1: AI Governance Framework Integration
Description: Update the enterprise governance framework to explicitly incorporate AI-specific roles, decision authorities, policy references, and escalation paths (e.g., AI steering committee, model risk committee, legal/privacy sign-off). Ensure alignment to AI Trustworthy Principles and risk appetite.
Examples of Effective Evidence: 
• Revised governance framework document showing AI governance structures, charters, and authorities.
• Organizational charts or committee charters with named AI governance participants and meeting minutes.
• Escalation and approval workflows demonstrating where AI-related decisions route for review and sign-off.
• Board/senior leadership approvals endorsing the updated governance framework.

Example Control 2: AI Risk Taxonomy and ERM Integration
Description: Extend the enterprise risk taxonomy and enterprise risk management (ERM) processes to include AI-specific risk categories (e.g., data quality/provenance, model bias, explainability, robustness, privacy, supply-chain/third-party model risk) and require periodic enterprise-level reporting.
Examples of Effective Evidence: 
• Updated risk taxonomy document and ERM policy mapping AI risk categories to existing risk types.
• Risk register entries and dashboards showing AI risks, owners, assessments, and treatment plans.
• ERM committee reports or risk heatmaps that include AI risk metrics and trends.
• Meeting minutes showing ERM-level review and acceptance of AI risk reporting.

Example Control 3: AI-Specific Model Risk Management (MRM) Policy and Procedures
Description: Implement or update MRM policies to include AI/model lifecycle controls: model inventory, classification by risk tier, documented validation/testing requirements (e.g., data lineage, fairness testing, robustness testing), pre-deployment approvals, and post-deployment monitoring.
Examples of Effective Evidence: 
• Model inventory registry with risk tier classifications and metadata (owner, data sources, version).
• Validation test plans/reports for sampled models covering data quality, performance, fairness, security, and explainability.
• Pre-deployment approval records and risk acceptance sign-offs for high-risk models.
• Monitoring logs and periodic validation results demonstrating ongoing model performance and drift detection.

Example Control 4: Updated Policies for Data Governance, Security, and Supply Chain Risk
Description: Revise data governance, information security, and third-party/vendor risk policies to include AI-specific controls (data provenance and lineage, secure handling of training data, vendor model assurance, contractual SLAs for AI behavior, and supply-chain vulnerability assessments).
Examples of Effective Evidence: 
• Revised data governance and security policy documents explicitly addressing AI data handling and provenance.
• Data lineage diagrams and provenance records linked to models in the inventory.
• Vendor assessment records, contract clauses, and third-party attestations addressing model supply-chain and AI-specific SLAs.
• Reports from supply-chain or vendor risk assessments showing remediation actions and acceptance criteria.

Example Control 5: Enhanced Testing, Validation, and Independent Review Processes
Description: Require standardized AI testing and validation protocols integrated into change control (e.g., unit/integration tests, fairness and bias audits, adversarial/robustness tests, privacy checks), and mandate periodic independent or sandboxed reviews (internal audit or third-party validators) for high-risk models.
Examples of Effective Evidence: 
• Standardized validation test suites and protocols with versioned templates and required coverage matrices.
• Test execution reports, fairness/robustness audit results, and mitigation evidence (e.g., bias remediation, adversarial hardening).
• Independent validation or audit reports for high-risk models and documented remediation plans.
• Change-control records showing validation artifacts attached to deployment approvals and post-deployment verification.


Control Objective:

	Id
	Name
	Description

	GV-1.2.6
	AI Model Standards and Validation
	The organization sets standards for experimental design, data quality, and model training, which include documenting assumptions, methods, testing outcomes, data lineage, model versioning, and performance monitoring. These standards also outline processes for regular review, validation, and updates, ensuring models align with the organization's AI Trustworthy Principles throughout their lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have set standards for experimental design, data quality, and model training, which include documenting assumptions, methods, testing outcomes, data lineage, model versioning, and performance monitoring. These standards also outline processes for regular review, validation, and updates, ensuring models align with the organization's AI Trustworthy Principles throughout their lifecycle, although their implementation may not yet be fully mature or consistent.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations set standards for experimental design, data quality, and model training and ensure models align with the organization's AI Trustworthy Principles throughout their lifecycle. This is fully integrated into the organization's overall AI development and governance processes, including model documentation templates or other documentation artifacts. These standards are consistently applied, regularly reviewed and updated based on emerging best practices and the organization's evolving AI Trustworthy Principles, and are deeply embedded into all aspects of the organization's AI model development, testing, and monitoring activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient AI Standards
	Standards for AI experimental design, data quality, and model training are insufficient



Implementation Guidelines: 

Integrate AI-specific considerations into governance policies, risk controls, model training, testing and validation processes, as well as legal, compliance, enterprise risk management (ERM), and audit frameworks. This integration will enhance the identification, assessment, management, and monitoring of AI risks across the organization.

Develop AI risk assessment templates, define roles and responsibilities for managing AI risks, and establish processes for the regular review and reporting of these risks. Ensure that the updated frameworks promote transparency, accountability, and alignment with the organization's AI Trustworthy Principles throughout the AI lifecycle.

Example Controls and Evidence: 

Example Control 1: Standardized Experimental Design and Documentation Templates
Description: Require use of standardized templates for experiment design that capture objectives, hypotheses, assumptions, datasets, preprocessing steps, evaluation metrics, and stopping criteria; mandate retention of experiment artifacts for reproducibility.
Examples of Effective Evidence: 
• Completed experiment design templates for sampled projects showing hypotheses, assumptions, datasets, and evaluation plans.
• Version-controlled experiment artifact folders (notebooks, config files, parameter logs).
• Peer review or approval records prior to running experiments.
• Reproducibility checks or reproduction attempts demonstrating results can be recreated.

Example Control 2: Data Quality and Lineage Controls
Description: Implement data quality standards and automated lineage tracking for all datasets used in experiments and training, including provenance metadata, quality metrics (completeness, accuracy, bias checks), and remediation workflows for identified issues.
Examples of Effective Evidence: 
• Data catalog entries with lineage metadata, provenance, and sensitivity classification for training and test datasets.
• Data quality reports showing metrics, thresholds, and remediation tickets for issues found.
• Automated extract, transform, and load (ETL)/data validation logs demonstrating checks (schema, missingness, distribution drift).
• Change history showing dataset versions and approvals for use in training.

Example Control 3: Model Versioning, Configuration Management and Artifact Registry
Description: Enforce model versioning and configuration management by storing models, training code, hyperparameters, random seeds, and environment specifications in a secured artifact registry with immutable identifiers and access controls.
Examples of Effective Evidence: 
• Artifact registry entries listing model versions, hashes, training configs, and environment manifests.
• Deployment manifests mapping deployed model instances to specific version identifications (IDs) and provenance.
• Access and change logs showing who published or promoted model artifacts and when.
• Rollback or reproduction records demonstrating reinstatement of a prior model version.

Example Control 4: Standardized Evaluation, Validation and Bias/Fairness Testing
Description: Require standardized evaluation protocols including holdout strategies, cross-validation, robustness/adversarial testing, and fairness/bias assessments with predefined thresholds and documented remediation when thresholds are not met.
Examples of Effective Evidence: 
• Validation reports for sampled models showing metric calculations, cross-validation results, robustness tests, and fairness assessment outputs.
• Test datasets and scripts with documented procedures for bias and edge-case testing.
• Remediation tickets and evidence of mitigation actions (retraining, feature removal, weighting) when thresholds were exceeded.
• Approval records showing models met validation criteria before promotion to production.

Example Control 5: Continuous Performance Monitoring and Review Process
Description: Implement production monitoring and periodic review processes that track model performance, data drift, fairness metrics, and resource usage; require triggers for retraining, rollback, or escalation and a cadence of periodic formal model reviews.
Examples of Effective Evidence: 
• Monitoring dashboards and alert logs showing performance metrics, drift detection, and triggered investigations.
• Model review meeting minutes and formal review reports with action items and timelines.
• Retraining/change logs and post-change validation results following remediation or updates.
• SLA/operational reports mapping review cadence to model criticality and showing compliance with review schedules.
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Control Objective:

	Id
	Name
	Description

	GV-1.3.1
	AI Risk Assessment Models
	The organization updates its risk assessment methods, consistent with those in ERM and Model Risk Management, to address the unique risks of AI systems during development, deployment, and operation and evaluate the impact and likelihood of AI-specific risks consistently for a unified view.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have updated their risk assessment models to address the unique risks of AI systems during development, deployment, and operation. These updates enable the organization to evaluate the impact and likelihood of AI-specific risks consistently for a unified view, although their implementation may not yet be fully mature or integrated across all risk assessment processes.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations update risk assessment models to address the unique risks of AI systems and evaluate the impact and likelihood of AI-specific risks consistently. This is fully integrated into the organization's overall risk management processes. These updates are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI risk assessment and management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate AI Risk Assessment
	AI system risks are not adequately addressed in risk assessment methods



Implementation Guidelines: 

Identify the unique characteristics and potential risks associated with AI systems during development, deployment, and operation, such as data bias, model interpretability, performance drift, and unintended consequences. Adapt existing risk assessment frameworks, such as those used in ERM and model risk management (MRM), to include these AI-specific risks.

Develop a standardized approach for assessing the impact and likelihood of these risks, considering factors such as the nature of the AI system, its intended use, and the potential consequences of failure. Apply this adapted risk assessment approach consistently across the organization’s AI portfolio to provide a comprehensive and unified view of AI-related risks.

Example Controls and Evidence: 

Example Control 1: AI Risk Assessment Methodology Review and Update
Description: Establish a process for regularly reviewing and updating the organization’s risk assessment methodology to incorporate AI-specific risks in line with ERM and MRM frameworks, ensuring assessments are current and comprehensive across all AI system lifecycle stages.
Examples of Effective Evidence: 
• Documented procedures outlining the review and update process for risk assessment methods.
• Records of periodic review meetings and updates to the methodology documentation.
• Comparison reports showing revisions to risk assessment criteria related to AI risks.
• Training records for staff on updated AI-specific risk assessment procedures.

Example Control 2: AI-Specific Risk Identification and Evaluation Protocols
Description: Develop and implement standardized protocols to identify and evaluate AI-specific risks (e.g., bias, model drift, and operational failure) and assess their impact and likelihood uniformly across projects.
Examples of Effective Evidence: 
• Risk assessment templates explicitly tailored for AI-related risks.
• Sample completed risk assessments demonstrating consistent application of protocols.
• Training materials and records on AI-specific risk identification and evaluation.
• Meeting notes or reports showing risk assessments discussed and approved at project review meetings.

Example Control 3: Integration of AI Risks into Enterprise Risk Management (ERM) System
Description: Ensure AI risk assessments are integrated into the organization’s ERM system, providing a unified view of risks across the organization that reflects AI-specific considerations.
Examples of Effective Evidence: 
• Updated ERM system entries with AI-related risk data and assessments.
• Reports or dashboards illustrating AI risks alongside other enterprise risks.
• Audit logs showing the inclusion of AI risk assessments in ERM updates.
• Policies requiring AI risk documentation to be centrally stored within the ERM platform.

Example Control 4: Ongoing Monitoring and Review of AI Risks
Description: Implement continuous monitoring processes for AI risks during development, deployment, and operation phases, including periodic reassessment and updating of risk evaluations based on new information or system changes.
Examples of Effective Evidence: 
• Monitoring logs tracking AI risk indicators and performance metrics.
• Records of periodic risk review meetings and updates to risk assessment documents.
• Incident reports or post-deployment reviews reflecting changes in AI risk profile.
• Automated alerts or dashboards showing changes in AI system risk status.

Example Control 5: Risk Communication and Reporting Framework for AI Risks
Description: Establish a clear framework for communicating AI-specific risks and their evaluations across relevant stakeholder groups, ensuring consistent understanding and decision-making.
Examples of Effective Evidence: 
• Risk assessment reports circulated to management and stakeholders with analysis of AI risks.
• Meeting minutes or presentations discussing AI risk evaluations.
• Internal newsletters or alerts highlighting significant AI risk updates.
• Training records on how to interpret AI risk reports and incorporate findings into decision-making.


Control Objective:

	Id
	Name
	Description

	GV-1.3.2
	AI Risk Monitoring and Escalation
	The organization integrates AI-specific considerations into its monitoring, reporting, and escalation processes, aligned with its risk criteria, capacity, and appetite. It establishes or adapts practices based on the AI system’s risk profile to provide effective oversight throughout the AI lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established processes and procedures for regular risk assessments, ongoing risk monitoring, risk reporting, and risk escalation for AI systems based on established risk criteria and predefined risk capacity, appetite, and tolerance. Monitoring activities are determined by the system's risk profile, with higher-risk systems subject to more frequent and rigorous monitoring, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish processes and procedures for regular risk assessments, ongoing risk monitoring, risk reporting, and risk escalation for AI systems based on established risk criteria and predefined risk capacity, appetite, and tolerance, which is fully integrated into the organization's overall risk management processes. These processes and procedures are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI risk monitoring and escalation activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated AI Risks
	AI-specific risks are not adequately integrated into risk monitoring and reporting



Implementation Guidelines: 

Establish clear standards for integrating AI-specific considerations into risk management practices, including ongoing risk monitoring, risk reporting, and risk escalation procedures. These standards should specify how to monitor AI system risks beyond traditional assessments, such as tracking key performance indicators (KPIs), security events, data quality metrics, model drift, and potential bias indicators throughout the AI lifecycle. For high-risk AI systems, implement automated alerting and real-time dashboards to detect anomalies, performance degradation, or security breaches in a timely manner.

Develop standardized templates and tools that capture AI-specific risk factors, such as data provenance, model explainability, and operational stability, to ensure consistent evaluation across systems. Assign clear roles and responsibilities for risk monitoring activities, including designated personnel or teams accountable for ongoing oversight. Provide training on AI risk indicators and monitoring practices to ensure stakeholders can effectively identify and respond to emerging risks or deviations from expected performance.

Example Controls and Evidence: 

Example Control 1: AI Risk Integration into Existing Risk Management Processes
Description: Incorporate AI-specific risks into the organization’s formal risk assessment, monitoring, reporting, and escalation procedures to ensure these risks are managed consistently alongside other enterprise risks.
Examples of Effective Evidence: 
• Updated risk management policies including AI-specific risk criteria.
• Procedure documents illustrating how AI risks are identified, assessed, and escalated.
• Records of risk assessments or updates that explicitly include AI-related risks.
• Dashboards or reports demonstrating AI risks integrated into overall risk reports.

Example Control 2: Practices Development Based on AI Risk Profiles
Description: Develop or adapt risk management practices based on the AI system’s risk profile, such as implementing more frequent reviews for higher-risk AI models or deploying specialized oversight for critical AI functions.
Examples of Effective Evidence: 
• Risk management procedures tailored for different AI risk categories.
• Records of practice updates or process adaptations linked to specific AI risk profiles.
• Training materials on new or adapted risk practices for AI systems.
• Meeting minutes showing discussions and approvals of practice modifications.

Example Control 3: Lifecycle Oversight and Continuous Monitoring
Description: Establish mechanisms for continuous oversight and monitoring of AI risks throughout the lifecycle of AI systems, with processes that allow for timely updates and interventions based on risk evaluations.
Examples of Effective Evidence: 
• Lifecycle monitoring plans including AI risk considerations.
• Logs or records of ongoing risk monitoring activities and results.
• Incident or change management reports related to AI risks detected post-deployment.
• Automated systems or dashboards tracking AI risk indicators in real-time.

Example Control 4: Risk Escalation and Reporting Protocols
Description: Implement clear escalation procedures that trigger when AI risks exceed acceptable thresholds, ensuring prompt reporting to senior management and relevant oversight bodies.
Examples of Effective Evidence: 
• Escalation procedures documented and communicated to staff.
• Records of risk threshold breaches and escalation actions taken.
• Incident reports or risk event logs involving AI systems.
• Management review meeting minutes addressing escalated AI risks.

Example Control 5: Alignment with Risk Criteria, Capacity, and Appetite
Description: Ensure AI risk management practices are aligned with the organization’s risk criteria, capacity, and appetite, with periodic reviews to adapt practices based on evolving AI risk profiles and organizational risk tolerance.
Examples of Effective Evidence: 
• Risk management policies explicitly referencing organizational risk appetite and criteria.
• Records of periodic reviews and updates to risk management practices related to AI.
• Reports showing alignment of AI risks with risk appetite thresholds.
• Stakeholder meeting documentation discussing adjustments based on risk capacity and appetite.


Control Objective:

	Id
	Name
	Description

	GV-1.3.3
	AI Impact Measurement Policies
	The organization’s policies describe methods for regularly measuring AI system impact (e.g., outcomes analysis, impact assessments) and impact at key stages of the AI lifecycle. Assessments are triggered by system changes to better identify and evaluate potential risks and effects on stakeholders, business processes, applications, and broader systems.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established policies that describe methods for regularly measuring AI system impact and impact at key stages of the AI lifecycle. Assessments are triggered by system changes to better identify and evaluate potential risks and effects on stakeholders, business processes, applications, and broader systems, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish policies that describe methods for regularly measuring AI system impact and impact at key stages of the AI lifecycle and is fully integrated into the organization's overall AI governance and risk management processes. These policies are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI impact assessment and risk evaluation activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Impact Measurement
	AI impact measurement methods are inadequate or not routinely applied.



Implementation Guidelines: 

Develop and implement policies that outline the methods for measuring the impact of AI systems and the likelihood of that impact at key stages of the AI lifecycle and on a regular basis. Include guidelines for conducting outcomes analysis or impact assessments that evaluate the potential risks and effects of AI systems on stakeholders, business processes, applications, and broader systems.

Define triggers for conducting impact assessments, such as significant changes to the AI system, its intended use, or the data it relies on. Establish a standardized approach for measuring impact, considering factors such as the scale and severity of potential consequences, the likelihood of occurrence, and the organization’s ability to mitigate or recover from adverse events. Ensure that impact assessments are conducted by qualified personnel and that results are documented and communicated to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Implementation of Impact Measurement Methods in Policies
Description: Develop and document methods within organizational policies for regularly measuring AI system impact, including outcomes analysis and impact assessments at critical lifecycle stages.
Examples of Effective Evidence: 
• Published policies outlining impact measurement methods for AI systems.
• Procedure documents detailing how impact assessments are conducted at various lifecycle stages.
• Training manuals and records on impact measurement techniques.
• Communication materials explaining impact assessment processes to stakeholders.

Example Control 2: Trigger-Based Impact Assessments for System Changes
Description: Establish processes to initiate impact assessments whenever AI systems undergo significant changes, ensuring continuous evaluation of potential risks and effects.
Examples of Effective Evidence: 
• Change management procedures including mandatory impact assessments for system modifications.
• Records of impact assessments triggered by specific system updates or adjustments.
• Automated alerts or workflows that prompt impact evaluations upon change detection.
• Documentation of impact assessment reports linked to system change events.

Example Control 3: Impact Evaluation at Key Lifecycle Stages
Description: Conduct impact assessments at designated key stages of the AI lifecycle, such as development, deployment, and post-deployment, to identify and evaluate potential risks or adverse effects.
Examples of Effective Evidence: 
• Impact assessment checklists completed at each lifecycle stage.
• Records of impact evaluations performed during model development, deployment, and monitoring phases.
• Meeting minutes noting impact discussions during gating or review points.
• Stakeholder sign-off documentation verifying impact assessments were completed at each stage.

Example Control 4: Stakeholder and Business Impact Documentation
Description: Maintain documentation of impacts on stakeholders, business processes, applications, and broader systems to inform risk management and decision-making.
Examples of Effective Evidence: 
• Impact reports highlighting stakeholder and business effects of AI systems.
• Stakeholder feedback forms and survey results related to AI impacts.
• Risk registers including impacts identified through assessments.
• Analysis reports linking impact assessments to broader system performance and risks.

Example Control 5: Review and Update of Impact Measurement Practices
Description: Regularly review and update impact measurement methods and assessment triggers to adapt to evolving AI systems, stakeholder needs, and operational environments.
Examples of Effective Evidence: 
• Records of periodic reviews of impact measurement policies and practices.
• Documentation of updates to impact assessment procedures based on lessons learned or new standards.
• Training records on new impact measurement approaches or tools.
• Management review reports on the effectiveness of impact assessment processes.


Control Objective:

	Id
	Name
	Description

	GV-1.3.4
	AI Use Risk Acceptance and Rejection Framework
	The organization has clear policies and decision-making processes, informed by executive leadership, to ensure that AI system use aligns with its defined risk tolerance. These policies outline criteria for identifying and rejecting AI uses that exceed acceptable risk levels as determined by the organization's risk assessment. Decisions to reject an AI system are based on a thorough evaluation of potential risks and impacts, with documentation of the rationale. Rejected uses are reviewed periodically to ensure the organization's risk tolerance remains appropriate and aligned with its overall risk management strategy.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established clear policies and decision-making processes to ensure that AI system use aligns with its defined risk tolerance. These policies outline criteria for identifying and rejecting AI uses that exceed acceptable risk levels, and decisions to reject an AI system are based on a thorough evaluation of potential risks and impacts, with documentation of the rationale. However, the implementation of these policies and processes may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish clear policies and decision-making processes to ensure that AI system use aligns with the organization's defined risk tolerance and is fully integrated into the organization's overall AI governance and risk management processes. These policies and processes are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI system approval and rejection activities. Rejected uses are periodically reviewed to ensure the organization's risk tolerance remains appropriate and aligned with its overall risk management strategy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Risk Tolerance Breach
	AI system use exceeds defined risk tolerance



Implementation Guidelines: 

Espouse a clear risk tolerance, appetite, or profile statement for AI use, establishing criteria for accepting, monitoring, or rejecting AI applications. Develop formal decision-making processes that outline how risks are evaluated against organizational risk thresholds, including procedures for approving, conditionally approving, or rejecting AI system uses based on comprehensive risk assessments.

Implement structured review processes that document rationale for each decision to accept or reject AI use, ensuring transparency and accountability. Establish a review cycle where rejected or conditional uses are periodically re-evaluated to confirm alignment with current risk tolerance and strategic priorities.

Develop standardized criteria, metrics, and KPIs—such as risk scores, impact assessments, and compliance indicators—to support risk-based decision-making. Assign responsibilities for assessing AI use proposals, monitoring risk levels, and making approval or rejection decisions to qualified personnel with appropriate training. Ensure communication channels are in place for clear reporting, escalation, and documentation of decisions, including rationale and review outcomes, with oversight from senior management, legal, and compliance stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of AI Use Policies Aligned with Risk Tolerance
Description: Establish clear policies that define how AI system use is evaluated against the organization’s risk tolerance, including criteria for acceptance and rejection of AI applications.
Examples of Effective Evidence: 
• Formalized policies outlining AI use evaluation criteria aligned with risk appetite.
• Policy approval documentation with endorsement from executive leadership.
• Communication materials distributing policies across relevant departments.
• Training records on AI use policies and risk criteria.

Example Control 2: Decision-Making Processes for AI Use Rejection
Description: Implement structured decision-making processes that thoroughly evaluate potential risks and impacts of AI uses and document the rationale for rejection decisions.
Examples of Effective Evidence: 
• Standardized decision log templates capturing evaluations and rationale for reject decisions.
• Records of risk assessments conducted prior to rejecting AI applications.
• Meeting minutes where rejection decisions and justifications are discussed and approved.
• Documentation of stakeholders involved in rejection decision processes.

Example Control 3: Periodic Review of Rejected AI Uses
Description: Conduct periodic reviews of rejected AI applications to confirm that risk assessments and organizational risk tolerance remain current and appropriate.
Examples of Effective Evidence: 
• Review schedules and completion records for previously rejected AI uses.
• Updated risk evaluations and documentation justifying continued rejection or reconsideration.
• Reports summarizing review findings and any policy or criteria modifications.
• Records of reassessment meetings with involved stakeholders.

Example Control 4: Executive and Stakeholder Oversight
Description: Ensure senior leadership and relevant stakeholders are involved in establishing and reviewing AI use policies and rejection criteria to maintain oversight and alignment with organizational risk appetite.
Examples of Effective Evidence: 
• Meeting agendas and minutes involving leadership on AI policy decisions.
• Endorsement records from executive review of AI risk management strategies.
• Stakeholder sign-off records on policy updates and rejection criteria.
• Reports demonstrating ongoing engagement with leadership on AI risk issues.

Example Control 5: Documentation and Communication of AI Use Decisions
Description: Maintain comprehensive records of AI use evaluations, rejection decisions, and rationales, and communicate these clearly across relevant organizational units to ensure transparency and compliance.
Examples of Effective Evidence: 
• Repository of decision logs with detailed rationales for rejects.
• Policy distribution records confirming communication of rejection criteria.
• Alert or notification systems documenting decisions to reject or reconsider AI uses.
• Internal audit or review reports confirming adherence to documented decision processes.
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Control Objective:

	Id
	Name
	Description

	GV-1.4.1
	AI Risk Management Framework
	The organization establishes policies and documentation practices for AI risk management processes, ensuring transparency and alignment with organizational risk priorities. These policies acknowledge the reality of automatically generated or AI-generated documentation, providing guidance on maintaining accuracy, verifiability, and accountability. They specify roles, responsibilities, and mechanisms for oversight and escalation throughout the AI lifecycle, supported by routine reviews and performance metrics to ensure effective management and continuous improvement.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish basic policies and documentation practices for AI risk management, focusing on essential guidance and oversight to ensure fundamental accountability and transparency. These initial policies provide a foundation for more comprehensive frameworks as AI adoption advances into the evolving and embedded stages.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established policies, procedures, and controls for AI risk management processes and intended outcomes, creating transparency and alignment with organizational risk priorities. These policies specify roles, responsibilities, and mechanisms for accountability across the AI lifecycle, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish policies, procedures, and controls for AI risk management processes and intended outcomes, creating transparency and alignment with organizational risk priorities, which is fully integrated into the organization's overall risk management and governance processes. These policies, procedures, and controls are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI lifecycle management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unclear Risk Policies
	AI risk management policies and accountability for documentation are unclear



Implementation Guidelines: 

Define and document transparent and aligned AI risk management policies, procedures, and controls in a clear and accessible manner. Recognize that automatically or AI-generated documentation may be part of these processes and establish guidelines to ensure its verifiability, accuracy, and traceability. Engage relevant stakeholders from across the organization, including IT, legal, compliance, and business units, to ensure that policies reflect organizational risk priorities and are feasible to implement.

Clearly specify roles and responsibilities for AI risk management activities, including system development, testing, deployment, monitoring, and ongoing maintenance. Establish mechanisms for accountability, such as regular reviews of policy adherence, performance metrics for the effectiveness of risk management efforts, and escalation procedures for issues or concerns. Communicate these policies, procedures, and controls to relevant personnel, and provide training to promote understanding, proper implementation, and compliance.

Example Controls and Evidence: 

Example Control 1: Development of AI Risk Management Policies and Documentation Practices
Description: Establish comprehensive policies and documentation standards that ensure transparency, accuracy, and alignment of AI risk management processes with organizational priorities, including guidelines for AI-generated documentation.
Examples of Effective Evidence: 
• Formalized policies outlining AI risk management documentation standards.
• Documentation standards that specify roles, responsibilities, and accountability measures.
• Training and communication materials describing policies and practices for AI risk documentation.
• Policy approval records from senior management or governance bodies.

Example Control 2: Guidance on AI-Generated Documentation
Description: Develop clear guidance for maintaining accuracy, verifiability, and accountability in automatically or AI-generated documentation, including verification processes and review checkpoints.
Examples of Effective Evidence: 
• Published guidelines or procedures for verifying AI-generated documentation.
• Records of validation and review activities for AI-generated outputs.
• Training materials on verifiability and accountability for teams responsible for documentation.
• Audit logs demonstrating review or validation of AI-generated documentation.

Example Control 3: Defined Roles, Responsibilities, and Oversight Mechanisms
Description: Clearly define roles and responsibilities throughout the AI lifecycle, establishing oversight and escalation procedures to ensure effective management, monitoring, and accountability.
Examples of Effective Evidence: 
• Role and responsibility matrices related to AI risk management and documentation.
• Procedures outlining oversight and escalation processes.
• Meeting minutes or reports demonstrating oversight activities.
• Organizational charts and responsibility assignment documentation.

Example Control 4: Routine Reviews and Performance Metrics
Description: Implement routine review activities and performance metrics to monitor the effectiveness of AI risk management practices, enabling continuous improvement.
Examples of Effective Evidence: 
• Scheduled review reports evaluating documentation accuracy and process compliance.
• Performance dashboards tracking key metrics of AI risk management effectiveness.
• Records of management or governance meetings analyzing review findings.
• Updated policies or practices resulting from routine reviews and feedback.

Example Control 5: Continuous Improvement Based on Feedback and Monitoring
Description: Use feedback from routine reviews and performance metrics to drive continuous enhancement of AI risk management policies, documentation practices, and oversight mechanisms.
Examples of Effective Evidence: 
• Records of formal change requests or policy updates following reviews.
• Feedback collection forms or surveys from personnel engaged in AI risk management.
• Reports documenting improvements implemented based on review findings.
• Management review summaries evaluating the effectiveness of ongoing practices.


Control Objective:

	Id
	Name
	Description

	GV-1.4.2
	AI Risk Documentation Standards
	The organization establishes documentation requirements in its AI risk management policies and procedures, covering AI system design and implementation, model development (including model type, training data sources and selection criteria, assumptions, and limitations), the justification and rationale of key decisions, the acceptable use of proxies, testing, evaluation, validation, and risk mitigation processes (including methodologies and outcomes), and regular monitoring and change management activities.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish basic documentation requirements covering core aspects of AI system design and development to ensure initial accountability and traceability.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established documentation requirements in their AI risk management policies and procedures, covering various aspects of AI system design, development, testing, and monitoring. These requirements ensure that key decisions, assumptions, limitations, and risk mitigation processes are documented, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish documentation requirements in AI risk management policies and procedures, covering various aspects of AI system design, development, testing, and monitoring, which is fully integrated into the organization's overall risk management and governance processes. These documentation requirements are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI documentation and knowledge management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inconsistent Documentation Requirements
	AI risks are not accurately documented



Implementation Guidelines: 

Establish clear documentation requirements for AI systems within the organization’s AI risk management policies and procedures. These requirements should cover key aspects of the AI lifecycle, including system design, model development, testing, evaluation, validation, risk mitigation, monitoring, and change management and may be implemented through documentation templates.

Specify the level of detail required for each documentation component, such as the justification for key decisions, data sources and selection criteria, assumptions, limitations, and acceptable use of proxies. Provide templates and examples to guide the creation of documentation and ensure consistency across AI projects. Assign responsibility for creating, reviewing, and updating documentation to appropriate personnel, and establish timelines for completion. Regularly audit documentation to ensure completeness, accuracy, and adherence to requirements.

Example Controls and Evidence: 

Example Control 1: Formal Documentation Requirements in AI Risk Management Policies
Description: Develop and formalize comprehensive documentation requirements within organizational policies that cover all aspects of AI system design, development, testing, validation, and ongoing monitoring.
Examples of Effective Evidence: 
• Published policies outlining required documentation for AI systems.
• templates and standards for documenting model development, data sources, assumptions, and decisions.
• Training materials clearly describing documentation expectations.
• Policy approval records from senior leadership or governance bodies.

Example Control 2: Documentation of Model Development and Design
Description: Ensure detailed documentation of model development activities, including model type, training data sources and criteria, assumptions, and limitations, to support transparency and accountability.
Examples of Effective Evidence: 
• Model development logs including design specifications, data sources, and assumptions.
• Records of decision rationales for model selection and data use.
• Data source documentation demonstrating data provenance and selection criteria.
• Model documentation review and approval records.

Example Control 3: Documentation of Key Decisions and Rationales
Description: Maintain records of the justification and rationale for all key decisions related to AI system design, development, testing, validation, and risk mitigation strategies.
Examples of Effective Evidence: 
• Decision logs or records showing rationale for major model and implementation choices.
• Meeting minutes discussing and approving critical decisions.
• Version control records tracking changes and associated justifications.
• Sign-off sheets reflecting decision approval by responsible parties.

Example Control 4: Testing, Validation, and Risk Mitigation Documentation
Description: Document testing, evaluation, validation methodologies, outcomes, and risk mitigation activities to ensure process integrity and compliance.
Examples of Effective Evidence: 
• Test and validation reports detailing methods, outcomes, and conclusions.
• Risk mitigation plans with documented activities and responsible personnel.
• Records of validation results against performance metrics.
• Change logs reflecting updates based on testing and validation results.

Example Control 5: Monitoring and Change Management Records
Description: Maintain records of ongoing monitoring activities and change management processes, including policies, procedures, and reasons for modifications throughout the AI lifecycle.
Examples of Effective Evidence: 
• Monitoring logs tracking performance metrics and risk indicators.
• Change request and approval records with documented rationale.
• Routine review reports analyzing ongoing performance and changes.
• Updated documentation reflecting changes made and the reasons behind them.


Control Objective:

	Id
	Name
	Description

	GV-1.4.3
	AI Documentation Repository and Access
	The organization maintains a centralized and accessible repository of AI system documentation, structured to provide relevant AI stakeholders with appropriate access based on their roles and the system’s risk classification. Mechanisms are in place to regularly review the completeness and accuracy of documentation and to maintain readily available information for oversight, audit, and ongoing risk management.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage create a basic centralized repository of AI documentation to ensure key information is accessible for oversight and audit purposes.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations maintain a centralized and accessible repository of AI system documentation, structured to provide relevant AI stakeholders with appropriate access based on their roles and the system's risk classification. Mechanisms are in place to regularly review the completeness and accuracy of documentation and to maintain readily available information for oversight, audit, and ongoing risk management, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations maintain a centralized and accessible repository of AI system documentation, structured to provide relevant AI stakeholders with appropriate access based on their roles and the system's risk classification, which is fully integrated into the organization's overall knowledge management and governance processes. The mechanisms for regularly reviewing the completeness and accuracy of documentation and maintaining readily available information for oversight, audit, and ongoing risk management are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI documentation and knowledge management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inaccessible Documentation Repository
	Centralized AI system documentation repository is incomplete, inaccurate, or inaccessible



Implementation Guidelines: 

Create a centralized repository for storing and managing AI system documentation, in or linked to the enterprise AI inventory, and ensuring it is easily accessible to relevant stakeholders. Implement access controls based on roles and the system's risk classification to protect sensitive information while allowing appropriate personnel to view and update documentation as needed.

Establish a clear structure for organizing documentation within the repository, using categories such as system type, development stage, and risk level. Implement version control to track changes over time and maintain a record of key decisions and updates. Assign responsibility for maintaining the repository to a dedicated team or individual, and establish processes for regularly reviewing documentation for completeness and accuracy. Ensure the repository is integrated with other relevant systems, such as incident management and change control platforms, to facilitate effective risk management.

Example Controls and Evidence: 

Example Control 1: Centralized Repository for AI System Documentation
Description: Establish and maintain a centralized repository that securely stores all AI system documentation, ensuring structured organization and role-based access controls aligned with system risk classification.
Examples of Effective Evidence: 
• Repository access control policies defining roles and permissions.
• System architecture and documentation stored within a centralized digital platform.
• Access logs showing role-specific access to documentation.
• Regular backup and security measures documented for the repository.

Example Control 2: Role-Based Access Controls and Permissions
Description: Implement role-based access controls to ensure that AI Stakeholders can access only the information relevant to their responsibilities and the risk level of the system.
Examples of Effective Evidence: 
• Access control lists or permissions configuration documentation.
• User access reviews and approval records.
• Training records on access policies and responsibilities.
• Audit logs demonstrating access activity aligned with roles.

Example Control 3: Regular Review of Documentation Completeness and Accuracy
Description: Establish mechanisms to periodically review the completeness and accuracy of documentation stored in the repository, ensuring it remains current and comprehensive.
Examples of Effective Evidence: 
• Review schedules and completed review reports.
• Action logs for updates or corrections made following reviews.
• Documentation version control records.
• Internal audit or compliance review reports confirming review activities.

Example Control 4: Readily Available Information for Oversight and Audit
Description: Ensure the documentation repository supports quick retrieval of relevant information to facilitate oversight, audits, and ongoing risk management activities.
Examples of Effective Evidence: 
• Search and retrieval logs demonstrating efficient access during audits.
• Reports confirming availability of documentation during oversight activities.
• User feedback or survey results on repository accessibility.
• System logs showing time to retrieve specific documentation during audits.

Example Control 5: Continuous Improvement of Documentation Management
Description: Implement processes for ongoing assessment and improvement of documentation practices, including user feedback, technological enhancements, and evolving risk considerations.
Examples of Effective Evidence: 
• Records of feedback collection on documentation processes.
• Documented updates to repository procedures based on feedback or technology upgrades.
• Training and awareness sessions on best practices for documentation management.
• Review reports showing improvements and their impact on oversight and risk management.
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Control Objective:

	Id
	Name
	Description

	GV-1.5.1
	AI Performance and Risk Monitoring
	The organization documents its approach for monitoring its existing AI systems for performance and risk issues (including key performance indicators, security events, and other relevant metrics), even if AI is not yet widely adopted. Key personnel are assigned responsibility for monitoring activities, with clearly defined roles, escalation procedures, and reporting mechanisms to provide accountability and timely issue resolution.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to document their approach for monitoring existing AI systems for performance and risk issues, even if AI is not yet widely adopted. Key personnel are assigned responsibility for monitoring activities, although roles, escalation procedures, and reporting mechanisms may not yet be fully defined or consistently implemented.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have documented a comprehensive approach for monitoring existing AI systems for performance and risk issues, with clearly defined roles, escalation procedures, and reporting mechanisms for key personnel responsible for monitoring activities. This approach provides accountability and timely issue resolution, although its implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations document the approach for monitoring existing AI systems for performance and risk issues, with clearly defined roles, escalation procedures, and reporting mechanisms for key personnel responsible for monitoring activities. This approach is consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and is deeply embedded into all aspects of the organization's AI monitoring and issue resolution activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient AI System Monitoring
	Monitoring approach for existing AI systems is insufficient for performance and risk management



Implementation Guidelines: 

Document the organization's approach to establishing effective monitoring of AI systems, even if AI adoption is limited. Define KPIs, data or concept drift, security events, and other relevant metrics to track. Assign monitoring responsibilities to specific personnel, clearly defining their roles and reporting lines.

Establish escalation procedures for identified issues, including automated alerts, severity thresholds and response timelines. Implement tools and processes to collect and analyze monitoring data, such as log aggregation and alerting systems. Regularly review and update monitoring processes to ensure they remain aligned with the organization's AI adoption and risk profile.

Example Controls and Evidence: 

Example Control 1: Formal Monitoring Approach Documentation
Description: Develop and maintain documented procedures detailing the organization’s approach for monitoring AI systems, including metrics, security events, and performance indicators.
Examples of Effective Evidence: 
• Written policies outlining monitoring strategies and key metrics.
• Monitoring frameworks and methodologies documented and communicated.
• Training materials describing monitoring practices and responsibilities.
• Approved versions of monitoring procedures.

Example Control 2: Assignment of Responsibilities and Roles for Monitoring
Description: Assign specific personnel and define roles responsible for continuous monitoring activities, ensuring accountability and clarity in monitoring processes.
Examples of Effective Evidence: 
• Role and responsibility matrices for monitoring tasks.
• Staff training and acknowledgment of monitoring responsibilities.
• Organizational charts highlighting designated monitoring personnel.
• Records of role-specific monitoring activities and accountability logs.

Example Control 3: Escalation Procedures and Reporting Mechanisms
Description: Establish clear escalation procedures and reporting mechanisms for monitoring issues or anomalies detected, ensuring prompt response and resolution.
Examples of Effective Evidence: 
• Documented escalation workflows and thresholds for action.
• Incident or issue logs with timestamps, escalation details, and resolution notes.
• Automated alert logs and notification configurations.
• Meeting minutes or reports discussing escalated issues and resolutions.

Example Control 4: Ongoing Monitoring and Issue Resolution Activities
Description: Conduct continuous monitoring activities using defined metrics, with routine review cycles to identify, analyze, and resolve issues proactively.
Examples of Effective Evidence: 
• Monitoring dashboards and logs showing real-time data and alerts.
• Records of routine review meetings and actions taken.
• Issue tracking systems with timestamps, responsible personnel, and resolution details.
• Performance reports demonstrating trend analysis and issue management effectiveness.

Example Control 5: Regular Review and Improvement of Monitoring Processes
Description: Periodically review monitoring approaches, roles, and escalation procedures to identify opportunities for improvement and adapt to evolving AI systems and risks.
Examples of Effective Evidence: 
• Review reports analyzing monitoring effectiveness and gaps.
• Updated monitoring procedures reflecting lessons learned or new best practices.
• User feedback collected from monitoring personnel.
• Management approval records for process updates.


Control Objective:

	Id
	Name
	Description

	GV-1.5.2
	Periodic AI Risk Management Process Review
	The organization conducts periodic reviews of its AI risk management processes, with frequency and scope based on AI adoption, system risk, and technological change. These reviews include assessment by internal audit or third-line functions and incorporate insights from monitoring activities and incident analyses to drive continuous process and control enhancements.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established policies and procedures for conducting periodic reviews of their AI risk management processes. The frequency and scope of these reviews are defined based on factors such as the level of AI adoption, system risk levels, and rate of change, enabling the risk management approach to remain appropriate as the AI landscape evolves. Policies and procedures are updated based on findings, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish policies and procedures for conducting periodic reviews of AI risk management processes, with the frequency and scope of reviews defined based on factors such as the level of AI adoption, system risk levels, and rate of change, is fully integrated into the organization's overall risk management and governance processes. These policies and procedures are consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and are deeply embedded into all aspects of the organization's AI risk management review and update activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Risk Process Reviews
	Reviews of AI risk management are infrequent or insufficient in scope



Implementation Guidelines: 

Develop policies and procedures for conducting periodic reviews of AI risk management processes. Define the frequency and scope of these reviews based on factors such as AI adoption level, system risk profiles, and the rate of technological change. Assign responsibility for conducting these reviews to qualified personnel, ensuring they have the necessary resources and training.

Establish a standardized review process that includes criteria for evaluating the effectiveness of risk management activities, identifying gaps, and highlighting areas for improvement. To enhance objectivity and rigor, incorporate assessments by internal audit or other third-line assurance functions as part of the review cycle. Leverage these independent evaluations to help verify the adequacy of policies and procedures, ensuring they remain aligned with evolving risks and industry best practices.

Document review findings and recommendations, and implement a process for tracking, prioritizing, and updating policies and procedures based on insights from reviews and assessments.

Example Controls and Evidence: 

Example Control 1: Scheduled Review of AI Risk Management Processes
Description: Establish a schedule for regular reviews of AI risk management processes, tailored to the organization’s AI adoption level, system risk profile, and technological advances.
Examples of Effective Evidence: 
• Review calendars and schedules specifying review frequency and scope.
• Meeting agendas and minutes for review sessions.
• Documentation of review scope based on system risk assessments.
• Records of review plan approvals by senior management.

Example Control 2: Inclusion of Internal and Third-Party Assessments
Description: Incorporate assessments by internal audit or third-line functions into the review process to ensure independent validation and objectivity in evaluating AI risk management effectiveness.
Examples of Effective Evidence: 
• Internal audit or third-party assessment reports with findings and recommendations.
• Correspondence and approval records of assessment scope and timing.
• Audit workpapers and review checklists related to AI risk management.
• Follow-up action plans addressing audit recommendations.

Example Control 3: Integration of Monitoring and Incident Data
Description: Use data from ongoing monitoring activities and incident analyses to inform review findings, identify recurring issues, and support continuous process improvements.
Examples of Effective Evidence: 
• Reports summarizing monitoring trends and incident reviews.
• Updated risk assessments reflecting recent incident data.
• Meeting minutes discussing monitoring insights and improvement actions.
• Dashboards or logs demonstrating the integration of incident data into review activities.

Example Control 4: Continuous Process and Control Improvements
Description: Document and implement improvements to AI risk management processes and controls based on review outcomes, ensuring continuous enhancement aligned with emerging risks and best practices.
Examples of Effective Evidence: 
• Updated procedures and controls following review recommendations.
• Records of improvement initiatives and implementation plans.
• Management approval records for process changes.
• Follow-up review reports verifying effectiveness of improvements.

Example Control 5: Ongoing Monitoring of Review Effectiveness
Description: Establish mechanisms for regularly monitoring and evaluating the effectiveness of the review process itself, adjusting scope and methodology as needed.
Examples of Effective Evidence: 
• Monitoring reports assessing review completeness and quality.
• Feedback surveys from review participants.
• Adjustment records reflecting changes to review scope or approach.
• Management review documents on review process effectiveness.


Control Objective:

	Id
	Name
	Description

	GV-1.5.3
	AI Risk Reporting and Oversight
	The organization’s senior leadership is regularly informed of AI system performance, risks, and risk management review outcomes through defined reporting mechanisms (e.g., reports, dashboards). This oversight aligns AI risk management with overall organizational strategy and risk appetite, enabling timely decisions and prioritized resource allocation.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' regularly informing senior leadership of AI system performance, risks, and risk management review outcomes through defined reporting mechanisms is fully integrated into the organization's overall risk management and governance processes. This oversight is consistently applied, regularly reviewed and updated based on emerging AI risks and best practices, and is deeply embedded into all aspects of the organization's AI risk management and organizational strategy alignment activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Uninformed Leadership
	Senior leadership is not adequately informed of AI system risks



Implementation Guidelines: 

Establish regular reporting mechanisms to keep senior leadership informed of AI system performance, risks, and outcomes of risk management reviews. Define the frequency and format of reports, such as dashboards or executive summaries, based on the needs and preferences of senior leadership. Ensure reports provide a clear and concise overview of key metrics, trends, and issues, along with recommendations for action.

Assign responsibility for preparing and delivering reports to qualified personnel, ensuring they have access to necessary data and resources. Establish a process for senior leadership to review and provide feedback on reports, and track the implementation of any decisions or actions resulting from the review.

Example Controls and Evidence: 

Example Control 1: Establishment of Regular AI Risk Reporting Mechanisms
Description: Develop and implement formal reporting processes, such as dashboards and reports, to keep senior leadership informed about AI system performance, risks, and review outcomes on a regular basis.
Examples of Effective Evidence: 
• Approved reporting templates and formats used for AI risk updates.
• Scheduled reporting calendars with routine dissemination to leadership.
• Sample dashboards and reports demonstrating performance and risk metrics.
• Distribution logs or acknowledgment records from leadership.

Example Control 2: Alignment of Reports with Organizational Strategy and Risk Appetite
Description: Ensure reports and dashboards clearly connect AI risks and performance data with the organization’s strategic objectives and risk appetite to support informed decision-making.
Examples of Effective Evidence: 
• Reports explicitly referencing organizational risk appetite in AI risk summaries.
• Strategic goal alignment documentation linked to risk metrics.
• Leadership review meeting minutes discussing report implications.
• Performance dashboards with risk appetite thresholds indicated.

Example Control 3: Use of Dashboards and Automated Alerts
Description: Utilize real-time dashboards and automated alert systems to provide timely visibility into critical AI risk and performance indicators, facilitating proactive management.
Examples of Effective Evidence: 
• Dashboard screenshots or access logs demonstrating real-time monitoring.
• Automated alert configuration documentation and logs.
• Incident and risk escalation notifications triggered by thresholds.
• User training records on dashboard use and alert response procedures.

Example Control 4: Periodic Review of Reporting Effectiveness and Content
Description: Regularly review the effectiveness, accuracy, and relevance of reporting mechanisms, updating them as needed to reflect evolving AI risks and organizational priorities.
Examples of Effective Evidence: 
• Review reports assessing report usefulness and completeness.
• Records of improvements or updates to reporting formats.
• Feedback surveys from leadership on report clarity and usefulness.
• Management approval records for changes to reporting processes.

Example Control 5: Documentation of Oversight and Decision-Making Processes
Description: Maintain documentation of oversight activities and key decisions made based on AI risk reports, ensuring accountability and traceability.
Examples of Effective Evidence: 
• Meeting minutes documenting decisions influenced by reports.
• Signed acknowledgment forms from leadership reviewing reports.
• Records of action items assigned following reporting reviews.
• Audit logs demonstrating review and approval of oversight documentation.


Control Objective:

	Id
	Name
	Description

	GV-1.5.4
	Independent AI Risk Management Process Assessment
	The organization utilizes qualified, independent parties (e.g., audit, compliance functions, third parties) to conduct regular, independent assessments of the organization’s AI risk management processes to identify gaps, drive improvements, and optimize the organization's AI risk management capabilities.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations utilize qualified, independent parties to conduct regular, independent assessments of their AI risk management processes. These assessments identify gaps, drive improvements, and optimize the organization's AI risk management capabilities, although their implementation may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	Organizations in the embedded stage have AI fully embedded in critical organizational functions with autonomous decision-making, and ongoing, independent evaluations are essential to maintain robust risk management. These assessments help detect blind spots, ensure compliance, and continually optimize AI risk strategies in a complex and interconnected AI environment.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Irregular Independent Assessments
	Independent assessments of AI risk management processes are not conducted regularly



Implementation Guidelines: 

Engage qualified, independent parties to conduct regular assessments of the organization's AI risk management processes. Define the scope and frequency of assessments based on factors such as the level of AI adoption, system risk levels, and regulatory requirements. Establish criteria for selecting assessment providers, such as expertise in AI risk management and independence from the organization.

Provide assessment teams with access to necessary documentation, personnel, and systems, and establish a process for communicating findings and recommendations to relevant stakeholders. Develop a plan for addressing identified gaps and improvements, and assign responsibility for implementing changes to appropriate personnel. Regularly review and update assessment processes to ensure they remain aligned with the organization's evolving AI risk management needs.

Example Controls and Evidence: 

Example Control 1: Engagement of Qualified Independent Assessors
Description: Assign qualified, independent auditors or third-party evaluators to regularly review and assess the organization’s AI risk management practices, ensuring objectivity and expertise in AI-specific risks.
Examples of Effective Evidence: 
• Contractual agreements or scopes of work with qualified third-party assessors or audit firms.
• Qualifications, certifications, and credentials of the independent assessors.
• Records of assessor onboarding or briefing sessions.
• Third-party evaluation reports highlighting assessment scope, findings, and recommendations.

Example Control 2: Regular AI Risk Management Assessments
Description: Conduct scheduled, comprehensive assessments of AI risk management processes to identify gaps, ensure compliance, and recommend improvements.
Examples of Effective Evidence: 
• Audit or assessment schedules and planning documents outlining frequency and scope.
• Completed assessment reports, including methodology, findings, and actionable recommendations.
• Evidence of review and approval of assessment reports by management.
• Follow-up records demonstrating the implementation of recommendations.

Example Control 3: Documentation and Follow-up on Assessment Findings
Description: Maintain thorough documentation of assessment results and ensure timely follow-up actions to address identified gaps or deficiencies.
Examples of Effective Evidence: 
• Records of action items, management responses, and timelines for addressing assessment findings.
• Updated risk management processes reflecting improvements based on assessment outcomes.
• Correspondence or meeting minutes discussing assessment findings and remediation plans.
• Tracking logs or dashboards monitoring progress on corrective actions.

Example Control 4: Integration of Assessment Results into AI Governance
Description: Incorporate insights from independent assessments into the organization’s AI governance, policies, and continuous improvement initiatives.
Examples of Effective Evidence: 
• Reports or presentations summarizing assessment findings integrated into governance discussions.
• Updated policies or procedures reflecting lessons learned from assessments.
• Records of steering committee or leadership review sessions that consider assessment outcomes.
• Training or awareness sessions conducted to communicate findings across relevant teams.

Example Control 5: Qualification and Independence Verification
Description: Verify and document the qualifications, independence, and objectivity of external or internal assessors to ensure assessments are unbiased and credible.
Examples of Effective Evidence: 
• Certification and qualification verification documents for assessors.
• Independence and conflict-of-interest declarations signed by assessors.
• Records of assessor background checks and due diligence processes.
• Evidence of assessor training specific to AI risk management standards.
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Control Objective:

	Id
	Name
	Description

	GV-1.6.1
	AI Inventory Management
	The organization maintains a regularly updated inventory of its AI systems, including purpose, data sources, responsible personnel, risk ratings, criticality, dependencies, compliance requirements, and decommissioning attributes (e.g., sunset dates, archival procedures, data retention policies). This inventory is regularly updated as new systems are developed, acquired, or retired, enabling the organization to have a current and accurate understanding of its AI landscape, including the lifecycle management of its AI systems. Inventory processes are regularly reviewed to incorporate lessons learned and feedback from operational monitoring.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to maintain an inventory of their AI systems, including basic information such as purpose, data sources, and responsible personnel. However, the inventory may not be regularly updated, comprehensive, or include all relevant attributes such as risk ratings, criticality, dependencies, compliance requirements, and decommissioning attributes.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations maintain a regularly updated inventory of their AI systems, including purpose, data sources, responsible personnel, risk ratings, criticality, dependencies, compliance requirements, and decommissioning attributes. This inventory is updated as new systems are developed, acquired, or retired, enabling the organization to have a current and accurate understanding of its AI landscape, although the process may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations maintain a regularly updated inventory of AI systems, including all relevant attributes and lifecycle management information, which is fully integrated into the organization's overall technology and risk management processes. The inventory is consistently maintained, regularly reviewed and updated based on best practices, and is deeply embedded into all aspects of the organization's AI governance and decision-making activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inaccurate AI System Inventory
	AI system inventory is not maintained or regularly updated



Implementation Guidelines: 

Define the key attributes to be captured in the enterprise AI inventory, such as system purpose, data sources, responsible personnel, risk ratings, criticality, dependencies, compliance requirements, and decommissioning attributes (e.g., sunset dates, archival procedures, data retention policies). Establish a standardized template for documenting this information, and assign responsibility for populating and updating the inventory to appropriate personnel. Organizations at early adoption stages should consider using shared folders (e.g., SharePoint, GitHub), as a repository to maintain the inventory. 

Assign responsibility for populating and maintaining the inventory to appropriate personnel, ensuring that it is kept current and accurate. Implement processes for regularly reviewing and updating the inventory, such as quarterly reviews or trigger-based updates (e.g., when new systems are developed, acquired, or retired). Establish access controls to ensure the inventory is secure and only accessible to authorized personnel. Regularly review and update the inventory to reflect the organization's current AI landscape and lifecycle management practices, from deployment to decommissioning.

Example Controls and Evidence: 

Example Control 1: Comprehensive AI System Inventory Compilation
Description: Develop and maintain a detailed inventory of all AI systems, capturing key attributes such as purpose, data sources, responsible teams, risk ratings, criticality, dependencies, compliance obligations, and decommissioning plans.
Examples of Effective Evidence: 
• Formalized inventory documentation or database including all AI systems and their attributes.
• System IDs, descriptions, and ownership details documented in the inventory.
• Records of initial inventory creation, including the date and responsible personnel.
• Templates or standard forms used to collect system attributes consistently.

Example Control 2: Regular Updates and Maintenance of the AI Inventory
Description: Establish processes to update the AI system inventory routinely as systems are developed, modified, acquired, or retired, ensuring accuracy and completeness.
Examples of Effective Evidence: 
• Change logs or version history documenting updates to AI systems over time.
• Meeting records or change management logs approving significant updates.
• Automated alerts or workflows prompting regular review and updates.
• Audit trail demonstrating recent updates aligning with operational changes.

Example Control 3: Lifecycle and Decommissioning Management
Description: Incorporate lifecycle attributes such as sunset dates, archival procedures, and data retention policies into the inventory, managing AI systems from deployment to decommissioning.
Examples of Effective Evidence: 
• Documentation of decommissioning procedures linked to inventory entries.
• Records showing scheduled sunset or review dates for AI systems.
• Data retention and archival policies documented and linked to specific systems.
• Change requests or approval documents for decommissioning actions.

Example Control 4: Periodic Review and Lessons Learned Integration
Description: Conduct periodic reviews of the inventory process and incorporate lessons learned, operational feedback, and audit findings to improve accuracy and completeness.
Examples of Effective Evidence: 
• Meeting minutes or review reports assessing inventory completeness and accuracy.
• Feedback forms or reports from operational teams providing insights for process improvements.
• Records of updates made after lessons learned sessions.
• Audit reports highlighting gaps or weaknesses in the inventory process and corrective actions taken.

Example Control 5: Integration with Risk and Compliance Management
Description: Link the AI inventory with risk management and compliance activities to ensure that system attributes, such as risk ratings and regulatory obligations, are consistently maintained and reflected in organizational oversight.
Examples of Effective Evidence: 
• Cross-referenced risk assessments and compliance records with inventory entries.
• Reports or dashboards showing live integration of inventory data with risk/impact metrics.
• Documentation of procedures for updating risk and compliance data as part of inventory maintenance.
• Audit trail evidence of synchronization activities between inventory and risk management systems.


Control Objective:

	Id
	Name
	Description

	GV-1.6.2
	AI Inventory and Data Integration
	The organization integrates the AI system inventory with its technology management and data governance processes to drive consistency and enable cross-functional collaboration. The inventory informs risk management prioritization (e.g., risk assessment documentation, monitoring and mitigation plans, meeting minutes and/or decision logs), with high-risk and mission-critical systems subject to enhanced oversight, control, and reporting.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to integrate their AI system inventory with some technology management and data governance processes. However, the integration may be limited, inconsistent, or not fully leveraged to inform risk management prioritization or enable cross-functional collaboration.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have integrated their AI system inventory with their technology management and data governance processes to drive consistency and enable cross-functional collaboration. The inventory informs risk management prioritization, with high-risk and mission-critical systems subject to enhanced oversight, control, and reporting, although the process may not yet be fully mature or consistent across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations integrate the AI system inventory with technology management and data governance processes to drive consistency, enable cross-functional collaboration, and inform risk management prioritization, which is fully integrated into the organization's overall technology and risk management processes. The inventory is consistently leveraged, regularly reviewed and updated based on best practices, and is deeply embedded into all aspects of the organization's AI governance and risk management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated AI Inventory
	AI system inventory is not integrated with technology and data governance processes



Implementation Guidelines: 

Integrate the AI system inventory with the organization's existing technology management and data governance processes. This may involve mapping AI systems to related IT assets, data sources, and business processes, as well as establishing cross-functional teams to collaborate on inventory management.

Develop processes and procedures to ensure the AI system inventory is consistently updated and maintained in alignment with the organization’s broader technology and data governance frameworks. Establish communication channels and feedback mechanisms to facilitate collaboration and information sharing among relevant stakeholders, such as IT, data governance, and risk management teams.

Consult GOVERN 1.1 to understand mandatory documentation requirements, GOVERN 1.4 for documentation policies, and Govern 1.5 for documentation cadence, to further inform inventory contents.

Example Controls and Evidence: 

Example Control 1: Integration of AI Inventory with Technology Management and Data Governance
Description: Link the AI system inventory with existing technology management and data governance frameworks to promote consistency, transparency, and collaboration across departments involved in AI lifecycle management.
Examples of Effective Evidence: 
• Documented integration points between the AI inventory and technology or data governance systems.
• Systems or dashboards displaying synchronized data from inventory, risk, and governance platforms.
• Standard operating procedures outlining how integration is maintained and updated.
• Cross-team collaboration meetings or workflows referencing the integrated inventory.

Example Control 2: Risk-Driven Prioritization and Monitoring of AI Systems
Description: Use the AI inventory to prioritize systems for risk assessment, monitoring, and mitigation, focusing resources on high-risk and mission-critical systems requiring enhanced control.
Examples of Effective Evidence: 
• Risk assessment documentation referencing inventory details, with clear prioritization criteria.
• Monitoring reports highlighting high-risk and mission-critical systems for ongoing oversight.
• Meeting minutes or decision logs where high-risk systems receive dedicated attention and resource allocation.
• Resource allocation plans that specify oversight levels for different categories of AI systems.

Example Control 3: Documentation of Oversight and Control Activities for Critical Systems
Description: Maintain detailed records of oversight activities, controls, and reporting specific to high-risk and mission-critical AI systems, based on inventory insights.
Examples of Effective Evidence: 
• Oversight and control plans or dashboards aligned with inventory and risk assessments.
• Reports or summaries of monitoring activities performed on high-risk AI systems.
• Meeting minutes discussing control effectiveness or incident reviews related to critical systems.
• Action plans or audit reports focused on high-risk system management.

Example Control 4: Cross-Functional Collaboration and Communication
Description: Foster collaboration among technical, risk, compliance, and business teams by routinely sharing insights from the AI inventory and related risk information.
Examples of Effective Evidence: 
• Cross-departmental meeting minutes, agendas, or collaboration platform records referencing the inventory.
• Shared repositories or portals providing access to inventory data and risk information.
• Formal communication plans highlighting roles and responsibilities for managing high-risk AI systems.
• Training or briefing records emphasizing collaborative oversight processes.

Example Control 5: Continuous Improvement of Integration Processes
Description: Regularly review and improve the integration of the AI inventory with management and governance processes based on feedback, lessons learned, and evolving organizational needs.
Examples of Effective Evidence: 
• Review and update logs for integration procedures and workflows.
• Feedback collection records from stakeholders on integration effectiveness.
• Minutes from periodic reviews of the integration strategy, including identified enhancements.
• Adjusted process documentation reflecting improvements made over time.


Control Objective:

	Id
	Name
	Description

	GV-1.6.3
	AI Inventory Integration for Purchased and Shadow Systems
	The organization establishes practices to ensure that AI systems used in purchased products and Shadow IT are identified, documented, and incorporated into its inventory and risk management processes. Procurement procedures require vendors and internal teams to disclose AI components, which are then evaluated for compliance, security, and alignment with organizational risk standards. All such AI systems are tracked throughout their lifecycle to prevent unmanaged risks and gaps.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage recognize the need to identify and document AI components in purchased products and Shadow IT, establishing basic procedures for evaluation and tracking to prevent unmanaged risks and gaps. This foundational approach provides an initial layer of oversight, which can be expanded as AI adoption and complexity grow.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations start establishing procedures to identify and document AI components in purchased products and Shadow IT, ensuring these are evaluated and included in risk management.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations that are fully integrated automatically track and manage AI systems from procurement through lifecycle, ensuring comprehensive oversight, compliance, and risk mitigation across all AI-enabled assets, aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmanaged Shadow IT
	Shadow IT and purchased AI components remain unidentified and unmanaged.



Implementation Guidelines: 

The organization should establish policies requiring the review and documentation of AI embedded in third-party products and Shadow IT. Procurement and supply chain procedures must include validation steps to assess AI risks, ensuring they meet compliance, security, and organizational standards before deployment. Regular audits and monitoring should verify that all AI systems introduced through external sources or informal channels are recorded and managed within the central inventory.

Cross-functional coordination is vital—legal, procurement, security, and risk teams should collaborate to evaluate AI risks at the point of purchase and throughout the lifecycle. Incorporating AI-specific questions into vendor assessments and procurement approval workflows helps ensure transparency and risk mitigation. This approach minimizes blind spots, supports ongoing inventory accuracy, and aligns AI use with the organization’s governance and risk appetite.

Example Controls and Evidence: 

Example Control 1: Identification and Documentation of Purchased and Shadow IT AI Systems
Description: Implement procedures to identify, document, and record AI components in purchased products and Shadow IT, ensuring their inclusion in the AI inventory and risk assessments.
Examples of Effective Evidence: 
• Procurement requirement checklists that include AI component disclosure.
• Vendor-supplied documentation or disclosures specifying AI features or components.
• Logs of identified Shadow IT AI systems discovered through audits or monitoring tools.
• Updated inventory entries capturing procurement and Shadow IT AI systems.

Example Control 2: Procurement and Vendor Evaluation of AI Components
Description: Establish procurement processes that mandate vendor disclosures of AI components, followed by evaluations for compliance, security, and risk standards adherence before deployment.
Examples of Effective Evidence: 
• Procurement policies requiring AI component disclosures from vendors.
• Evaluation reports assessing AI components for compliance, security, and risk alignment.
• Signed acceptance or approval records for AI components integrated into organizational systems.
• Documented criteria or checklists used during vendor assessments.

Example Control 3: Lifecycle Tracking and Management of Purchased and Shadow IT AI Systems
Description: Track all AI systems from procurement through deployment, operation, and decommissioning, ensuring ongoing oversight and risk management.
Examples of Effective Evidence: 
• Lifecycle management logs showing status updates for each AI system.
• Change management records for modifications or updates to AI components.
• Monitoring reports tracking performance, security, and compliance throughout the lifecycle.
• Decommissioning or disposal documentation following lifecycle end.

Example Control 4: Continuous Monitoring and Risk Management of Discovered AI Systems
Description: Regularly monitor and evaluate the risk posture of AI systems, including Shadow IT and third-party products, to identify and address unmanaged risks promptly.
Examples of Effective Evidence: 
• Periodic risk assessment reports for Shadow IT and purchased AI systems.
• Incident or security event logs linked to unmanaged AI risks.
• Remediation or mitigation action records following risk identification.
• Updates to the inventory and risk management plans based on monitoring results.

Example Control 5: Integration of AI Procurement and Shadow IT Data into Overall Governance Framework
Description: Incorporate information about purchased and Shadow IT AI systems into the organization’s broader governance and risk management processes to ensure comprehensive oversight.
Examples of Effective Evidence: 
• Governance reports or dashboards that include Shadow IT and procurement AI systems.
• Meeting minutes or decision logs referencing the status and risks of these systems.
• Policy documents updating governance frameworks to account for Shadow IT and procurement processes.
• Communications or training materials emphasizing the importance of disclosure and lifecycle tracking for all AI systems.


Control Objective:

	Id
	Name
	Description

	GV-1.6.4
	Risk-Based Inventory Resources
	The organization allocates and sustains resources to create, maintain, and govern the AI Inventory proportionate to the risk of each AI system or activity, ensuring higher-risk entries receive deeper classification, documentation, validation, and oversight throughout their lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to allocate resources for AI system inventory maintenance. However, the allocation may not be risk-based or prioritize high-risk systems, and resources may be limited or inconsistently applied.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established a risk-based approach to resource allocation for AI system inventory maintenance, prioritizing high-risk systems. However, the process may not yet be fully mature or consistently applied across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' risk-based resource allocation for AI system inventory maintenance, prioritizing high-risk systems, is fully integrated into the organization's overall technology and risk management processes. The allocation is consistently applied, regularly reviewed and updated based on best practices, and is deeply embedded into all aspects of the organization's AI governance and risk management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Disproportionate Inventory Resource Allocation
	AI Inventory resources are not allocated proportionally to the risk level of AI systems



Implementation Guidelines: 

Allocate personnel, budget, tools, and inventory processes proportionally to the risk level of each AI system or activity in the AI Inventory, ensuring higher-risk entries receive deeper classification, documentation, validation, and oversight. Establish clear criteria for risk-based inventory tiers and required metadata, considering factors such as purpose, model type, data sensitivity, impact, autonomy, dependencies, user population, external exposure, and third-party components. 

Conduct regular reviews to assess whether inventory resourcing, metadata completeness, and update cadences remain appropriate as the AI portfolio and risk environment evolve, and adjust accordingly to ensure the Inventory remains accurate, current, and decision-useful.

Example Controls and Evidence: 

Example Control 1: Risk-Based Resource Allocation Framework
Description: Develop and implement a framework that guides the allocation of resources based on the assessed risk level and potential impact of each AI system, ensuring high-risk systems receive prioritized attention.
Examples of Effective Evidence: 
• Documented risk-based resource allocation policies and procedures.
• Risk assessments that inform resource prioritization decisions.
• Resource planning documents or budgets aligned with AI system risk profiles.
• Approval records for resource allocation adjustments based on risk evaluations.

Example Control 2: Prioritized Oversight and Oversight Capacity Planning
Description: Allocate oversight activities—including monitoring, audits, and incident management—preferentially to high-risk AI systems, ensuring sufficient capacity to address potential issues.
Examples of Effective Evidence: 
• Oversight schedules demonstrating increased monitoring for high-risk systems.
• Staffing plans or capacity models showing resource focus on critical AI systems.
• Oversight activity reports highlighting targeted management of high-risk systems.
• Incident or issue logs prioritized by risk level.

Example Control 3: Ongoing Monitoring and Adjustment of Resource Deployment
Description: Regularly review and adjust resource allocations based on evolving risk profiles, system changes, or incident trends to ensure ongoing effectiveness.
Examples of Effective Evidence: 
• Review meeting minutes or reports assessing resource deployment adequacy.
• Updated risk assessments prompting reallocation of resources.
• Change logs documenting adjustments to oversight or management efforts.
• Feedback from risk or operational teams indicating resource sufficiency.

Example Control 4: Risk Dashboard and Reporting for Resource Prioritization
Description: Use risk dashboards and detailed reporting mechanisms to visualize the risk profile of AI systems and guide resource prioritization and oversight activities.
Examples of Effective Evidence: 
• Dashboards displaying AI system risk levels, impacts, and resource allocations.
• Management reports summarizing resource distribution in relation to risk data.
• Meeting presentations or dashboards used in decision-making on resource deployment.
• Automated alerts or notifications triggered by risk threshold changes.

Example Control 5: Integration of Resource Allocation with AI Governance and Strategy
Description: Embed resource prioritization processes within broader AI governance and strategic planning to ensure alignment with organizational priorities and risk appetite.
Examples of Effective Evidence: 
• Strategic planning documents incorporating risk-based resource strategies.
• Governance committee minutes reviewing resource deployment aligned with risk priorities.
• Policies linking risk assessment outcomes to resource planning decisions.
• Records of cross-functional discussions on balancing resources and risk management needs.


Control Objective:

	Id
	Name
	Description

	GV-1.6.5
	AI Inventory Risk Analysis
	The organization analyzes inventory data to identify common risk patterns, interdependence, and potential cascading effects across AI systems. This portfolio-level risk analysis enables enterprise-wide risk mitigation strategies, optimal resource allocation, and overall risk management effectiveness.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage analyze inventory data to identify basic risk patterns and interdependencies to inform initial risk mitigation efforts. This provides foundational insights for enterprise-wide risk management that can be expanded as AI maturity increases.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations analyze AI system inventory data to identify common risk patterns, interdependence, and potential cascading effects across AI systems. This portfolio-level risk analysis enables enterprise-wide risk mitigation strategies, optimal resource allocation, and overall risk management effectiveness, although the process may not yet be fully mature or consistently applied across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations analyze AI system inventory data to identify common risk patterns, interdependence, and potential cascading effects across AI systems that are fully integrated into the organization's overall technology and risk management processes. This portfolio-level risk analysis is consistently performed, regularly reviewed and updated based on best practices, and is deeply embedded into all aspects of the organization's AI governance and risk management activities, enabling enterprise-wide risk mitigation strategies, optimal resource allocation, and overall risk management effectiveness.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unknown Systemic Dependencies
	Inventory analysis fails to reveal systemic dependencies and cascading risks.



Implementation Guidelines: 

Use the AI system inventory to inform risk management prioritization. Establish criteria for classifying systems as high-risk or mission-critical, and implement enhanced oversight, control, and reporting mechanisms for these systems. This may include more frequent risk assessments, targeted monitoring and testing, and regular reporting to senior leadership.

Ensure risk management documentation, such as risk assessment reports, monitoring and mitigation plans, and meeting minutes or decision logs, are linked to the relevant AI systems in the inventory. Regularly review and update risk management documentation to ensure it remains current and aligned with your organization's risk management priorities.

Example Controls and Evidence: 

Example Control 1: Portfolio-Level Risk Data Collection and Analysis
Description: Aggregate and analyze inventory data across all AI systems to identify shared vulnerabilities, interdependencies, and potential cascading risks that could impact multiple systems or the broader organization.
Examples of Effective Evidence: 
• Centralized risk analysis reports highlighting interdependencies and common vulnerabilities.
• Data analytics tools or dashboards used to detect patterns across AI systems.
• Records of risk meetings where portfolio risk insights are discussed.
• Risk heatmaps illustrating shared risk factors or cascading risk pathways.

Example Control 2: Identification of Common Risk Patterns and Interdependencies
Description: Use analysis results to detect recurring risk themes, interrelated systems, or dependencies that could amplify risk effects or cause cascading failures.
Examples of Effective Evidence: 
• Documentation of identified risk patterns and interdependencies in risk registers or reports.
• Mapping diagrams illustrating interdependencies among AI systems.
• Lessons learned sessions or post-incident reviews discussing cascades or common vulnerabilities.
• Formal reports or dashboards tracking identified risk clusters.

Example Control 3: Cascading and Interdependence Risk Modeling
Description: Develop models or simulations to understand how risks can propagate across interconnected AI systems and evaluate the potential impact of cascading failures.
Examples of Effective Evidence: 
• Risk propagation models or simulation results demonstrating potential cascading effects.
• Scenario analyses assessing interdependence risks and their organizational impact.
• Validation reports of models evaluating risk interdependencies.
• Incorporation of interdependence insights into risk mitigation plans and controls.

Example Control 4: Implementation of Enterprise-Wide Risk Mitigation Strategies
Description: Use insights from portfolio risk analysis to develop and deploy enterprise-wide strategies aimed at mitigating shared vulnerabilities and minimizing cascading impacts.
Examples of Effective Evidence: 
• Risk mitigation plans addressing common vulnerabilities and interdependencies.
• Policies and procedures to strengthen controls on ecosystem interconnections.
• Coordinated action records across departments to manage shared risks.
• Regular review and updates of mitigation strategies based on analysis findings.

Example Control 5: Continuous Monitoring and Feedback for Portfolio Risk Management
Description: Continuously monitor risk patterns and relationships, feeding back lessons learned to refine risk models, resource allocation, and mitigation approaches at the portfolio level.
Examples of Effective Evidence: 
• Ongoing risk monitoring dashboards tracking interdependencies and cascading risks.
• Feedback loops from incident and operational data informing updates to risk models.
• Periodic risk review meetings reviewing portfolio risk insights and adjusting mitigation strategies.
• Documentation of lessons learned incorporated into risk management processes.


Control Objective:

	Id
	Name
	Description

	GV-1.6.6
	AI Inventory Audits
	The organization conducts regular audits of the AI system inventory to verify completeness, accuracy, and timeliness.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to conduct audits of their AI system inventory. However, these audits may be infrequent, limited in scope, or not fully verify the completeness, accuracy, and timeliness of the inventory.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations conduct regular audits of their AI system inventory to verify completeness, accuracy, and timeliness. However, the audit process may not yet be fully mature or consistently applied across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations conduct regular audits of the AI system inventory to verify completeness, accuracy, and timeliness across the organization's overall technology and risk management processes. The audits are consistently performed, regularly reviewed and updated based on best practices, and are deeply embedded into all aspects of the organization's AI governance and risk management activities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Irregular Inventory Audits
	Audits of the AI system inventory are not regularly conducted



Implementation Guidelines: 

Conduct regular audits of the AI system inventory to ensure its completeness, accuracy, and timeliness. Establish an audit plan that defines the scope, frequency, and methodology of audits, and assign responsibility for conducting audits to qualified personnel.

Develop criteria for evaluating the quality and effectiveness of the inventory, such as the percentage of systems with complete and accurate information and the frequency of updates. Use audit findings to identify areas for improvement in inventory management processes and tools, and develop and implement action plans to address identified gaps. Communicate audit results and improvement actions to relevant stakeholders, including senior leadership and risk management personnel.

Example Controls and Evidence: 

Example Control 1: Scheduled Inventory Audit Program
Description: Establish a periodic audit schedule to systematically review the AI system inventory, ensuring it reflects the current state of all AI systems within the organization.
Examples of Effective Evidence: 
• Audit calendar or schedule outlining planned audit cycles.
• Audit plans detailing scope, methodology, and frequency.
• Confirmation records of audit plan approval and scheduling.
• Automated alerts or reminders for upcoming audits.

Example Control 2: Verification of Inventory Completeness and Accuracy
Description: Verify that the inventory captures all relevant AI systems and attributes, ensuring data completeness and correctness through cross-referencing with other repositories and stakeholder input.
Examples of Effective Evidence: 
• Cross-reference reports comparing inventory data with procurement, deployment, or operational records.
• Discrepancy logs or correction reports following audits.
• Interview or interview notes from key personnel confirming inventory coverage.
• Reconciliation documentation showing updates made after audits.

Example Control 3: Validation of Inventory Timeliness
Description: Assess whether the inventory is up-to-date by comparing last update timestamps with recent system changes, additions, or retirements.
Examples of Effective Evidence: 
• Audit trail logs showing recent updates or modifications.
• Records of scheduled review or update activities.
• System change request or change management records confirming recent updates.
• Audit reports highlighting outdated or incomplete entries.

Example Control 4: Documentation and Reporting of Audit Findings
Description: Document audit findings, including any deficiencies in completeness, accuracy, or timeliness, and develop action plans to address identified gaps.
Examples of Effective Evidence: 
• Formal audit reports listing findings and recommendations.
• Corrective action plans with assigned responsibilities and deadlines.
• Follow-up reports verifying closure of audit issues.
• Meeting minutes discussing audit outcomes and remediation steps.

Example Control 5: Continuous Improvement of Audit Processes
Description: Review and refine the audit procedures periodically based on lessons learned, audit outcomes, and evolving organizational needs to enhance ongoing verification efforts.
Examples of Effective Evidence: 
• Review and update logs for audit procedures and checklists.
• Feedback surveys or debriefs from auditors and stakeholders.
• Records of process improvement initiatives based on previous audits.
• Training or awareness sessions for audit teams on best practices and lessons learned.
[bookmark: _Toc214874760]GOVERN / Establishing Key Policies & Processes / Establishing Decommisioning Processes 

Control Objective:

	Id
	Name
	Description

	GV-1.7.1
	AI System Decommissioning Policies and Impact Procedures
	The organization establishes and follows comprehensive policies and procedures for decommissioning AI systems. These explicitly define criteria for retirement based on AI-specific factors (e.g., performance, data quality, regulatory compliance, strategic alignment, and risk tolerance). The decommissioning process incorporates thorough impact assessments to identify and mitigate potential risks such as data loss, operational disruption, and reputational damage. It ensures adequate resources for system transition or replacement, including for critical or revenue-generating systems, and includes provisions for rapid decommissioning in emergencies, supported by automated tools for timely decision-making.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have initiated decommissioning policies and procedures, but these are limited. They often lack full consideration of AI-specific factors (e.g., business impact, risk tolerance, performance, data quality, regulatory needs, stakeholder feedback), comprehensive risk assessments, mitigation plans, secure data handling, consistent communication, or dedicated budget.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established comprehensive decommissioning policies and procedures, covering AI-specific factors, risk tolerance, strategic goals, and budget allocation. They conduct impact assessments, develop mitigation plans, manage safe system retirement, process transitions, stakeholder communication, and secure data handling. However, implementation may still lack full maturity or consistent application across all AI systems.

	Stage 4: Embedded
	Yes
	At the embedded stage, comprehensive decommissioning policies and procedures are fully integrated into the organization's technology and risk management. These are consistently applied, regularly reviewed, and deeply embedded into AI governance, ensuring appropriate, safe, and secure retirement of AI systems, with all factors consistently addressed and processes executed.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Decommissioning Policies and Procedures
	AI system decommissioning policies and procedures inadequately address AI-specific factors



Implementation Guidelines: 

Establish and maintain clear AI system decommissioning policies and procedures, explicitly defining criteria that incorporate AI-specific factors (e.g., performance, data quality, regulatory compliance, risk thresholds) while balancing ongoing business value with inherent risks, even for profitable systems.

Implement comprehensive risk and impact assessments, regularly reviewing AI systems against these criteria with defined thresholds. Engage multidisciplinary stakeholders (e.g., business, technical, risk, and legal experts) to identify and mitigate potential risks like data loss, operational disruption, and reputational damage through documented plans encompassing data handling, contingency measures, and regulatory compliance.

Employ automated monitoring tools for continuous evaluation against predefined indicators (e.g., performance degradation, data drift), configuring alerts and establishing formal processes for validation, risk assessment, and execution. Additionally, integrate decommissioning costs into budgeting, allocating sufficient resources based on potential impact, system complexity, and regulatory requirements.

Establish clear procedures for accelerated decommissioning during incidents or emergencies, integrating them into existing incident response plans. Periodically review and refine all aspects—decommissioning criteria, assessment practices, and procedures—to adapt to evolving risks, regulations, and AI advancements, ensuring seamless integration of transition management, stakeholder communication, and data handling for transparency and integrity throughout the lifecycle.

Example Controls and Evidence: 

Example Control 1: Formulation of AI Decommissioning Policies Incorporating AI-Specific Factors
Description: Establish clear policies for decommissioning AI systems that include AI-specific considerations such as performance, data quality, transparency issues, compliance, and stakeholder concerns.
Examples of Effective Evidence: 
• Formalized decommissioning policy documents referencing AI-specific factors.
• Criteria checklists that include performance metrics, legal/regulatory compliance status, and stakeholder feedback.
• Approval records for policy development or updates.
• Communication plans outlining how AI considerations are integrated into decommissioning decisions.

Example Control 2: Defined Decommissioning Criteria and Triggers
Description: Develop explicit criteria and thresholds, based on AI-related factors and organizational risk appetite, that trigger the decommissioning process.
Examples of Effective Evidence: 
• Documented decommissioning thresholds for performance, data quality, or risk indicators.
• Incident reports or assessments showing triggers for rapid decommissioning.
• System-specific decommissioning decision matrices.
• Records of periodic reviews where criteria are assessed and updated.

Example Control 3: Resource Planning and Allocation for Decommissioning
Description: Plan and allocate resources (personnel, financial, technical) for effective decommissioning or replacement of AI systems, considering complexity and regulatory obligations.
Examples of Effective Evidence: 
• Project plans or budgets dedicated to system retirement or replacement.
• Resource allocation records aligning with decommissioning timelines.
• Risk assessments assessing business impact and complexity before decommissioning.
• Status reports on ongoing decommissioning activities.

Example Control 4: Rapid Decommissioning Procedures for Incidents and Emergencies
Description: Develop and implement procedures enabling rapid decommissioning of AI systems when urgent risks or incidents arise, minimizing harm or compliance violations.
Examples of Effective Evidence: 
• Emergency response or rapid decommissioning protocols.
• Incident logs and responses demonstrating swift actions taken.
• Communication records during incidents requiring swift decommissioning.
• Drills or simulations testing rapid decommissioning readiness.

Example Control 5: Documentation, Approval, and Review of Decommissioning Activities
Description: Maintain thorough documentation of decommissioning decisions, approvals, and post-decommissioning reviews to ensure accountability and lessons learned.
Examples of Effective Evidence: 
• Records of decommissioning approval workflows and sign-offs.
• Decommissioning project documentation and timelines.
• Post-decommissioning performance and compliance review reports.
• Lessons learned documentation used to refine decommissioning policies and practices.
[bookmark: _Toc214874761]GOVERN / Defining Roles and Responsibilities / Establishing and Communicating Roles and Responsibilities 

Control Objective:

	Id
	Name
	Description

	GV-2.1.1
	AI Risk Management Roles and Responsibilities
	The organization defines and documents key AI risk management roles and responsibilities (e.g., AI system owners, developers, data scientists, risk managers, independent validation, additional second and third line personnel), across levels and functions. It establishes clear expectations, organizational structures for independent oversight, decision-making authority, escalation, and accountability, ensuring a structured, transparent, and accountable approach to AI risk management that aligns with existing organizational practices, industry best practices, and regulatory expectations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to define and document some AI risk management roles and responsibilities. However, the process may be incomplete, inconsistently applied, and lack clear expectations or accountability measures.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have comprehensively defined, documented, and communicated AI risk management roles and responsibilities across relevant functions. Clear expectations, decision-making authority, and accountability measures are established to ensure a structured approach.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI risk management roles and responsibilities are fully integrated into the organization's overall risk management framework. They are regularly reviewed, updated, and communicated to ensure continued alignment with the organization's AI strategy and risk landscape.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined Risk Roles
	Key AI risk roles and responsibilities are not defined or documented



Implementation Guidelines: 

Identify and document the key roles and responsibilities involved in establishing a comprehensive and accountable approach to AI risk management. This should include, but is not limited to, AI system owners, developers, data scientists, risk managers, and personnel involved in independent validation, audit, or other second and third line tasks. For each role, clearly define the scope of their responsibilities, the expectations for their performance, the extent of their decision-making authority, and their accountability in managing AI risks. Where applicable, integrate these roles into existing job descriptions and responsibilities. Specify minimum skill requirements, knowledge, training, or education needed to fulfill each role effectively.

Establish and document organizational structures that support independent oversight, decision-making authority, and accountability across all levels and functions. These structures should foster transparency and ensure that responsibilities are clearly assigned and understood, aligning with industry best practices and regulatory expectations.

Engage relevant stakeholders, such as department heads and senior management, to ensure the defined roles and responsibilities align with the organization's overall risk management strategy and governance structure.

Regularly review and update the documentation of roles, responsibilities, and organizational structures to reflect changes in AI initiatives, organizational priorities, industry standards, and regulatory landscapes. This ongoing review ensures a structured, transparent, and responsible approach to AI risk management that supports effective governance and oversight.

Example Controls and Evidence: 

Example Control 1: Role and Responsibility Framework
Description: Define and document a comprehensive framework listing AI risk management roles, responsibilities, authorities, and interdependencies across first, second, and third lines of defense.
Examples of Effective Evidence: 
• Role descriptions and RACI matrices for AI roles (owners, developers, data scientists, risk managers, independent validators).
• Organizational charts showing positions and reporting lines for AI governance.
• Job descriptions and performance objectives incorporating AI risk responsibilities.
• Onboarding materials explaining role-specific AI risk duties.

Example Control 2: Independent Oversight and Second/Third Line Functions
Description: Establish independent oversight functions (e.g., risk, compliance, internal audit, independent validation) with clear mandates to review, challenge, and validate AI risk controls and decisions.
Examples of Effective Evidence: 
• Charters or mandates for risk, compliance, internal audit, and independent validation teams covering AI oversight.
• Records of independent assessments, challenge sessions, or validation reports.
• Meeting minutes from oversight committees documenting reviews and challenge outcomes.
• Conflict-of-interest and independence declarations for oversight personnel.

Example Control 3: Decision Authority, Escalation, and Accountability Processes
Description: Document decision-making authorities, escalation paths, and accountability mechanisms for AI risk decisions, including thresholds for escalation to senior leadership or the board.
Examples of Effective Evidence: 
• Formal escalation policies and decision matrices specifying authority levels and thresholds.
• Decision logs and approval records showing escalation instances and resolutions.
• Incident response and escalation flowcharts tied to AI system events.
• Signed delegations of authority for AI risk decisions.

Example Control 4: Role-Specific Training and Competency Management
Description: Define required competencies and provide targeted training, certification, and continuous development to ensure personnel can fulfill AI risk responsibilities effectively.
Examples of Effective Evidence: 
• Training curricula, attendance records, and certification records for AI risk roles.
• Competency assessments and skill-gap analysis reports.
• Records of continuing professional development tied to AI governance.
• Role-based testing or practical assessments validating skills.

Example Control 5: Integration with Governance, Policies, and Performance Management
Description: Embed role definitions and accountability into governance bodies, policies, KPIs, and performance management processes to ensure sustained oversight and alignment with organizational and regulatory expectations.
Examples of Effective Evidence: 
• Governance committee charters and minutes referencing role responsibilities and AI risk metrics.
• Policies and SOPs explicitly assigning responsibilities to named roles.
• KPIs and performance review documents linking role performance to AI risk outcomes.
• Audit reports verifying role compliance and governance integration.


Control Objective:

	Id
	Name
	Description

	GV-2.1.2
	AI Risk Communication and Escalation
	The organization establishes clear communication channels, escalation procedures, reporting lines, and decision-making authority for AI risk management, so stakeholders know whom to contact, collaborate with, and rely on for authorized decisions related to AI risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish some communication channels and reporting lines for AI risk management. However, these may be informal, inconsistently applied, or not well-understood by all stakeholders.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established clear and well-documented communication channels, escalation paths, and reporting lines for AI risk management. These are communicated to all relevant stakeholders and regularly used for collaboration and issue resolution.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI risk management communication channels, escalation paths, and reporting lines are fully integrated into the organization's overall communication and risk management processes. They are regularly reviewed, updated, and tested to ensure their effectiveness and alignment with the organization's AI risk management strategy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unclear Communication Channels
	Communication channels for AI risk management lack clarity and authority



Implementation Guidelines: 

Establish dedicated AI oversight roles, such as an AI Risk Manager, with clearly defined decision-making authority to provide guidance, oversight, and effective challenge on AI risk management practices. These roles should be empowered to independently assess AI systems, investigate potential risks, and make authorized decisions, ensuring they serve as central points of contact for AI risk issues.

Develop and formalize communication channels, escalation paths, and reporting lines that clearly delineate the decision-making authority of these roles and other key stakeholders. Ensure that all relevant personnel understand whom to contact for specific AI risk concerns and where to escalate issues requiring senior or board-level attention. Regularly review the effectiveness of these structures, and adjust roles, authority, and communication pathways as needed to maintain clear, effective, and authoritative decision-making processes across the organization.

Example Controls and Evidence: 

Example Control 1: Defined Communication Channels
Description: Develop and implement defined communication channels for AI risk management to ensure stakeholders have clear points of contact for issues, collaboration, and information exchange.
Examples of Effective Evidence: 
• Documentation outlining established communication channels, including contact information for key personnel.
• Logs of communications sent through designated channels, demonstrating adherence to defined pathways.
• Records of stakeholder feedback assessing the clarity and accessibility of the communication channels.
• Communication maps illustrating how different stakeholder groups connect within the risk management framework.

Example Control 2: Escalation Procedure Documentation
Description: Establish and document escalation procedures that clarify steps for reporting and addressing AI risks, including criteria for escalating issues to higher authorities.
Examples of Effective Evidence: 
• Written escalation procedures detailing steps, criteria for escalation, and responsible parties for each stage.
• Incident logs that track escalation actions taken, including timelines and outcomes.
• Training materials related to escalation procedures provided to relevant stakeholders.
• Feedback from personnel who have used the escalation process, evaluating its effectiveness and clarity.

Example Control 3: Reporting Lines and Decision-Making Authority
Description: Clearly define reporting lines and decision-making authority within the AI risk management framework to ensure accountability and efficient risk resolution.
Examples of Effective Evidence: 
• Organizational charts illustrating reporting lines and decision-making authority for AI risk management.
• Records of decisions made and actions taken, including the roles and responsibilities involved in each decision.
• Meeting minutes capturing discussions about reporting structures and authorities within the risk management process.
• Documentation of stakeholder approval or acceptance of defined reporting lines and decision-making roles.

Example Control 4: Stakeholder Training and Awareness
Description: Conduct training sessions to ensure stakeholders understand the communication channels, escalation procedures, and decision-making authorities related to AI risks.
Examples of Effective Evidence: 
• Training materials covering the organization’s AI risk communication and escalation framework.
• Attendance records from training sessions showing participation by relevant stakeholders.
• Feedback surveys assessing the effectiveness of training in improving stakeholder awareness and understanding.
• Records of follow-up assessments confirming stakeholders’ ability to navigate communication and escalation processes.

Example Control 5: Continuous Improvement and Review
Description: Regularly review and update communication, escalation, and decision-making processes based on feedback and industry best practices to ensure they remain effective and relevant.
Examples of Effective Evidence: 
• Review schedules and documentation indicating periodic assessments of communication and escalation processes.
• Action plans created to address issues identified during reviews, detailing improvements to be made.
• Records of stakeholder feedback used to inform changes or updates to the communication framework.
• Reports highlighting improvements made to the communication and escalation processes over time.


Control Objective:

	Id
	Name
	Description

	GV-2.1.3
	Roles and Processes Review/Update
	The organization regularly reviews and updates roles, responsibilities, and communication lines to align with its evolving AI strategy, risk landscape, and industry best practices, utilizing stakeholder consultations and gap analysis.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations conduct regular reviews and updates of AI risk management roles, responsibilities, and communication lines. They utilize stakeholder consultations and gap analysis to identify areas for improvement and ensure alignment with the organization's AI strategy and risk landscape.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations regularly review and update AI risk management roles, responsibilities, and communication lines. This is fully integrated into the organization's overall strategy and risk management processes. This process is data-driven, incorporates industry best practices, and is fully integrated into the organization's overall strategy and risk management processes.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Outdated Responsibilities
	Roles, responsibilities, and communication lines are not regularly reviewed or updated



Implementation Guidelines: 

Establish and maintain clear communication, escalation, and reporting lines for AI risk management that are regularly reviewed and updated to reflect the organization’s evolving AI strategy, risk landscape, and industry best practices. Conduct stakeholder consultations and gap analyses to identify areas where roles, responsibilities, or communication pathways need refinement, and incorporate these findings into the update process.

Document these communication channels in a centralized repository, such as an intranet site or shared document, ensuring they are easily accessible to all relevant stakeholders. Regularly test the effectiveness of these channels through simulated scenarios or feedback surveys, and implement improvements as needed. Provide ongoing training to relevant personnel on the use of these communication pathways, encouraging their consistent use for collaboration, issue escalation, and information sharing.

Example Controls and Evidence: 

Example Control 1: Regular Role and Responsibility Review
Description: Establish a structured process for regularly reviewing and updating roles and responsibilities related to AI management, ensuring alignment with evolving strategies and risk landscapes.
Examples of Effective Evidence: 
• Documentation of review schedules outlining when and how roles and responsibilities are assessed.
• Records of meetings or workshops conducted to discuss role alignment and updates with relevant stakeholders.
• Assessment reports identifying gaps or misalignments in current roles and responsibilities.
• Documentation of changes made to roles and responsibilities following review sessions.

Example Control 2: Stakeholder Consultation Mechanism
Description: Implement mechanisms for engaging stakeholders in consultations to gather insights and feedback on role alignment and communication effectiveness within AI management.
Examples of Effective Evidence: 
• Records of consultation sessions, including participant lists, agendas, and feedback collected.
• Summaries of stakeholder insights and how they were incorporated into role and communication updates.
• Feedback surveys distributed to stakeholders assessing the clarity and efficacy of role definitions.
• Action plans showing stakeholder-driven changes to role definitions or communication processes.

Example Control 3: Communication Line Assessment and Update
Description: Conduct regular assessments of communication lines within AI risk management to ensure they remain efficient and effective, modifying them as needed to support organizational goals.
Examples of Effective Evidence: 
• Maps of current communication lines within AI risk management and documentation of assessment findings.
• Records of changes made to improve communication channels, including the rationale and expected impact.
• Feedback from stakeholders on the effectiveness of communication lines before and after updates.
• Reports summarizing the results of communication line assessments, highlighting areas for improvement.

Example Control 4: Gap Analysis and Role Realignment
Description: Perform gap analyses to identify discrepancies between current roles, processes, and best practices, using findings to realign roles and responsibilities with strategic objectives.
Examples of Effective Evidence: 
• Documentation of gap analysis methodologies and findings highlighting misalignments or deficiencies.
• Actionable recommendations for role and process realignment based on gap analysis results.
• Implementation logs showing adjustments made to roles or processes in response to gaps identified.
• Documentation of stakeholder validation of realignment efforts’ effectiveness and alignment with strategic goals.

Example Control 5: Continuous Improvement and Industry Alignment
Description: Establish processes for incorporating industry best practices into role, responsibility, and communication updates, ensuring continuous alignment with leading standards and evolving landscapes.
Examples of Effective Evidence: 
• Records of industry benchmarking studies conducted to compare organizational practices with best practices.
• Documentation of updates made to roles or processes to reflect industry trends and standards.
• Records of training or education sessions informing staff about industry best practices adopted.
• Summary reports tracking the impact of adopting industry practices on role efficacy and communication.


Control Objective:

	Id
	Name
	Description

	GV-2.1.4
	AI Risk Roles in Job and Performance
	The organization embeds AI risk management roles into job descriptions, performance goals, and career development paths, providing relevant personnel with necessary training and support. Additionally, the organization evaluates their performance in these areas.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have started to embed AI risk management roles into job descriptions, performance goals, and career development paths for relevant personnel. Training and support are provided, and performance in these areas is evaluated, although the process may not yet be fully mature or consistently applied across all relevant roles.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI risk management roles are fully integrated into job descriptions, performance goals, and career development paths for all relevant personnel. Comprehensive training, support, and performance evaluation processes are in place, ensuring that AI risk management is a core competency and responsibility for all relevant staff.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Integration of AI Risk Roles
	AI risk roles are not embedded into job descriptions or performance goals



Implementation Guidelines: 

Integrate AI risk management responsibilities into individual job descriptions, performance goals, and career development pathways for relevant personnel, ensuring they have clear accountability and opportunities to develop necessary skills. Establish cross-functional AI risk management teams with representatives from functions such as IT, risk management, legal, and business units, supported by documented charters that outline their purpose, objectives, roles, responsibilities, and decision-making authority.

Provide these teams and individuals with the necessary resources, including budget, tools, and training, to effectively identify, assess, and mitigate AI risks. Regularly evaluate the performance of personnel and teams in fulfilling their AI risk management roles, and adjust responsibilities and development plans as needed to ensure ongoing alignment with organizational risk management objectives.

Example Controls and Evidence: 

Example Control 1: Integration of AI Risk Roles into Job Descriptions
Description: Embed specific AI risk management responsibilities into relevant job descriptions, ensuring clarity regarding the expectations and duties related to AI risk oversight.
Examples of Effective Evidence: 
• Updated job descriptions that explicitly outline AI risk management responsibilities and expectations.
• Records of job description revisions, including the rationale for embedding AI risk roles.
• Feedback from employees on the clarity and understanding of their AI risk management duties.
• Documentation of HR policies supporting the inclusion of AI risk roles in job descriptions.

Example Control 2: AI Risk Performance Goals
Description: Develop performance goals associated with AI risk management for applicable roles, integrating them into performance evaluation processes to ensure accountability.
Examples of Effective Evidence: 
• Performance evaluation criteria that include AI risk management competencies and objectives.
• Records of performance reviews highlighting achievements and areas for improvement in AI risk management.
• Documentation of KPIs related to AI risk management factored into performance appraisals.
• Feedback forms from evaluators providing insights on performance regarding AI risk responsibilities.

Example Control 3: Training and Development in AI Risk Management
Description: Provide targeted training and development opportunities to equip personnel with the skills and knowledge necessary to manage AI risks effectively.
Examples of Effective Evidence: 
• Training program materials designed to enhance AI risk management skills and understanding.
• Attendance records for training sessions and workshops attended by relevant personnel.
• Feedback surveys assessing the effectiveness and relevance of provided training programs.
• Documentation of career development plans that incorporate AI risk management learning objectives.

Example Control 4: Performance Evaluation of AI Risk Roles
Description: Conduct regular evaluations of personnel performance in AI risk management roles to identify strengths, areas for development, and alignment with organizational risk management goals.
Examples of Effective Evidence: 
• Evaluation reports summarizing individual performance in AI risk management roles.
• Documentation of performance feedback sessions with personnel, including agreed-upon goals and development plans.
• Records showing how evaluated performance aligns with broader organizational risk management strategies.
• Action items generated from performance evaluations to support further development in AI risk management.

Example Control 5: Support Structures for AI Risk Management
Description: Establish support structures to assist personnel in fulfilling their AI risk management roles, including mentoring, resources, and access to risk management tools.
Examples of Effective Evidence: 
• Documentation of support programs or initiatives providing mentoring or resources for AI risk roles.
• Records of access to AI risk management tools granted to personnel for effective role execution.
• Feedback from employees on the adequacy and availability of support for AI risk management tasks.
• Reports indicating improvements in AI risk management performance following the introduction of support structures.
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Control Objective:

	Id
	Name
	Description

	GV-2.2.1
	AI Risk Management Training and Policies
	The organization provides role-specific AI risk management training to all personnel involved in AI system development, deployment, or use, including executives, decision-makers, and technical staff. This training covers relevant trustworthiness principles, policies, procedures, legal and regulatory requirements, and industry best practices. It emphasizes understanding AI assumptions, limitations, and risks, fostering an informed approach to AI adoption and oversight.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations provide basic AI risk management training to some personnel with access to AI systems. However, the training may be generic, infrequent, and not mandatory for all relevant personnel.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations provide mandatory, role-specific AI risk management training to all personnel with access to AI systems. The training covers AI system capabilities, limitations, risks, and best practices for human-AI collaboration and oversight, and includes both theoretical and practical exercises.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI risk management training is comprehensive, continuously updated, and fully integrated into the organization's onboarding and learning and development programs. All personnel with access to AI systems receive ongoing training and support to ensure they can effectively perform their duties in line with the organization's AI risk management policies and procedures.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Role Training
	Role-specific AI risk management training is insufficient



Implementation Guidelines: 

Develop and deliver role-specific AI risk management training accessible to all personnel involved in AI system development, deployment, or decision-making. This includes executives, those responsible for making strategic or operational decisions related to AI, and technical staff. The training should be designed to be practical, actionable, and accessible to individuals across the organization, avoiding overly technical jargon where appropriate. 

Tailor the content to each role, covering relevant policies, procedures, legal and regulatory requirements, and industry best practices. Explicitly address AI assumptions, limitations, potential biases, and the importance of questioning AI outputs, highlighting that AI is not infallible. Encourage open discussion and questions, creating an environment where stakeholders feel comfortable challenging or clarifying AI-related decisions. Training should address all relevant trustworthiness principles.

Utilize a variety of delivery methods (e.g., in-person sessions, online courses, executive briefings, workshops) to accommodate different learning styles and schedules. Regularly review and update the training content to ensure it remains aligned with current policies, regulatory developments, and evolving industry understanding of AI risks.

Example Controls and Evidence: 

Example Control 1: Role-Specific Training Program
Description: Develop and implement role-specific AI risk management training programs tailored to the needs of different personnel involved in AI system development, deployment, or use.
Examples of Effective Evidence: 
• Training materials customized for different roles (executives, decision-makers, technical staff) highlighting relevant AI risks and responsibilities.
• Attendance records of personnel participating in the tailored training sessions.
• Documentation of course evaluations from participants assessing the effectiveness and relevance of the training content.
• Feedback summarizing participant understanding of AI risk management after completing the training.

Example Control 2: Comprehensive Curriculum Development
Description: Establish a comprehensive curriculum that covers AI Trustworthy Principles, policies, procedures, legal and regulatory requirements, and best practices in AI risk management.
Examples of Effective Evidence: 
• Curriculum outlines detailing the topics covered, objectives, and learning outcomes for each training session.
• Course syllabi that include references to relevant legal and regulatory materials, guidelines, and industry standards.
• Records of updates made to the curriculum in response to regulatory changes or emerging best practices.
• Assessment tools used to evaluate participant comprehension of key concepts taught in the curriculum.

Example Control 3: Ongoing Training and Familiarization
Description: Implement ongoing training sessions and refreshers to ensure that personnel remain informed about current AI risk management practices and emerging trends.
Examples of Effective Evidence: 
• Schedules for periodic refresher training sessions or workshops on AI risk management topics.
• Documentation of participant feedback for refresher training assessing engagement and relevance.
• Records of new training materials or updates provided during ongoing training sessions.
• Comparison data showing improvements in knowledge retention and application after attending refresher courses.

Example Control 4: Evaluation and Assessment of Training Impact
Description: Regularly evaluate the impact of AI risk management training on personnel performance and decision-making, ensuring the training objectives are met effectively.
Examples of Effective Evidence: 
• Assessment results measuring knowledge retention and application of AI risk management principles post-training.
• Performance metrics showing changes in incident rates or risk management effectiveness related to trained personnel.
• Feedback from supervisors indicating observed improvements in risk-related decision-making following training.
• Documentation of follow-up evaluations assessing training effectiveness over time.

Example Control 5: Training Documentation and Compliance
Description: Maintain thorough documentation of all training activities related to AI risk management to ensure compliance with organizational policies and audit requirements.
Examples of Effective Evidence: 
• Training records including attendance, dates, and content delivered for each session conducted.
• Certification documentation showing completion of training by personnel, including competency levels achieved.
• Audit logs indicating compliance with internal training policies and regulatory requirements.
• Documentation of stakeholder audits assessing the quality and comprehensiveness of training records kept.


Control Objective:

	Id
	Name
	Description

	GV-2.2.2
	Mandatory AI Risk Management Training
	The organization provides role-specific AI risk management training to all personnel involved in AI system development, deployment, or use, including new hires and those transitioning into AI roles. This training covers relevant trustworthiness principles, policies, and legal and regulatory requirements. It emphasizes understanding AI assumptions, limitations, risks, and content provenance, with content lineage and provenance information integrated as a key subcomponent to enhance comprehension of data origin, integrity, and traceability throughout the AI lifecycle. The program incorporates theoretical concepts, practical exercises, and case studies to ensure effective application of knowledge across organizational roles.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations provide advanced, role-specific AI risk management training and certification programs to personnel involved in AI system development, deployment, or use. The training covers relevant policies, procedures, legal and regulatory requirements, and best practices, although its implementation may not yet be fully consistent across all relevant personnel.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations provide advanced, role-specific AI risk management training and certification programs to personnel involved in AI system development, deployment, or use, which is fully integrated into the organization's overall learning and development strategy. This training is consistently implemented, regularly reviewed and updated based on changes in AI policy and industry best practices, and is supported by robust competency frameworks, certification programs, and metrics that track its impact on personnel's ability to effectively manage AI risks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate AI Training
	AI risk management training lacks practical application and relevance



Implementation Guidelines: 

Establish comprehensive, role-specific AI risk management and content provenance training for all personnel involved in AI system development, deployment, or use. Include new hires, individuals transitioning into AI roles, and external third-party partners such as vendors, consultants, and contractors. Tailor training programs to address each group’s specific responsibilities, emphasizing particular risks and challenges they may encounter. Develop engaging, interactive curricula that incorporate theoretical concepts, practical applications, case studies, simulations, AI incident tabletop exercises, and hands-on workshops. Focus on fostering understanding of AI assumptions, limitations, legal and regulatory requirements, and risk management principles to ensure responsible AI use.

Integrate content lineage, origin, and provenance information into the training program as a key component. Conduct assessments or surveys to evaluate operators' and end-users’ understanding of data sources, quality, potential biases, and traceability related to AI systems. Identify knowledge gaps and develop targeted training modules or resources to address these deficiencies. Incorporate content on the importance of content provenance, data origins, and maintaining data integrity throughout the AI lifecycle. Regularly review and update training modules to reflect evolving AI systems and data sources, ensuring ongoing relevance and effectiveness.

Extend training efforts to external partners by providing targeted educational programs that promote consistent risk management practices and shared expectations. Support ongoing learning through participation in industry conferences, online courses, and other professional development activities. Evaluate the effectiveness of training programs regularly through assessments, feedback, and performance metrics. Use evaluation results to identify and address knowledge gaps and improve training content accordingly. Establish clear communication channels and feedback mechanisms to promote policy adherence and foster continuous improvement. Monitor training completion rates and follow up with individuals or partners who have not completed required programs within designated timeframes, fostering a culture of responsible AI deployment across all organizational and external stakeholders.

Example Controls and Evidence: 

Example Control 1: Comprehensive Training Program Design
Description: Develop a comprehensive AI risk management training program that covers theoretical concepts, organizational principles, and practical exercises tailored to the needs of various personnel, including new hires and those transitioning into AI-related roles.
Examples of Effective Evidence: 
• Detailed training program documentation outlining course objectives, content, and structure for various user groups.
• Syllabi for each training module that include specific topics covered, methodologies used, and assessment criteria.
• Records of training needs assessments identifying gaps that the training program addresses for different roles.
• Approval documents from stakeholders validating the curriculum and its alignment with organizational risk management goals.

Example Control 2: Practical Exercises and Simulations
Description: Integrate hands-on practical exercises into the training program, such as case studies, simulations, AI incident tabletop exercises, and workshops, to enhance understanding and application of AI risk management concepts.
Examples of Effective Evidence: 
• Documentation of executed exercises, including objectives, scenarios, and participant outcomes.
• Feedback forms from participants assessing the effectiveness of practical exercises in enhancing their understanding.
• Records of case study analyses completed during training sessions, including findings and discussions held.
• Post-exercise debriefing summaries highlighting lessons learned and improvements identified during simulations.

Example Control 3: Training for Third Parties
Description: Provide mandatory AI risk management training for relevant third-party personnel involved in AI projects to ensure consistency in understanding risk management practices across the organization’s ecosystem.
Examples of Effective Evidence: 
• Training materials designed specifically for third-party contractors and partners, addressing their roles and responsibilities.
• Attendance records for third-party personnel participating in training sessions.
• Feedback received from third-party participants regarding training content and its applicability to their roles.
• Documentation of any customized training sessions held for specific third-party needs or concerns.

Example Control 4: Assessment of Knowledge Retention
Description: Conduct assessments to evaluate knowledge retention and application of AI risk management concepts post-training, ensuring participants can effectively apply what they have learned.
Examples of Effective Evidence: 
• Pre- and post-training assessment results demonstrating knowledge improvement and retention levels.
• Records of competency assessments validating participants’ understanding of key principles covered in the training.
• Documentation of practical evaluations (e.g., simulations, case studies) where participants are assessed on their application of concepts.
• Analysis reports summarizing trends found in assessment results, indicating areas where further training may be required.

Example Control 5: Continuous Improvement of Training Programs
Description: Regularly review and update the AI risk management training program based on feedback, evolving practices, and lessons learned to ensure ongoing relevance and effectiveness.
Examples of Effective Evidence: 
• Documentation of periodic program reviews that analyze the training content based on participant feedback and performance data.
• Records of changes made to the training curriculum or methodologies as a result of review findings.
• Stakeholder feedback collected after each training cohort to assess the quality and impact of training sessions.
• Reports highlighting how updates to the training program align with emerging industry standards and best practices.


Control Objective:

	Id
	Name
	Description

	GV-2.2.3
	AI Training Effectiveness Evaluation
	The organization regularly evaluates the effectiveness of AI risk management training using assessments, employee feedback, and performance metrics. Evaluation results drive insights from monitoring activities and incident management to identify gaps and lessons learned. These findings inform updates to training content, delivery methods, and the overall training program to ensure continued relevance, effectiveness, and alignment with best practices and organizational needs.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations regularly evaluate the effectiveness of AI risk management training using assessments, personnel feedback, and performance metrics, which is fully integrated into the organization's overall learning and development evaluation framework. This process is data-driven, incorporates industry best practices and benchmarks, and is used to continuously improve the impact and relevance of AI risk management training.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unevaluated Training Effectiveness
	Effectiveness of AI risk management training is not adequately evaluated



Implementation Guidelines: 

Regularly assess the effectiveness of AI risk management training through various methods, such as assessments, employee feedback, and performance metrics. Develop and utilize assessment tools, like quizzes and surveys, to measure participants’ understanding and retention of key concepts. Collect feedback on the relevance, clarity, and usefulness of the training content and delivery methods.

Incorporate lessons learned from monitoring activities, incident analyses, and risk management outcomes to identify gaps and refine the training program. Use these insights to update training content, improve delivery methods, and ensure ongoing alignment with evolving best practices and organizational objectives. Regularly review and enhance the training to maintain its effectiveness and relevance in supporting AI risk management.

Example Controls and Evidence: 

Example Control 1: Training Effectiveness Assessment Framework
Description: Develop a structured framework for evaluating the effectiveness of AI risk management training, utilizing assessments, employee feedback, and performance metrics to gauge understanding and application of key concepts.
Examples of Effective Evidence: 
• Documentation outlining the assessment framework, including evaluation criteria and methods used.
• Records of assessment tools (e.g., quizzes, practical exercises) designed to measure training effectiveness.
• Data reports summarizing performance metrics related to training objectives and participants’ understanding.
• Feedback summaries from participants evaluating the clarity, relevance, and applicability of training content.

Example Control 2: Employee Feedback Collection
Description: Implement mechanisms for regularly collecting feedback from employees regarding their training experiences, focusing on areas of strength and opportunities for improvement.
Examples of Effective Evidence: 
• Feedback surveys distributed to participants after completing the AI risk management training sessions.
• Recorded testimonials or comments from employees on their training experiences and perceived effectiveness.
• Documentation of focus group discussions conducted post-training to gather in-depth insights on content and delivery.
• Analysis of feedback trends highlighting common themes or suggestions for improving the training program.

Example Control 3: Monitoring of Training Impact
Description: Track performance metrics and outcomes post-training to assess the impact of the AI risk management training on employees' ability to implement learned concepts effectively.
Examples of Effective Evidence: 
• Performance reports correlating training completion with improvements in risk management practices or reduced incidents.
• Logs of operational incidents before and after training, showing any reductions in risk-related events.
• Data illustrating changes in compliance with AI risk management protocols following training sessions.
• Comparisons highlighting employee performance metrics before and after participating in the training program.

Example Control 4: Continuous Improvement of Training Content
Description: Regularly update training materials and delivery methods based on evaluation findings, ensuring they remain relevant, effective, and aligned with industry best practices and organizational needs.
Examples of Effective Evidence: 
• Documentation of revisions made to training content in response to evaluation feedback and new insights.
• Records of updated training materials, including versions and changes made to address identified gaps.
• Minutes from meetings discussing training content updates and decisions made based on performance evaluations.
• Reports summarizing innovations in training delivery methods, such as new technologies or formats employed to enhance engagement.

Example Control 5: Integration of Insights into Training Program
Description: Incorporate insights gained from evaluations and monitoring into the overall training program design, ensuring that all components are continuously refined to meet stakeholder needs.
Examples of Effective Evidence: 
• Comprehensive analysis reports detailing insights derived from training evaluations and their influence on program refinements.
• Documentation of strategic meetings where evaluation insights were discussed and incorporated into planning for future training cohorts.
• Records of changes in training objectives based on stakeholder feedback and performance evaluations.
• Feedback loops established with stakeholders to ensure continuous engagement and updates to the training program in alignment with emerging best practices.


Control Objective:

	Id
	Name
	Description

	GV-2.2.4
	Advanced AI Risk Certification Programs
	The organization offers advanced AI risk management training and certification programs for personnel in specialized roles (e.g., executives, data scientists, risk managers). These programs cover advanced topics (e.g., responsible AI design, algorithmic fairness, explainable AI, risk quantification) and develop AI risk management expertise. AI risk management training is integrated into the organization's broader learning and development strategy.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations offer advanced AI risk management training and certification programs for personnel in specialized roles which is fully integrated into the organization's overall learning and development strategy. These programs are consistently implemented, regularly reviewed and updated based on changes in AI policy and industry best practices, and are supported by robust competency frameworks, certification programs, and metrics that track their impact on developing AI risk management expertise and integrating AI risk management training into the organization's broader learning and development strategy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Advanced Training
	Advanced AI risk management training is insufficient for specialized roles



Implementation Guidelines: 

Offer advanced AI risk management training and certification programs for personnel in specialized roles, such as executives, data scientists, and risk managers. Develop a curriculum that covers advanced topics, such as responsible AI design, algorithmic fairness, explainable AI, and risk quantification. Partner with external experts or training providers to deliver the programs, ensuring they are of high quality and aligned with industry best practices.

Encourage eligible personnel to participate in these programs by providing incentives, such as career advancement opportunities or recognition. Integrate AI risk management training into the organization's broader learning and development strategy, ensuring it is prioritized and resourced appropriately. Regularly review and update the advanced training programs to ensure they remain relevant and effective in developing AI risk management expertise within the organization.

Example Controls and Evidence: 

Example Control 1: Development of Advanced Certification Programs
Description: Create structured advanced training and certification programs for specialized roles in AI risk management, focusing on critical topics such as responsible AI design, algorithmic fairness, and explainable AI.
Examples of Effective Evidence: 
• Documentation of certification program curricula, including course objectives, content outlines, and assessment methods.
• Certificates or credentials awarded to personnel upon completion of the certification programs.
• Training materials developed for advanced topics tailored to specialized roles.
• Records of updates made to certification programs to reflect current best practices and emerging trends in AI risk management.

Example Control 2: Integration into Learning and Development Strategy
Description: Integrate AI risk management training and certification programs into the organization’s broader learning and development strategy, ensuring alignment with overall professional development goals.
Examples of Effective Evidence: 
• Documentation showing how AI risk management training fits within the organization’s overall learning and development framework.
• Strategic plans highlighting the importance of AI risk management training in personnel development initiatives.
• Records of departmental training schedules incorporating the advanced certification programs.
• Feedback from participants on how the AI risk management training aligns with their career development objectives.

Example Control 3: Evaluation of Certification Program Effectiveness
Description: Implement regular evaluations of the advanced AI risk management certification programs to assess their effectiveness and alignment with industry standards and organizational needs.
Examples of Effective Evidence: 
• Evaluation reports summarizing participant performance, knowledge retention, and the relevance of content.
• Surveys collected from participants assessing the effectiveness and applicability of the training received.
• Documentation of industry benchmarks used to compare the certification program with similar offerings.
• Records of updates made to the certification program based on evaluation outcomes and stakeholder recommendations.

Example Control 4: Specialized Training for Different Roles
Description: Provide tailored training components within the certification programs that address the unique needs and responsibilities of specialized roles like  data scientists and risk managers.
Examples of Effective Evidence: 
• Customized training modules designed specifically for different roles within the organization.
• Records of participant feedback indicating the relevance and applicability of training content to their job functions.
• Documentation of role-specific objectives and outcomes for each training module delivered in the certification programs.
• Case studies used in training that reflect real-world scenarios relevant to different specialized roles.

Example Control 5: Ongoing Support and Resources for Certification Holders
Description: Establish support mechanisms for personnel who have completed the advanced AI risk management certification, providing them with resources for ongoing learning and professional development.
Examples of Effective Evidence: 
• Documentation of resources and materials available to certification holders, such as webinars, workshops, or access to a resource library.
• Records of alumni engagement events aimed at fostering a community of practice among certification holders.
• Feedback from certification holders regarding the availability and usefulness of ongoing support resources.
• Examples of professional development opportunities advertised to certification holders to encourage continued learning in AI risk management.
[bookmark: _Toc214874763]GOVERN / Defining Roles and Responsibilities / Accountability of Executive Leadership 

Control Objective:

	Id
	Name
	Description

	GV-2.3.1
	Leadership Commitment to Responsible AI
	The organization’s executive leadership demonstrates their commitment to responsible AI development and deployment by communicating the importance of AI risk management through town halls, newsletters, public statements, and digital channels. They emphasize the benefits of effective AI risk management, foster open dialogue, and recognize exemplary practices. Additionally, leadership sets clear expectations, defines roles and responsibilities, allocates adequate resources, and holds management accountable to ensure the effective implementation and integration of AI risk management practices across the organization.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations' executive leadership has started to demonstrate some commitment to responsible AI development and deployment. However, this commitment may be limited, inconsistently communicated, or not fully supported by internal actions and resource allocation.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' executive leadership demonstrates a strong commitment to responsible AI development and deployment through clear public statements and consistent internal actions. This includes setting expectations, defining roles and responsibilities, allocating resources, and holding management accountable for AI risk management practices.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' executive leadership demonstrates a commitment to responsible AI development and deployment. This commitment is fully integrated into the organization's strategy, culture, and decision-making processes, and is consistently reinforced through public statements, internal actions, and resource allocation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Executive Commitment
	Executive leadership doesn't demonstrate commitment to responsible AI development and deployment



Implementation Guidelines: 

Encourage executive leadership to communicate the importance of AI risk management to employees and stakeholders through various channels, such as town hall meetings, newsletters, public statements, and digital communications. These messages should highlight the benefits of effective AI risk management, including enhanced trust, reputation, decision-making, and reduced legal and regulatory risks. Leadership should foster open dialogue, invite feedback on AI risk issues, and recognize exemplary practices or individuals making significant contributions to the organization’s AI risk efforts. Ensure that AI risk management is integrated into the organization’s broader communication strategy with consistent messaging across all channels.

Set clear expectations for AI risk management by formally outlining the organization’s approach, emphasizing its importance through memos, policy statements, or strategic communications. These should define roles and responsibilities for senior management in implementing and overseeing AI risk practices. To support this, establish effective monitoring and reporting capabilities that provide the executive team with timely, accurate insights into risk management activities, performance metrics, and incident responses. Develop dashboards and reporting mechanisms that enable oversight of risk mitigation efforts and compliance.

Ensure that executive leaders actively participate in AI risk management discussions by attending relevant meetings, reviewing monitoring reports, and providing strategic input on key issues. Regular engagement and oversight are critical for embedding AI risk management into the organization’s governance framework, fostering continuous improvement, and maintaining strong leadership support.

Example Controls and Evidence: 

Example Control 1: Executive Communication Strategy
Description: Establish a communication strategy for executive leadership to convey the importance of responsible AI development and AI risk management through various channels such as town halls, newsletters, and public statements.
Examples of Effective Evidence: 
• Documentation of communication plans outlining key messages and methods for engaging stakeholders on AI risk management.
• Records of town hall meetings, including agendas, attendee lists, and feedback received from participants.
• Copies of newsletters or public statements from leadership emphasizing the organization’s commitment to responsible AI practices.
• Media coverage or digital communication highlights demonstrating leadership's active role in promoting AI risk management.

Example Control 2: Recognition of Exemplary Practices
Description: Implement a recognition program to highlight and reward teams and individuals demonstrating exemplary practices in AI risk management, encouraging a culture of responsibility and innovation.
Examples of Effective Evidence: 
• Documentation of the recognition program's criteria, processes, and award structures for outstanding contributions to AI risk management.
• Records of awards or acknowledgments given to teams or individuals for their effective AI risk management practices.
• Testimonials or case studies showcasing successful initiatives recognized by leadership.
• Communication regarding recognition events or announcements made to celebrate achievements in AI risk management.

Example Control 3: Clear Expectations and Accountability
Description: Set clear expectations for AI risk management processes, defining roles and responsibilities for all personnel involved, and establishing accountability measures for leadership and management.
Examples of Effective Evidence: 
• Written policies outlining expectations for AI risk management across various roles and departments.
• RACI matrices clarifying responsibilities for AI risk management tasks and decision-making processes.
• Records of performance evaluations that include assessments of adherence to AI risk management practices.
• Meeting notes from discussions focused on accountability and role clarity related to AI initiatives.

Example Control 4: Resource Allocation for AI Risk Management
Description: Allocate adequate resources, including personnel, training, and technology, to support effective implementation of AI risk management practices across the organization.
Examples of Effective Evidence: 
• Budget documents reflecting allocated resources for AI risk management initiatives and associated training programs.
• Staffing plans indicating dedicated personnel for AI risk management responsibilities.
• Training schedules and attendance records for courses designed to strengthen AI risk management capabilities among staff.
• Documentation of tools and technologies purchased or developed to support AI risk management efforts.

Example Control 5: Open Dialogue and Stakeholder Engagement
Description: Foster open dialogue about AI risk management with stakeholders at all levels, encouraging input, questions, and discussions around practices and policies.
Examples of Effective Evidence: 
• Logs of feedback sessions or forums where stakeholders have provided input on AI risk management practices.
• Documentation of initiatives aimed at facilitating discussions among various stakeholder groups regarding AI risk management.
• Surveys assessing stakeholder perceptions of how well their voices are heard in the risk management process.
• Reports summarizing stakeholder feedback and subsequent actions taken in response to that input.


Control Objective:

	Id
	Name
	Description

	GV-2.3.2
	AI Risk Appetite and Thresholds
	The organization's executive leadership and/or an oversight board or committee, actively participate in establishing and approving the organization's risk appetite and tolerance thresholds for AI systems. They regularly review and contribute to AI risk management strategies, policies, and performance metrics, and principles, creating alignment with the ERM framework and business objectives.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, the organization's executive leadership and oversight board or committee actively participate in establishing and approving AI risk appetite and tolerance thresholds. They regularly review and contribute to AI risk management strategies, policies, and performance metrics, although the process may not yet be fully mature or consistently applied across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, the organization's executive leadership and oversight board or committee are fully engaged in setting and approving AI risk appetite and tolerance thresholds. They play a central role in defining and overseeing the implementation of AI risk management strategies, policies, and performance metrics, ensuring full alignment with the organization's ERM framework, business objectives, and organizational principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined AI Risk Appetite
	Executive leadership doesn't actively participate in defining AI risk appetite



Implementation Guidelines: 

Involve executive leadership and/or the board or risk committee in establishing the organization's risk appetite and setting tolerance thresholds for AI systems through a collaborative process that includes input from senior management, risk management professionals, and other relevant stakeholders. Executive leadership should review and provide feedback on proposed risk appetite statements and tolerance thresholds, ensuring they align with the organization's overall risk management framework and business objectives.

They should also consider the implications of AI systems and ensure these considerations are reflected in the risk appetite and tolerance thresholds. Once established, executive leadership should regularly review and update the risk appetite and tolerance thresholds as needed to ensure they remain appropriate and effective.

Example Controls and Evidence: 

Example Control 1: Risk Appetite and Tolerance Definition
Description: Establish and document clear definitions of the organization's risk appetite and tolerance thresholds for AI systems, ensuring alignment with overall business objectives and organizational strategy.
Examples of Effective Evidence: 
• Written risk appetite statements that articulate the organization's willingness to accept specific levels of risk in AI initiatives.
• Documentation of thresholds for varying levels of AI risks, including clear definitions of what constitutes acceptable versus unacceptable risks.
• Meeting minutes from discussions among executive leadership or oversight boards regarding the establishment of risk appetite and tolerance.
• Approval records that indicate formal endorsement of the defined risk appetite and thresholds by leadership or the oversight committee.

Example Control 2: Regular Review of Risk Management Strategies
Description: Implement a process for regularly reviewing and updating AI risk management strategies, policies, and performance metrics to ensure they align with the established risk appetite and tolerance.
Examples of Effective Evidence: 
• Scheduling documentation for periodic reviews of risk management strategies by leadership and/or oversight boards.
• Reports summarizing findings from reviews, including any recommendations for adjustments to risk management approaches.
• Records reflecting how feedback from these reviews is integrated into updated AI risk management practices.
• Communication logs indicating discussions on performance metrics and adjustments made based on prior reviews.

Example Control 3: Stakeholder Engagement in Risk Discussions
Description: Engage relevant stakeholders in discussions about risk appetite and tolerance, facilitating collaborative input into AI risk management processes and decisions.
Examples of Effective Evidence: 
• Documentation of stakeholder meetings with agendas and participant lists discussing AI risk appetite and related topics.
• Summaries of stakeholder feedback and insights contributed during discussions around risk appetite.
• Reports showing how stakeholder input has informed adjustments to risk management strategies or thresholds.
• Lists of action items generated from stakeholder engagement sessions and their corresponding outcomes.

Example Control 4: Alignment with Enterprise Risk Management (ERM) Framework
Description: Ensure that AI risk appetite and tolerance are integrated into the broader Enterprise Risk Management (ERM) framework to support organizational objectives and ensure consistent risk governance.
Examples of Effective Evidence: 
• Documentation outlining the connection between AI risk tolerance and the overarching ERM framework.
• Meeting minutes from discussions on aligning AI risk policies with ERM strategies and objectives.
• Risk dashboards that illustrate how AI risk management integrates with overall enterprise risk metrics.
• Records of audits assessing the consistency of AI risk appetite definitions within the context of the ERM framework.

Example Control 5: Continuous Monitoring of Risk Metrics
Description: Establish processes to continuously monitor compliance with the defined risk appetite and tolerance thresholds, ensuring that the organization's AI risk management practices remain effective and responsive to changes.
Examples of Effective Evidence: 
• Monitoring tools that track key risk metrics and indicators related to AI systems against established thresholds.
• Regularly updated reports analyzing risk metric performance in relation to appetite levels and risk tolerance.
• Incident logs documenting any occurrences that exceed defined risk thresholds and the responses initiated as a result.
• Records of scheduled reviews of risk monitoring outcomes and subsequent adjustments made to maintain alignment with risk appetite.


Control Objective:

	Id
	Name
	Description

	GV-2.3.3
	AI Governance Structure
	The organization establishes an AI governance structure, such as a committee with senior leaders from business, technology, risk, and legal. It provides oversight, reviews major AI initiatives, and advises on resources. Over time, this structure evolves toward clearer accountability, potentially involving a senior executive or Chief Model Risk Officer (CMRO) who takes primary responsibility for AI risk, ensuring alignment with existing risk functions like Model Risk Management (MRM).

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established an AI governance committee with senior leaders from relevant functions. This committee provides strategic oversight, reviews and approves significant AI initiatives, and monitors AI risk management effectiveness, although its role and influence may not yet be fully mature or consistently applied across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI governance committee is a central and influential body within the organization. It has a clearly defined charter, decision-making authority, and performance metrics, and is fully integrated into the organization's overall governance and risk management processes. The committee plays a crucial role in providing strategic oversight, approving AI initiatives, monitoring AI risk management effectiveness, and ensuring adequate resource allocation. Committee may continue to mature into an executive group with a designated leader.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Governance Structure
	AI governance structure is insufficient for oversight and accountability



Implementation Guidelines: 

Establish an AI governance committee or a similar organizational structure that includes senior leaders from relevant functions such as business, technology, risk management, legal, and compliance. This committee should serve as a forum for strategic oversight, discussing emerging AI risks and opportunities, and making recommendations to executive leadership. The committee should have a clear charter outlining its purpose, responsibilities, and decision-making authority, with regular meetings to review significant AI initiatives, monitor risk management effectiveness, and ensure resource support.

Consider defining a single senior executive (e.g., Chief Model Risk Officer) who takes primary responsibility for AI risk oversight while ensuring this role coordinates effectively with other established risk management functions. Ensure this structure complements existing risk functions, not conflicts with them, and promotes clear accountability for AI-related risks at the highest levels of governance.

Align the governance structure, whether a dedicated committee or a senior executive, with the organization’s mission and risk appetite, providing sufficient oversight and challenge to manage AI risks effectively without undermining existing risk management or MRM processes.

Example Controls and Evidence: 

Example Control 1: Formation of AI Governance Committee
Description: Establish an AI governance committee comprising senior leaders from business, technology, risk, and legal departments to oversee AI initiatives, resource allocation, and compliance with governance standards.
Examples of Effective Evidence: 
• Documentation of the committee's charter outlining its objectives, membership, and responsibilities.
• Meeting agendas and minutes highlighting discussions and decisions made regarding AI initiatives.
• Records of attendance and participation from committee members during governance meetings.
• Reports detailing recommendations made by the committee for resource allocation and risk management.

Example Control 2: Oversight of Major AI Initiatives
Description: Implement processes within the governance structure for the review and oversight of major AI initiatives to ensure alignment with organizational goals and risk objectives.
Examples of Effective Evidence: 
• Documentation of major AI initiatives presented to the governance committee for review, including project proposals and risk assessments.
• Records of committee feedback on significant AI projects, including action items or required changes prior to project approval.
• Approval logs indicating that the committee has formally signed off on AI initiatives at various stages.
• Evaluation reports summarizing the outcomes of major AI initiatives and their alignment with established goals and risk strategies.

Example Control 3: Definition of Roles and Accountability
Description: Clearly define roles and responsibilities within the AI governance structure to enhance accountability and ensure effective oversight of AI risk management.
Examples of Effective Evidence: 
• Role descriptions for committee members, detailing specific responsibilities related to AI governance and risk oversight.
• RACI (Responsible, Accountable, Consulted, Informed) matrices illustrating accountability within the AI governance structure.
• Documentation of any changes made to roles or responsibilities over time, reflecting evolving governance needs.
• Feedback from committee members regarding their experiences and clarity in their assigned roles.

Example Control 4: Appointment of Chief Model Risk Officer (CMRO)
Description: If applicable, appoint a Chief Model Risk Officer (CMRO) to take primary responsibility for AI risk management, ensuring integration with existing risk functions like Model Risk Management (MRM).
Examples of Effective Evidence: 
• Official appointment letters or announcements confirming the selection of the CMRO and their roles within the organization.
• Documentation outlining the CMRO's responsibilities and authority in relation to AI risk management.
• Records of meetings led by the CMRO focused on AI risk assessment and mitigation strategies.
• Reports detailing interactions between the CMRO and existing risk functions to demonstrate integrated governance efforts.

Example Control 5: Continuous Evaluation and Adaptation of Governance Structure
Description: Regularly evaluate and adapt the AI governance structure over time to ensure it remains effective, accountable, and aligned with evolving industry standards and organizational objectives.
Examples of Effective Evidence: 
• Review schedules documenting periodic evaluations of the governance structure and its effectiveness.
• Feedback reports from stakeholders assessing the governance structure's performance and areas for improvement.
• Change logs reflecting amendments made to governance processes or structures based on evaluations and stakeholder input.
• Documentation of action plans developed from evaluations to enhance the governance framework and accountability measures.


Control Objective:

	Id
	Name
	Description

	GV-2.3.4
	Board Oversight of AI Risks
	The organization’s board of directors provides independent oversight of AI risk management by reviewing performance, discussing significant AI-related issues, and offering guidance on industry standards and guidelines. The board actively oversees the integration of AI into the organization’s broader strategic objectives, including investment and resource planning, business model evolution, and HR practices related to AI talent. The board ensures that AI considerations are embedded into enterprise-level decision-making, aligning AI initiatives with organizational goals and risk appetite.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, the organization's board of directors provides comprehensive and ongoing independent oversight of AI risk management. This oversight is fully integrated into the board's overall governance responsibilities and is supported by regular briefings, performance reports, and risk assessments. The board plays a crucial role in ensuring that AI risk management is aligned with industry standards, regulatory requirements, and the organization's overall strategy and risk appetite.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Board Oversight
	Board oversight of AI risk management is inadequate or missing



Implementation Guidelines: 

Ensure the board of directors provides independent oversight of AI risk management by regularly reviewing performance metrics, discussing significant AI-related issues, and offering strategic guidance. This oversight should extend to integrating AI into the organization’s broader strategy, including resource allocation, investment priorities, and talent management strategies for AI. The board should meaningfully engage in discussions on AI’s role in business transformation, ensure alignment with enterprise risk appetite, and monitor approval and oversight of major AI initiatives. 

The board should receive comprehensive reports from executive leadership or the AI governance committee, incorporating both performance data and strategic considerations. They should also stay informed about industry standards and emerging best practices, ensuring organizational practices align with these external expectations. Constructive challenge and oversight by the board regarding AI risks and opportunities are essential to fostering responsible and strategic AI deployment, with follow-up actions taken to address weaknesses or gaps.

Example Controls and Evidence: 

Example Control 1: Board Review Process for AI Risks
Description: Establish a formal process for the board to regularly review AI risk management performance and significant AI-related issues, ensuring accountability and informed decision-making.
Examples of Effective Evidence: 
• Agendas and minutes from board meetings that include discussions specifically related to AI risk management and performance evaluations.
• Reports presented to the board detailing AI risk performance metrics, issues, and current strategies being employed.
• Records of action items generated from board discussions regarding recommendations or concerns about AI risks.
• Documentation of feedback and guidance provided by board members on AI risk management practices and policies.

Example Control 2: Integration of AI with Strategic Objectives
Description: Ensure that AI considerations are integrated into the organization’s broader strategic objectives through regular dialogue between the board and senior management.
Examples of Effective Evidence: 
• Strategic planning documents indicating how AI initiatives align with overall business objectives and resource planning.
• Meeting records showing discussions on how AI impacts business model evolution and strategic resource allocation.
• Presentations made to the board that outline the strategic relevance of AI initiatives and their anticipated outcomes.
• Reports on how AI projects contribute to enterprise-level goals, including metrics that demonstrate their success.

Example Control 3: Guidance on Industry Standards and Best Practices
Description: Provide the board with relevant guidance on industry standards and best practices related to AI risk management, ensuring that the organization remains compliant and competitive.
Examples of Effective Evidence: 
• Documentation of training sessions or informational briefings provided to the board on AI-related industry standards and best practices.
• Records of external expert consultations or presentations made to the board regarding the state of AI risk management in the industry.
• Annual reports summarizing changes in regulations or industry standards that impact AI initiatives, presented for board review.
• Feedback from board members on how well the organization is aligned with industry benchmarks and standards.

Example Control 4: Oversight of AI Talent
Description: Oversee human resources practices related to AI talent acquisition in AI development and deployment, ensuring alignment with the organization’s standards and values.
Examples of Effective Evidence: 
• HR policies outlining recruitment and training practices specifically for AI roles.
• Records of board discussions regarding workforce planning focused on AI capabilities and responsibilities.
• Documentation of initiatives aimed at fostering a responsible organizational culture in AI development and talent management.
• Surveys or assessments of employee understanding of responsible practices in AI, reported to the board.

Example Control 5: Continuous Monitoring and Adaptation of AI Governance
Description: Regularly monitor and adapt the organization’s AI governance framework based on developments in AI risk management, stakeholder feedback, and changes in the organizational risk appetite.
Examples of Effective Evidence: 
• Review schedules outlining when the governance framework will be assessed by the board.
• Documentation of changes made to AI governance structures or processes following board evaluations.
• Reports summarizing benchmarking analyses that compare the organization’s AI governance against industry standards.
• Records of stakeholder feedback incorporated into governance updates presented to the board.
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Control Objective:

	Id
	Name
	Description

	GV-3.1.1
	Multiple Perspectives in AI Risk Teams
	To minimize risk blind spots and groupthink and represent global or regional stakeholder interests, the organization prioritizes multidisciplinary perspectives in AI risk management decision-making. AI risk management teams are formed considering demographics, disciplines, experience, and backgrounds, actively seeking multiple perspectives.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to recognize the importance of multidisciplinary perspectives in AI risk management decision-making. However, efforts to form multidisciplinary teams and implement collaborative processes may be limited, inconsistent, or not fully supported by clear criteria and structured techniques.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations actively prioritize and promote multidisciplinary perspectives in AI risk management decision-making. They form teams with various demographics, disciplines, experiences, and backgrounds, and implement collaborative processes with clear criteria, open dialogue, and structured techniques to ensure multidisciplinary viewpoints are considered.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations prioritize multidisciplinary perspectives in AI risk management decision-making. This is fully integrated into the organization's culture and processes. Multidisciplinary teams are consistently formed, and collaborative processes are continuously refined and improved based on feedback and best practices. The organization actively measures and reports on the impact of multidisciplinary viewpoints on AI risk management outcomes.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Lack of Multidisciplinary Perspectives
	Multidisciplinary perspectives are not prioritized in AI risk management decision-making



Implementation Guidelines: 

Establish a clear policy that emphasizes the importance of incorporating multiple perspectives within AI risk management teams to enhance decision-making and holistic risk assessment. This policy should articulate the organization’s commitment to forming teams that include individuals with varied demographics, disciplines, experiences, and backgrounds to foster different viewpoints.

When assembling AI risk management teams, actively seek out members who can offer different insights and expertise. This can be achieved through targeted recruitment efforts, leveraging employee resource groups, or inviting nominations across different departments and levels of the organization. Ensure team members understand the value of multiple perspectives and are encouraged to share their unique insights and experiences, contributing to more robust and comprehensive risk assessments and decision-making processes.

Example Controls and Evidence: 

Example Control 1: Multidisciplinary AI Risk Teams
Description: Establish guidelines for forming AI risk management teams that prioritize different demographics, disciplines, experience, and backgrounds to foster innovative thinking and minimize bias.
Examples of Effective Evidence: 
• Documentation of team composition criteria that outline different requirements for AI risk management roles.
• Records of demographic data for team members, showcasing a range of backgrounds and experiences.
• Meeting minutes from discussions on the importance of multiple disciplines in decision-making processes within AI risk management.
• Performance evaluations indicating how multidisciplinary perspectives contributed to innovative solutions or outcomes in risk management.

Example Control 2: Stakeholder Engagement Strategies
Description: Implement engagement strategies to actively seek input from a wide range of stakeholders, including global and regional representatives, during AI risk management discussions and decision-making.
Examples of Effective Evidence: 
• Logs of stakeholder engagement activities, including focus groups, interviews, and consultations involving multidisciplinary stakeholders.
• Records of feedback received from stakeholders on AI risk processes and their incorporation into decision-making.
• Documentation of how engagement strategies are developed to reach wide-ranging groups in the AI risk management process.
• Reports summarizing the impact of stakeholder input on AI risk assessments and management strategies.

Example Control 3: Training on Bias and Decision-Making
Description: Provide training for AI risk management teams on recognizing and mitigating biases in decision-making to ensure that multiple perspectives are valued and considered.
Examples of Effective Evidence: 
• Training materials focusing on bias, decision-making processes, and the importance of multidisciplinary perspectives.
• Attendance records for team members participating in bias awareness and decision-making training sessions.
• Feedback surveys assessing the effectiveness of the training in raising awareness of bias within the decision-making framework.
• Documentation of discussions held post-training to address how the insights impacted ongoing risk management practices.

Example Control 4: Analysis of Group Dynamics in Decision-Making
Description: Regularly analyze the dynamics of AI risk management teams to evaluate the effectiveness of multidisciplinary perspectives in minimizing groupthink and enhancing decision quality.
Examples of Effective Evidence: 
• Reports detailing assessments of team dynamics and decision-making processes, highlighting instances of groupthink or bias encountered.
• Records of facilitation sessions aimed at improving group discussions and encouraging open dialogue among team members.
• Evaluation metrics measuring decision quality before and after implementing strategies to enhance different perspectives in teams.
• Documentation of adaptations made to teamwork processes based on analysis outcomes to foster better engagement.

Example Control 5: Continuous Improvement of Cross-Functional Initiatives
Description: Establish a continuous improvement process for the organization's cross-functional initiatives within AI risk management, regularly assessing their effectiveness based on team performance and stakeholder feedback.
Examples of Effective Evidence: 
• Documentation of periodic reviews assessing the outcomes of cross-functional initiatives and their impacts on AI risk management decisions.
• Action plans derived from reviews highlighting areas for improvement and strategies for addressing identified gaps in multidisciplinary efforts.
• Feedback records from stakeholders regarding the effectiveness of initiatives aimed at improving cross-functionality in risk management teams.
• Reports documenting changes made to practices based on evaluations and stakeholder insights, demonstrating a commitment to ongoing improvement.
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Control Objective:

	Id
	Name
	Description

	GV-3.2.1
	Human-AI Supervision Policies
	The organization develops, periodically reviews, and updates policies and protocols for human involvement, oversight, and disclosure throughout the AI lifecycle. These policies should address risks such as automation complacency, anthropomorphization, and disinformation by including measures to prevent unapproved interactions, promote transparency, and mitigate undue reliance. They should also establish safeguards for human override, communication, and external stakeholder engagement to ensure responsible and aligned AI deployment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to develop policies for human-AI involvement and supervision of AI systems. However, these policies may be limited in scope, not fully consider factors such as complexity, impact, and potential risks, or not be consistently applied throughout the AI lifecycle.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established comprehensive policies for human-AI involvement and supervision of AI systems throughout the lifecycle. These policies consider factors such as complexity, impact, and potential risks, and include safeguards against unapproved human-AI interaction, although their implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' policies for human-AI involvement and supervision of AI systems are fully integrated into the organization's overall AI governance framework. These policies are consistently applied throughout the AI lifecycle, regularly reviewed and updated based on feedback and best practices, and are supported by robust training, monitoring, and enforcement mechanisms.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Human Involvement Policies
	Policies for human involvement in AI systems are inadequate or missing



Implementation Guidelines: 

Develop clear policies, guidelines, and protocols for human involvement, oversight, and disclosure throughout the AI lifecycle. These should specify conditions that require human intervention (e.g., unexpected or harmful outputs) and outline the steps for effective override and correction. Ensure these protocols are based on a thorough understanding of the AI system’s capabilities, limitations, and associated risks, with a focus on high-risk or high-impact applications.

Engage external stakeholders (e.g., industry experts, regulators) to align these guidelines with evolving norms and best practices for responsible AI development and deployment. Incorporate assessments of system complexity and potential impact to identify where human oversight is most critical.

Design specific, actionable roles and responsibilities for human operators at each stage—design, development, deployment, and monitoring—detailing when and how intervention is expected. Policies should promote transparency by including disclosure of AI interactions and safeguards to prevent undue reliance, anthropomorphization, or susceptibility to disinformation.

Ensure these policies are communicated clearly to all relevant stakeholders, such as developers, operators, and managers, and provide regular training to ensure they understand and can effectively apply the guidelines. Regularly review and update the policies and protocols to adapt to changing risks, regulatory requirements, and industry standards, ensuring ongoing effectiveness and alignment with responsible AI practices.

Example Controls and Evidence: 

Example Control 1: Development of Human-AI Supervision Policies
Description: Establish comprehensive policies and protocols that define the necessary human involvement and oversight throughout the AI lifecycle, addressing specific risks associated with AI use.
Examples of Effective Evidence: 
• Documentation of the human-AI supervision policies, including clear definitions of roles and responsibilities for oversight.
• Records of consultations with experts to identify and address risks such as automation complacency, anthropomorphization, and disinformation in policy development.
• Policy drafts that include measures for promoting transparency and preventing unapproved interactions with AI systems.
• Approval records indicating that the human-AI supervision policies have been reviewed and endorsed by relevant stakeholders.

Example Control 2: Regular Policy Review and Update Process
Description: Implement a periodic review process to evaluate and update human-AI supervision policies, ensuring they remain relevant and effective against emerging risks and industry standards.
Examples of Effective Evidence: 
• Review schedules detailing when and how human-AI supervision policies will be assessed.
• Meeting minutes or reports documenting discussions and outcomes from policy review sessions.
• Revision logs showing changes made to the policies and the rationale for those changes.
• Stakeholder feedback collected during reviews to inform updates to supervision policies.

Example Control 3: Training and Awareness Programs
Description: Provide training for relevant personnel on human-AI supervision policies, highlighting the importance of oversight and the risks associated with AI deployment to promote adherence.
Examples of Effective Evidence: 
• Training materials covering the details of human-AI supervision policies and the rationale behind them.
• Attendance records from training sessions where stakeholders learned about supervision and oversight practices.
• Feedback forms assessing the effectiveness and clarity of the training provided to participants.
• Competency assessments demonstrating participants' understanding of human-AI integration and supervision requirements.

Example Control 4: Safeguards for Human Oversight and Override
Description: Establish safeguards that enable human oversight and override capabilities in AI decision-making processes, ensuring that personnel can intervene when necessary.
Examples of Effective Evidence: 
• Documentation detailing procedures for human intervention and override mechanisms in AI systems.
• Records of testing the effectiveness and reliability of override functionalities during operational scenarios.
• Audit logs tracking instances where human override has been enacted and the outcomes of those interventions.
• Reports summarizing evaluations of the safeguards in place, identifying any areas for improvement.

Example Control 5: Stakeholder Communication and Engagement
Description: Develop and document strategies for engaging external stakeholders in discussions about human-AI supervision, including measures for transparency and collective responsibility in AI deployment.
Examples of Effective Evidence: 
• Communication plans outlining how and when stakeholders will be informed about human-AI supervision policies and practices.
• Records of stakeholder engagement sessions, including attendance, agendas, and feedback collected.
• Documentation of stakeholder concerns or suggestions raised during discussions and subsequent actions taken.
• Reports summarizing the outcomes of stakeholder engagement initiatives related to human involvement in AI oversight.


Control Objective:

	Id
	Name
	Description

	GV-3.2.2
	Monitoring Human-AI Oversight
	The organization implements mechanisms (e.g., audits, performance evaluations, feedback loops) to monitor and assess human-AI interactions, including behavioral risks like automation complacency or inappropriate overreliance. Data collected should inform decision-making and resource allocation, and policies should promote understanding of AI limitations to prevent overreliance. Integration with ongoing monitoring processes should specifically include assessments of how effectively human operators are interacting with and overseeing AI systems, evaluating the quality and outcomes of human-AI collaboration.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have implemented mechanisms to monitor and assess human-AI interaction and oversight effectiveness. These mechanisms may include audits, performance evaluations, and feedback loops, and the data gathered is used to inform decision-making and resource allocation. However, the use of these mechanisms may not yet be fully consistent or integrated across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations monitor and assess human-AI interaction and oversight effectiveness that is fully integrated into the organization's AI governance processes. The organization has robust, automated mechanisms in place, including regular audits, performance evaluations, and feedback loops, and the data gathered is systematically analyzed and used to drive continuous improvement in human-AI interaction and oversight. The effectiveness of these mechanisms is regularly reviewed and updated based on best practices and emerging trends.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unaddressed Human-AI Risks
	Human-AI interaction risks (overreliance, complacency) are unmonitored and unaddressed



Implementation Guidelines: 

Implement robust mechanisms to monitor and assess the effectiveness of human-AI interaction and oversight. This should include regular audits of AI systems to ensure human oversight is being applied consistently and effectively, as well as performance evaluations of human operators to assess their ability to interact with and oversee AI systems. Integration with wider monitoring processes should involve evaluating the effectiveness of human participation within these processes — such as how well human operators detect issues, respond to alerts, and understand AI limitations.

Establish feedback loops that enable human operators to report on system performance, highlight issues, and suggest improvements. Collect and analyze data on AI performance metrics—such as error rates, false positives, and false negatives—and use this information to guide decision-making and allocate resources effectively. Address identified performance gaps through targeted actions, like additional training for operators or adjustments to AI algorithms.

To mitigate behavioral risks, such as automation complacency and emotional entanglement, ensure policies promote understanding of AI limitations, encourage appropriate scrutiny, and discourage overreliance or anthropomorphization. Regularly communicate monitoring results, including assessments of how effectively human oversight is functioning, to senior leadership and stakeholders to maintain transparency, accountability, and continuous improvement in human-AI oversight.

Example Controls and Evidence: 

Example Control 1: Human-AI Interaction Audit Process
Description: Implement a structured audit process to monitor human-AI interactions, identifying behavioral risks such as automation complacency and inappropriate overreliance on AI systems.
Examples of Effective Evidence: 
• Audit checklists that outline criteria for evaluating human-AI interactions and associated risks.
• Documentation of audit schedules and completed audits, including findings and recommendations.
• Reports summarizing trends observed during audits related to human behavior and AI usage.
• Records of follow-up actions taken to address identified risks from audit findings.

Example Control 2: Performance Evaluation of Human Operators
Description: Conduct regular performance evaluations of human operators overseeing AI systems, assessing their effectiveness in managing AI outputs and interactions.
Examples of Effective Evidence: 
• Evaluation criteria and metrics used to assess human operator performance in managing AI systems.
• Performance review documentation including individual evaluations and feedback from supervisors.
• Records of assessment results that highlight the strengths and weaknesses of human-AI oversight.
• Action plans developed in response to performance evaluations aimed at improving human interaction with AI systems.

Example Control 3: Feedback Loop Mechanisms
Description: Establish feedback loop mechanisms that allow human operators and stakeholders to provide input regarding human-AI collaboration, promoting continuous improvement and learning.
Examples of Effective Evidence: 
• Documentation of feedback collection methods, such as surveys, interviews, or discussion forums specifically tailored for human operators.
• Summaries of feedback received on human-AI interactions, outlining key themes and actionable insights.
• Records of how feedback has been addressed or incorporated into operational practices or policies.
• Reports detailing any changes made to systems or processes as a result of stakeholder feedback.

Example Control 4: Training on AI Limitations and Risks
Description: Provide training for personnel on the limitations of AI systems and potential risks related to overreliance, ensuring that human operators understand how to effectively collaborate with AI.
Examples of Effective Evidence: 
• Training materials that emphasize AI limitations and best practices for human oversight.
• Attendance records for training sessions attended by personnel responsible for interacting with AI systems.
• Assessment results measuring the understanding of AI limitations and the risks of overreliance before and after training.
• Feedback surveys from training participants evaluating the relevance and effectiveness of the content provided.

Example Control 5: Ongoing Monitoring and Improvement of Oversight Processes
Description: Integrate assessments of human-AI interactions into ongoing monitoring processes, ensuring that the effectiveness of oversight practices is evaluated and refined based on data collected.
Examples of Effective Evidence: 
• Documentation of monitoring processes that specifically evaluate the quality and outcomes of human-AI collaboration.
• Regularly produced reports summarizing findings from ongoing assessments and their implications for oversight practices.
• Records of iterative improvements made to oversight processes based on monitoring results and identified trends.
• Meeting minutes from review sessions discussing the effectiveness of current monitoring mechanisms and any proposed changes.
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Control Objective:

	Id
	Name
	Description

	GV-4.1.1
	AI Trustworthy Principles and Communication
	The organization regularly reviews AI Trustworthy Principles prioritizing safety, critical thinking, and the minimization of potential negative impacts in AI system design, development, deployment, and use. These principles are clearly communicated to stakeholders and integrated into relevant training programs.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish AI Trustworthy Principles that prioritize safety, critical thinking, and the minimization of potential negative impacts. However, these principles may not be fully developed, regularly reviewed, or consistently communicated and integrated into training programs.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established comprehensive AI Trustworthy Principles that prioritize safety, critical thinking, and the minimization of potential negative impacts. These principles are regularly reviewed, clearly communicated to stakeholders, and integrated into relevant training programs, although their application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI Trustworthy Principles prioritizing safety, critical thinking, and the minimization of potential negative impacts are fully integrated into the organization's culture and processes. These principles are consistently applied, regularly reviewed and updated based on feedback and best practices, and are deeply embedded into all aspects of AI system design, development, deployment, and use.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unprioritized Trustworthy AI
	AI Trustworthy Principles are not prioritized in AI system design and operation



Implementation Guidelines: 

Regularly review the set of AI Trustworthy Principles (established in GOVERN 1.2) that prioritize safety, critical thinking, and the minimization of potential negative impacts to foster a safety-first mindset in the design, development, deployment, and use of AI systems. These principles should be based on industry best practices, regulatory requirements, and the organization's values and risk appetite.

Engage with a multidisciplinary group of stakeholders, including AI developers, business leaders, and end-users, to ensure the principles are comprehensive and reflect a range of perspectives. Once established, communicate these principles clearly and consistently to all relevant stakeholders, including employees, partners, and customers.

Integrate the principles into relevant training programs, such as onboarding for new hires and ongoing professional development for existing staff. Regularly review and update the principles to ensure they remain relevant and effective, taking into account changes in the AI landscape, emerging risks, and stakeholder feedback.

Example Controls and Evidence: 

Example Control 1: AI Trustworthy Principles Documentation
Description: Establish and maintain documentation of the organization's AI Trustworthy Principles, emphasizing safety, critical thinking, and the minimization of potential negative impacts throughout the AI lifecycle.
Examples of Effective Evidence: 
• A written document outlining the organization’s AI Trustworthy Principles, including definitions and guiding philosophies.
• Records of updates made to the principles reflecting changes based on new insights or stakeholder feedback.
• Meeting minutes from sessions discussing the formulation or revision of AI   Trustworthy Principles.
• Communication materials disseminating the principles to all stakeholders within and outside the organization.

Example Control 2: Stakeholder Communication Strategy
Description: Develop a communication strategy to regularly share the organization’s AI Trustworthy Principles with stakeholders, ensuring transparency and understanding of safety considerations in AI practices.
Examples of Effective Evidence: 
• Communication plans detailing how and when stakeholders will be informed about AI Trustworthy Principles.
• Reports summarizing engagement activities, including presentations or workshops held to discuss AI principles with stakeholders.
• Feedback collected from stakeholders on their understanding and perception of the communicated principles.
• Documentation of outreach initiatives aiming to raise awareness and foster dialogue about trustworthy AI practices.

Example Control 3: Integration into Training Programs
Description: Integrate AI Trustworthy Principles into relevant training programs for personnel involved in the design, development, deployment, and use of AI systems.
Examples of Effective Evidence: 
• Training materials that include sections or modules dedicated to AI Trustworthy Principles and their application.
• Attendance records of personnel participating in training sessions that cover AI Trustworthy Principles.
• Evaluation results demonstrating participant understanding of how to apply AI Trustworthy Principles in their work.
• Documentation of training sessions that specifically emphasize the importance of safety considerations in AI practices.

Example Control 4: Regular Review of AI Trustworthy Principles
Description: Schedule periodic reviews of the organization’s AI Trustworthy Principles to ensure they remain relevant and aligned with evolving industry standards and organizational objectives.
Examples of Effective Evidence: 
• Review schedules and records indicating when the principles were last evaluated and by whom.
• Documentation of findings from reviews, including recommendations for updates or modifications to the principles.
• Feedback forms assessing the effectiveness and applicability of current principles from participants involved in the review process.
• Reports detailing actions taken to revise and communicate any updates to the AI Trustworthy Principles.

Example Control 5: Monitoring Implementation of AI Trustworthy Principles
Description: Implement mechanisms to monitor the application of AI Trustworthy Principles within AI systems, tracking how they influence design, development, and deployment practices.
Examples of Effective Evidence: 
• Documentation of monitoring processes that track adherence to AI Trustworthy Principles during project lifecycles.
• Reports summarizing instances where principles were successfully integrated into AI system development.
• Records of observations or audits evaluating the application of AI Trustworthy Principles in projects.
• Feedback from stakeholders on the perceived effectiveness of the principles in guiding AI practices and reducing risks.


Control Objective:

	Id
	Name
	Description

	GV-4.1.2
	Open Risk Communication Policies
	The organization develops and implements policies fostering open communication, proactive risk reporting, and a risk-aware culture across the AI lifecycle, integrating these practices into existing management systems and workflows. These policies include whistleblower protections, independent oversight, critical practices like pair programming, dogfooding, and external audits, ensuring employees and stakeholders can raise concerns and practice effective challenge without retribution.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have developed and implemented policies and practices that encourage open communication and proactive identification and reporting of potential risks throughout the AI lifecycle. These policies create an environment where individuals feel empowered to raise concerns, challenge assumptions, and engage in constructive dialogue, although their application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' policies and practices that encourage open communication and proactive identification and reporting of potential risks are fully integrated into the organization's culture and processes. These policies are consistently applied, regularly reviewed and updated based on feedback and best practices, and are supported by robust training, recognition, and reward systems that reinforce the importance of raising concerns and engaging in constructive dialogue.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Ineffective Risk Communication Policies
	Policies don't foster open communication and risk awareness in AI lifecycle



Implementation Guidelines: 

Develop and implement policies and practices that encourage open communication and proactive identification and reporting of potential risks throughout the AI lifecycle, integrating these into existing operational and governance frameworks. These policies should create an environment where individuals feel empowered to raise concerns, challenge assumptions, and engage in constructive dialogue without fear of retribution.

Establish clear channels for reporting potential risks, such as a dedicated email address or online portal, and ensure these channels are widely communicated and easily accessible within existing communication and management systems. Provide training to all relevant stakeholders on how to identify and report potential risks, including examples of the types of risks that should be reported and the process for doing so. Encourage and support the practice of effective challenge to promote critical thinking and oversight.

Establish a process for reviewing and investigating reported risks, ensuring this process is transparent and objective, and seamlessly integrate it into current risk management and escalation procedures. Communicate the outcomes of risk investigations to relevant stakeholders, and take appropriate action to mitigate any identified risks. Recognize and reward individuals who proactively identify and report potential risks to reinforce a culture of transparency and accountability.

Example Controls and Evidence: 

Example Control 1: Open Communication Policies
Description: Develop and implement clear open communication policies that encourage stakeholder dialogue, proactive risk reporting, and a culture of transparency across the AI lifecycle.
Examples of Effective Evidence: 
• Documented open communication policy outlining expectations and channels for risk reporting and feedback.
• Internal communications (e.g., emails, intranet posts) promoting the importance of open communication in risk management.
• Records of workshops or training sessions conducted to raise awareness of open communication practices among employees.
• Feedback from employees assessing their understanding and comfort level with current communication policies.

Example Control 2: Escalation Protection Framework
Description: Establish an escalation protection framework that safeguards employees who report concerns related to AI risks, ensuring they can do so without fear of retribution.
Examples of Effective Evidence: 
• Documentation of escalation protection policies that outline reporting procedures and protections afforded to employees or third parties raising concerns.
• Records of any escalations reported, including how they were handled and outcomes.
• Communication materials distributed to staff explaining the escalation protection mechanisms in place.
• Feedback from employees and third parties regarding their awareness and trust in the escalation process.

Example Control 3: Independent Oversight Mechanisms
Description: Integrate independent oversight mechanisms into AI risk management practices to enhance accountability and ensure impartial evaluations of risk reporting and handling.
Examples of Effective Evidence: 
• Documentation of oversight processes and independent review committee structures related to AI risks.
• Minutes from independent oversight committee meetings discussing risk evaluations and stakeholder concerns.
• Reports from independent audits assessing the organization’s handling of AI risks and adherence to policies.
• Records indicating recommendations made by oversight committees and actions taken in response.

Example Control 4: Implementation of Critical Practices
Description: Implement critical practices such as pair programming, dogfooding, and regular external audits to bolster a risk-aware culture and minimize potential risks within AI systems.
Examples of Effective Evidence: 
• Documentation of pair programming sessions, including participant logs and observed outcomes.
• Records of dogfooding practices indicating how AI systems are tested internally before external deployment.
• Audit reports detailing findings from external evaluations of AI systems and resulting recommendations for improvement.
• Training materials promoting the importance and implementation of these critical practices within teams.

Example Control 5: Continuous Improvement of Risk Communication Practices
Description: Establish processes for the continuous improvement of risk communication practices, regularly gathering feedback from stakeholders to refine reporting mechanisms and ensure effectiveness.
Examples of Effective Evidence: 
• Feedback surveys distributed to stakeholders to assess the effectiveness of risk communication practices and reporting processes.
• Summary reports documenting the results of feedback gathered and assessments of current practices.
• Records of adjustments made to communication policies or practices based on stakeholder feedback and evaluation outcomes.
• Action plans developed in response to feedback or audits aimed at improving risk communication practices.


Control Objective:

	Id
	Name
	Description

	GV-4.1.3
	AI Safety Lessons and Best Practices
	The organization implements an improvement process that captures, shares, and applies lessons learned and best practices related to AI safety and risk management. This process promotes effective challenge through regular debriefs, case studies, cross-functional collaboration, and the integration of insights into policies, practices, and training programs to drive ongoing enhancement of the organization's critical thinking and safety-first mindset in AI development and deployment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have implemented an improvement process that captures, shares, and applies lessons learned and best practices related to AI safety and risk management. This process includes regular debriefs, case studies, cross-functional collaboration, and the integration of insights into policies, practices, and training programs, although its application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' improvement process for capturing, sharing, and applying lessons learned and best practices related to AI safety and risk management is fully integrated into the organization's culture and processes. This process is consistently applied, regularly reviewed and updated based on feedback and best practices, and is supported by robust knowledge management systems and metrics that track the impact of lessons learned on the organization's safety-first mindset in AI development and deployment.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Lessons Learned Integration
	Improvement process lacks integration of lessons learned in AI safety



Implementation Guidelines: 

Implement an improvement process that captures, shares, and applies lessons learned and best practices related to AI safety and risk management. Foster an environment that encourages effective challenge to continuously evaluate and improve these practices. This process should include regular debriefs and case studies to identify what worked well and what could be improved in the organization's approach to AI safety and risk management.

Encourage cross-functional collaboration and knowledge sharing to ensure that insights and best practices are disseminated widely across the organization. Establish a centralized repository for capturing and storing lessons learned and best practices, and ensure this repository is easily accessible to all relevant stakeholders.

Integrate insights and best practices into the organization's policies, practices, and training programs to drive ongoing enhancement of the organization's critical thinking and safety-first mindset in AI development and deployment. Regularly review and update the improvement process to ensure it remains effective and relevant, taking into account changes in the AI landscape, emerging risks, and stakeholder feedback.

Example Controls and Evidence: 

Example Control 1: Lessons Learned and Best Practices Repository
Description: Establish a centralized repository for capturing and documenting lessons learned and best practices related to AI safety and risk management, ensuring easy access for all stakeholders.
Examples of Effective Evidence: 
• Documentation of the repository structure, including categories for different types of lessons and best practices.
• Records of lessons learned and best practices entries, including case studies and their outcomes.
• User access logs indicating how frequently the repository is utilized by team members.
• Feedback from users regarding the usefulness and clarity of documented lessons and practices.

Example Control 2: Regular Debriefing Sessions
Description: Conduct regular debriefing sessions following significant AI incidents or project milestones to discuss lessons learned and encourage open dialogue among team members.
Examples of Effective Evidence: 
• Agendas and minutes from debriefing sessions that outline key discussion points and lessons identified.
• Records of attendance for team members involved in debriefing sessions, ensuring wide participation.
• Action items generated from debrief discussions, documenting plans for improvement.
• Feedback collected from participants on the efficacy of debriefing sessions and their perceived impact on future practices.

Example Control 3: Cross-Functional Collaboration Initiatives
Description: Promote cross-functional collaboration by involving multidisciplinary teams in discussions about AI safety lessons and best practices to enrich perspectives and knowledge sharing.
Examples of Effective Evidence: 
• Records of cross-functional meetings that include participants from different departments working on AI projects.
• Documentation of collaborative projects or initiatives that arise from cross-functional discussions on AI safety.
• Feedback forms assessing the value of cross-functional engagement in enhancing understanding of AI safety issues.
• Summaries of insights gained from collaborative sessions that inform organizational safety practices.

Example Control 4: Integration into Policies and Practices
Description: Integrate insights and best practices from safety lessons learned into organizational policies, practices, and training programs to enhance the overall safety culture.
Examples of Effective Evidence: 
• Documentation of updates made to policies reflecting lessons learned from past incidents or best practices.
• Training materials updated to include new safety insights and practices derived from collected lessons.
• Records of employee access to updated policies and training reflecting integrated practices.
• Review reports evaluating the effectiveness of implemented changes in policies and practices.

Example Control 5: Continuous Safety Improvement Framework
Description: Establish a continuous improvement framework that encourages ongoing enhancements based on safety lessons and best practices, fostering a safety-first mindset in AI development and deployment.
Examples of Effective Evidence: 
• Documentation outlining the continuous improvement framework, including processes for incorporating lessons learned into ongoing practices.
• Metrics demonstrating improvements in safety-related performance indicators over time.
• Records of periodic reviews assessing the effectiveness of the continuous improvement efforts and their alignment with organizational goals.
• Feedback from stakeholders regarding the impact of the improvement process on fostering a culture of safety within AI initiatives.
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Control Objective:

	Id
	Name
	Description

	GV-4.2.1
	AI Risk and Impact Documentation Templates
	The organization establishes standardized templates and guidelines for documenting AI system risks and potential impacts throughout the AI lifecycle. These templates support informed risk assessment and estimation processes, facilitating consistent documentation across teams and projects.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish templates and guidelines for documenting AI system risks and potential impacts. However, these templates and guidelines may be limited in scope, not fully standardized, or not consistently applied throughout the AI lifecycle.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established comprehensive, standardized templates and guidelines for documenting AI system risks and potential impacts throughout the AI lifecycle. These templates provide consistent documentation across teams and projects, facilitating effective risk management and communication, although their application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' standardized templates and guidelines for documenting AI system risks and potential impacts are fully integrated into the organization's AI development and deployment processes. These templates are consistently applied, regularly reviewed and updated based on feedback and best practices, and are supported by robust training and quality assurance mechanisms to ensure comprehensive and accurate documentation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Standardized AI Templates
	Standardized templates and guidelines are inadequate for AI system risk documentation



Implementation Guidelines: 

Establish standardized templates and guidelines for use throughout the AI lifecycle to ensure consistent and effective documentation of AI system risks and potential impacts. These templates should be designed to support informed risk assessment and estimate processes (e.g., in MAP 5.1), capturing key information such as the nature and severity of identified risks, potential impacts on stakeholders, and proposed mitigation strategies.

Engage with a multidisciplinary group of stakeholders, including AI developers, risk managers, and subject matter experts, to ensure the templates are comprehensive and user-friendly. Provide training and guidance to teams on how to use the templates effectively, including examples of best practices and common pitfalls to avoid. Regularly review and update the templates based on feedback from users and changes in the AI risk landscape to ensure they remain relevant and effective.

Example Controls and Evidence: 

Example Control 1: Development of Standardized Documentation Templates
Description: Create standardized templates and guidelines for documenting AI system risks and potential impacts, ensuring consistency and clarity throughout the AI lifecycle.
Examples of Effective Evidence: 
• Copies of standardized templates for risk and impact documentation outlining required fields and instructions.
• Documentation indicating the guidelines developed for using the templates effectively across various AI projects.
• Records of training sessions conducted to familiarize teams with the new documentation templates.
• Examples of completed templates showcasing consistent use across different AI systems and projects.

Example Control 2: Training on Documentation Standards
Description: Provide training for personnel on the use of standardized documentation templates to enhance understanding and compliance with documentation standards.
Examples of Effective Evidence: 
• Training materials and presentations used to educate staff on the documentation process and template usage.
• Attendance records of personnel participating in training sessions on documentation standards.
• Feedback surveys assessing the clarity and effectiveness of the training provided.
• Documentation of follow-up sessions or resources offered to reinforce training on proper use of templates.

Example Control 3: Quality Assurance Checks
Description: Implement quality assurance checks to review and validate completed risk and impact documentation, ensuring adherence to established templates and guidelines.
Examples of Effective Evidence: 
• Audit logs of risk documentation reviewed including findings and any necessary corrective actions taken.
• Quality review checklists used to assess compliance with documentation standards across teams.
• Records of issues identified during quality checks and subsequent resolutions or adjustments made.
• Reports summarizing the results of quality assurance evaluations, including trends in compliance over time.

Example Control 4: Feedback and Continuous Improvement
Description: Establish a feedback mechanism for personnel to provide input on the effectiveness of documentation templates, allowing for continuous improvement based on user experiences.
Examples of Effective Evidence: 
• Feedback forms or surveys distributed to personnel after they use the documentation templates.
• Summaries of stakeholder feedback sessions discussing improvements or challenges experienced with the templates.
• Records of adjustments made to templates based on feedback received, with justifications for changes.
• Reporting on how feedback has informed the evolution of documentation practices within the organization.

Example Control 5: Integration of Templates into Risk Assessment Processes
Description: Ensure that the standardized documentation templates are integrated into risk assessment and estimation processes to improve the consistency and reliability of risk evaluation.
Examples of Effective Evidence: 
• Documentation showing how the templates are incorporated into the risk assessment workflow.
• Records of risk assessments that utilized the standardized templates, showcasing alignment with organizational protocols.
• Reports evaluating the effectiveness of the templates in enhancing the accuracy and consistency of risk evaluations.
• Meeting notes discussing the integration of templates into risk management processes and how they support risk mitigation efforts.


Control Objective:

	Id
	Name
	Description

	GV-4.2.2
	Risk Documentation Review and Updates
	The organization regularly reviews and updates AI risk and impact documentation based on stakeholder feedback (e.g., end-users, subject matter experts, external advisors), ensuring that the information remains accurate, relevant, and actionable. This feedback is used to refine AI risk management practices and inform targeted risk mitigation strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations regularly review and update AI risk and impact documentation based on stakeholder feedback. This process ensures that the information remains accurate, relevant, and actionable, and is used to refine AI risk management practices and inform targeted risk mitigation strategies, although its application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, the process for regularly reviewing and updating AI risk and impact documentation based on stakeholder feedback is fully integrated into the organization's AI governance and risk management processes. This process is consistently applied, supported by robust stakeholder engagement mechanisms, and is used to continuously refine AI risk management practices and inform targeted risk mitigation strategies.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Outdated Risk Documentation
	AI risk and impact documentation is not regularly reviewed or updated



Implementation Guidelines: 

Regularly review and update AI risk and impact documentation based on stakeholder feedback. Establish a process for soliciting feedback from a multidisciplinary range of stakeholders, including end-users, subject matter experts, and external advisors. This process should include various feedback mechanisms, such as surveys, focus groups, and one-on-one interviews, to ensure all perspectives are captured.

Analyze feedback to identify common themes and areas for improvement, and use this information to refine AI risk management practices and inform targeted risk mitigation strategies. Communicate the results of the feedback process to stakeholders and demonstrate how their input has been used to drive improvements in AI risk management.

Example Controls and Evidence: 

Example Control 1: Scheduled Risk Documentation Reviews
Description: Establish a regular schedule for reviewing AI risk and impact documentation, ensuring that it remains current and reflective of stakeholder insights and evolving conditions.
Examples of Effective Evidence: 
• Documentation of the review schedule, including dates and participants involved in each review session.
• Meeting minutes summarizing discussions and decisions regarding updates to risk documentation.
• Notification logs indicating when reviews of specific documentation took place and the stakeholders involved.
• Reports detailing any changes made to documentation as a result of the review process.

Example Control 2: Stakeholder Feedback Integration
Description: Implement processes for systematically gathering and integrating stakeholder feedback concerning AI risk and impact documentation to enhance its relevance and usability.
Examples of Effective Evidence: 
• Records of feedback collection methods used (e.g., surveys, interviews, focus groups) to engage stakeholders.
• Summaries of stakeholder feedback, including thematic analysis and unique insights shared during consultations.
• Documentation of how feedback influenced specific updates or revisions in risk documentation.
• Lists of stakeholder groups consulted for feedback and a summary of the responses received.

Example Control 3: Continuous Improvement of Risk Management Practices
Description: Use insights from stakeholder feedback and documentation reviews to refine AI risk management practices and inform targeted risk mitigation strategies.
Examples of Effective Evidence: 
• Action plans outlining informed adjustments to risk management practices based on the most recent feedback.
• Documentation of updates to risk mitigation strategies that highlight specific changes made for improved effectiveness.
• Records of workshops or training sessions that take place to incorporate lessons learned from stakeholder feedback into risk management practices.
• Evaluation reports tracking the success of implemented changes in risk management as a result of stakeholder input.

Example Control 4: Documentation of Updates and Changes
Description: Maintain comprehensive records of all updates made to AI risk and impact documentation, including the rationale behind changes and stakeholder contributions.
Examples of Effective Evidence: 
• Change logs that detail each modification made to documentation and the reasoning for those changes.
• Revision history showing past iterations of the risk documentation and what updates were made.
• Records of stakeholder involvement in discussions related to documentation updates, including their recommendations.
• Summary reports that capture the decision-making process related to modifications and highlight key contributions from stakeholders.

Example Control 5: Regular Training on Updated Practices
Description: Provide training sessions for personnel on updated AI risk and impact documentation to ensure that all relevant staff are aware of and understand new procedures and practices.
Examples of Effective Evidence: 
• Training materials that include updated content from the revised risk documentation.
• Attendance records for training sessions conducted to familiarize staff with the updated documentation and practices.
• Feedback surveys from participants regarding the clarity and applicability of the training content.
• Competency assessments evaluating staff understanding of new practices reflected in the updated risk documentation.


Control Objective:

	Id
	Name
	Description

	GV-4.2.3
	Benefits Monitoring and Updates Plan
	The organization creates a plan to regularly review and update documentation of the AI system’s actual and potential benefits as its functionality, performance, and context of use evolve.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	Organizations at the evolving stage develop plans to periodically review and update documentation of AI system benefits as the system evolves.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations begin establishing communication channels and feedback mechanisms to gather input from end users, domain experts, and impacted communities about the perceived benefits and value of AI systems.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Outdated Benefit Documentation
	AI system benefit documentation is not regularly reviewed and updated



Implementation Guidelines: 

Create a plan to regularly review and update documentation of the AI system's potential benefits as its functionality, performance, and context of use evolve. Engage relevant stakeholders, such as data scientists, domain experts, and end-users, to establish an appropriate frequency and process for these reviews and updates. Develop a standardized framework for conducting the reviews, including the specific criteria, methods, and participants involved. 

Ensure the review process is thorough and holistic, considering factors such as changes in the AI system's functionality, performance improvements, shifts in the intended context of use, and evolving stakeholder needs and expectations. Document the results of each review, noting identified areas for improvement or updates to the documented potential benefits and ensuring this documentation is easily accessible to relevant parties.

Communicate changes or updates to the documentation to relevant stakeholders, and provide training and support as needed to ensure they are understood and effectively implemented. Regularly evaluate and refine the review plan to maintain its relevance and effectiveness.

Example Controls and Evidence: 

Example Control 1: Benefits Documentation Framework
Description: Establish a comprehensive framework for documenting the actual and potential benefits of AI systems, ensuring consistent updates reflective of evolving functionalities and performance.
Examples of Effective Evidence: 
• Documentation outlining the framework for benefits assessment, including metrics and evaluation criteria.
• Records of benefits documentation detailing current functionalities, expected outcomes, and performance indicators.
• Assessment reports that provide insights into how benefits have evolved over time due to system updates or changes in context.
• Checklists used during updates to ensure all relevant benefits are captured and evaluated.

Example Control 2: Scheduled Benefit Reviews
Description: Implement a routine schedule for reviewing the documented benefits of AI systems, aligning reviews with system updates, performance evaluations, and changing contexts of use.
Examples of Effective Evidence: 
• Review calendars detailing the frequency and scope of benefit assessments conducted for each AI system.
• Meeting minutes from benefit review sessions summarizing discussions on actual and potential benefits.
• Documentation of findings from benefit reviews, including recommendations for adjustments or enhancements.
• Reports highlighting trends and changes in benefits as a result of continuous evaluation.

Example Control 3: Stakeholder Engagement in Benefit Assessment
Description: Engage relevant stakeholders in the review of benefits to gather multidisciplinary insights and ensure that the documented benefits align with user needs and expectations.
Examples of Effective Evidence: 
• Records of consultations or workshops held with stakeholders to discuss the benefits of AI systems.
• Summaries of stakeholder feedback highlighting their insights on perceived benefits and areas for improvement.
• Documentation of stakeholder contributions influencing the refinement of benefits assessments.
• Feedback forms capturing stakeholders' perceptions of the relevance and clarity of documented benefits.

Example Control 4: Continuous Monitoring of Performance Metrics
Description: Develop monitoring mechanisms to continuously assess performance metrics related to the benefits of AI systems, allowing for timely updates and enhancements based on real-world data.
Examples of Effective Evidence: 
• Monitoring dashboards displaying key performance metrics associated with the benefits of AI systems over time.
• Regularly generated reports analyzing performance data and its implications on expected outcomes.
• Logs of alerts or notifications triggered by deviations from expected performance benefiting users.
• Records of follow-up actions taken in response to performance data that directly influence benefits documentation.

Example Control 5: Documentation of Revisions and Updates
Description: Maintain comprehensive documentation of revisions made to the benefits documentation, including rationale for changes and the effects of stakeholder feedback and performance evaluations.
Examples of Effective Evidence: 
• Revision history logs tracking changes made to benefits documentation over time.
• Documentation of decisions made regarding updates based on stakeholder feedback and performance reviews.
• Summaries of lessons learned during the assessment process that informed adjustments to benefits documentation.
• Records of meetings discussing changes to benefit documentation and the decisions reached during such discussions.


Control Objective:

	Id
	Name
	Description

	GV-4.2.4
	AI Risk Communication and Stakeholder Transparency
	The organization develops and implements a comprehensive communication strategy to proactively share information about AI risks, potential impacts, and risk mitigation actions with relevant internal and external stakeholders. This plan includes tailored messaging, engagement mechanisms, and channels for stakeholder feedback, fostering transparency, accountability, and building trust in the organization’s AI risk management practices and responsible AI development and deployment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have developed a targeted communication plan to share information about AI risks and potential impacts with internal and external stakeholders. This plan includes tailored messaging and feedback mechanisms, promoting transparency and accountability in AI management, although its implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' targeted communication plan for sharing information about AI risks and potential impacts with internal and external stakeholders is fully integrated into the organization's overall communication strategy. This plan is consistently implemented, regularly reviewed and updated based on feedback and best practices, and is supported by robust metrics that track its effectiveness in promoting transparency and accountability in AI management.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of AI Risk Communication
	Communication strategy lacks sharing of AI risks with key stakeholders



Implementation Guidelines: 

Develop and implement a comprehensive communication strategy to proactively share information about AI risks, potential impacts, and mitigation efforts with key internal and external stakeholders. Begin by identifying relevant stakeholder groups—such as employees, customers, regulators, and the public—and tailor messaging and engagement strategies to their specific needs, technical understanding, and concerns.

Establish clear communication channels and feedback mechanisms to ensure stakeholders can easily access information, raise questions, and provide input. Use a variety of communication platforms—such as websites, social media, press releases, and stakeholder meetings—and develop processes for responding to inquiries promptly and transparently.

Regularly review and update communication materials, incorporating stakeholder feedback, new developments in AI risk management, and lessons learned from incidents or ongoing monitoring. Highlight the organization’s commitment to responsible AI development and deployment by sharing specific actions taken to address risks and impacts. Consider engagement with external experts or industry groups to validate messaging and enhance credibility, fostering transparency and trust in the organization’s AI risk management practices.

Example Controls and Evidence: 

Example Control 1: Comprehensive Communication Strategy Development
Description: Develop a comprehensive communication strategy outlining how AI risks and mitigation actions are shared with internal and external stakeholders, ensuring that information is conveyed effectively and transparently
Examples of Effective Evidence: 
• Documentation of the communication strategy, detailing objectives, target audiences, and key messages related to AI risks.
• Communication plan that includes specific channels and methods to reach different stakeholder groups (e.g., newsletters, meetings, webinars).
• Feedback from stakeholder engagement sessions assessing their understanding of the communication strategy and its effectiveness.
• Records of approvals from leadership or relevant departments confirming the strategy's alignment with organizational goals.

Example Control 2: Tailored Messaging for Stakeholders
Description: Create tailored messaging for different stakeholder groups to ensure that information regarding AI risks and mitigation actions is relevant, clear, and accessible.
Examples of Effective Evidence: 
• Samples of communication materials tailored for various stakeholder groups (e.g., technical staff, management, impacted communities) that highlight different aspects of AI risks.
• Records of stakeholder feedback indicating the effectiveness and clarity of tailored messaging.
• Documentation of any adjustments made to messaging based on stakeholder responses and comprehension levels.
• Engagement metrics tracking the reach and interaction rates of communication materials sent to different audiences.

Example Control 3: Stakeholder Engagement Mechanisms
Description: Implement mechanisms for engaging stakeholders to gather their input on AI risks and encourage open dialogue regarding mitigation strategies.
Examples of Effective Evidence: 
• Records of stakeholder engagement forums, such as town halls or focus groups, including participant lists and agendas.
• Summaries of stakeholder feedback collected during engagement activities, highlighting insights and concerns shared by participants.
• Documentation of comments and suggestions made by stakeholders that informed updates to risk management practices.
• Reports detailing how stakeholder input was integrated into AI risk communication and management strategies.

Example Control 4: Feedback Channels for Continuous Improvement
Description: Establish channels for stakeholders to provide ongoing feedback regarding AI risks and the effectiveness of communication, fostering an environment of transparency and responsiveness.
Examples of Effective Evidence: 
• Documentation of feedback mechanisms in place (e.g., online forms, suggestion boxes, email contacts) for collecting stakeholder input.
• Records of feedback received through these channels, including qualitative and quantitative analyses of stakeholder sentiments.
• Changes made to risk communication practices as a result of stakeholder feedback, documented in action plans.
• Evidence of stakeholder follow-up indicating satisfaction with responses to their feedback and concerns.

Example Control 5: Regular Review and Update of Communication Practices
Description: Conduct regular reviews of communication practices regarding AI risks and mitigation actions to ensure they remain effective, relevant, and aligned with evolving expectations and best practices.
Examples of Effective Evidence: 
• Schedule of regular review meetings dedicated to assessing communication practices and their effectiveness.
• Reports summarizing findings from communication practice reviews, including recommendations for enhancements.
• Documentation of training provided to staff on updated communication strategies and practices.
• Audit logs of past communications, reflecting the frequency and adjustments made based on periodic evaluations.
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Control Objective:

	Id
	Name
	Description

	GV-4.3.1
	AI Testing and Validation Strategy
	The organization establishes an AI system testing strategy encompassing unit, integration, performance, and user acceptance testing, tailored to the system characteristics and requirements. This strategy should also include testing for real-world risks through methods such as red-teaming and field testing. The strategy will be regularly reviewed and updated.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish an AI system testing strategy. However, this strategy may be limited in scope, not fully encompass all relevant testing types (e.g., unit, integration, performance, user acceptance), or not be tailored to specific system characteristics and requirements.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established a comprehensive AI system testing strategy that encompasses unit, integration, performance, and user acceptance testing, tailored to system characteristics and requirements. This strategy is regularly reviewed and updated, although its implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI system testing strategy is fully integrated into the organization's overall software development and quality assurance processes. This strategy is consistently implemented, regularly reviewed and updated based on feedback and best practices, and is supported by robust metrics that track its effectiveness in identifying and mitigating AI system risks and issues.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient AI Testing Strategy
	AI system testing strategy is insufficient, not tailored, or not updated



Implementation Guidelines: 

Establish a comprehensive AI system testing strategy that includes unit, integration, performance, and user acceptance testing. This strategy should also include testing for real-world risks through methods such as red-teaming and field testing. Tailor the testing approach to the specific characteristics and requirements of each AI system, considering factors such as the system's complexity, intended use, and potential risks.

Develop detailed test plans and test cases that cover a wide range of scenarios, edge cases, and real-world usage scenarios to ensure thorough testing coverage. Engage with a multidisciplinary group of stakeholders, including AI developers, end-users, and subject matter experts, to ensure testing is comprehensive and reflects real-world conditions. Regularly review and update the testing strategy based on feedback from stakeholders, changes in the AI system, and emerging best practices in AI testing.

Example Controls and Evidence: 

Example Control 1: Comprehensive Testing Strategy Development
Description: Develop a comprehensive AI system testing strategy that includes unit, integration, performance, and user acceptance testing, tailored to the specific characteristics and requirements of each AI system.
Examples of Effective Evidence: 
• Documented testing strategy outlining testing types, purposes, and methodologies specific to different AI system components.
• Records of stakeholder inputs during the development of the testing strategy to ensure it meets all necessary requirements.
• Test plans detailing schedules, resources needed, and responsibilities for conducting each type of testing.
• Approval records confirming that the testing strategy has been reviewed and endorsed by relevant stakeholders or teams.

Example Control 2: Implementation of Real-World Risk Testing
Description: Integrate real-world risk testing methods—such as red teaming and field testing—into the AI system testing strategy to evaluate vulnerabilities and performance under operational conditions.
Examples of Effective Evidence: 
• Documentation describing the approach and criteria for conducting red-teaming exercises and field tests.
• Reports summarizing findings from red teaming activities, including identified vulnerabilities and recommendations for remediation.
• Records of field testing scenarios, including objectives, outcomes, and any issues encountered during testing.
• Logs indicating the frequency and scope of real-world risk testing conducted for different AI systems.

Example Control 3: Established Testing Procedures
Description: Create standardized procedures for each type of testing included in the AI testing strategy to ensure consistency and reliability in the testing process.
Examples of Effective Evidence: 
• Testing procedure documents that outline step-by-step instructions for unit, integration, performance, and user acceptance testing.
• Checklists for test execution that ensure all necessary conditions and preparations are met before testing begins.
• Test case documentation that provides details on specific scenarios to be evaluated during the testing processes.
• Training materials designed for teams to ensure familiarity with established testing procedures.

Example Control 4: Regular Review and Update of Testing Strategy
Description: Schedule regular reviews of the AI testing and validation strategy to ensure it remains effective, relevant, and aligned with system characteristics and evolving best practices.
Examples of Effective Evidence: 
• Review schedules indicating the frequency of strategy assessments and responsible parties involved.
• Documentation of findings from reviews, including recommendations for updates or changes to the testing strategy.
• Records of stakeholder feedback concerning the adequacy and effectiveness of the current testing strategy.
• Meeting minutes from discussions addressing needed updates and strategies for improvement based on review outcomes.

Example Control 5: Stakeholder Involvement in Testing Activities
Description: Engage relevant stakeholders in AI testing activities, ensuring their insights and expertise are incorporated into the testing and validation processes.
Examples of Effective Evidence: 
• Records of stakeholder participation in testing sessions, including their contributions and observations.
• Feedback forms from stakeholders assessing the testing processes and outcomes related to AI systems.
• Reports detailing how stakeholder insights influenced modifications to the testing strategy or specific test cases.
• Documentation of training offered to stakeholders to actively participate in testing activities, enhancing collaboration and knowledge sharing.


Control Objective:

	Id
	Name
	Description

	GV-4.3.2
	AI Incident Identification and Resolution
	The organization integrates AI incident identification, reporting, and documentation into its existing incident management framework, ensuring clear definitions, roles, and responsibilities that enable prompt identification, thorough investigation, and effective resolution. This integration helps to minimize harm, facilitate timely response, and prevent recurrence, while leveraging established procedures and workflows.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have developed and implemented a standardized process for identifying, reporting, and documenting AI incidents. This process includes clear definitions, roles, and responsibilities, and is designed to drive prompt identification, thorough investigation, and effective resolution, although its implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' standardized process for identifying, reporting, and documenting AI incidents is fully integrated into the organization's overall incident management and response processes. This process is consistently implemented, regularly reviewed and updated based on feedback and best practices, and is supported by robust training, communication, and metrics that track its effectiveness in minimizing harm and preventing recurrence.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated AI Incident Processes
	AI incident processes are not integrated into enterprise incident management



Implementation Guidelines: 

Build upon existing incident management processes by incorporating specific procedures for identifying, reporting, and documenting AI-related incidents. Clarify and align AI incident definitions with organizational standards, including relevant examples. Define roles and responsibilities within the existing incident management framework to ensure personnel understand their duties related to AI incidents.

Utilize established reporting channels, such as existing incident reporting systems, and ensure these channels are accessible and well communicated. Use standardized templates and documentation practices for AI incidents, capturing critical information like incident nature, potential impact, and immediate actions. Follow existing investigation protocols, including escalation procedures, timelines, and decision points.

Regularly review and refine the integrated incident response process based on lessons learned, incident reviews, and emerging best practices, to continuously enhance AI-specific incident handling within the broader incident management system.

Example Controls and Evidence: 

Example Control 1: Integration of AI Incident Identification Procedures
Description: Develop and integrate clear procedures for the identification of AI incidents within the existing incident management framework, ensuring that roles and responsibilities are well-defined.
Examples of Effective Evidence: 
• Documentation detailing the integrated AI incident identification procedures, including definitions and examples of incidents.
• Flowcharts illustrating the process for incident identification and escalation within the incident management framework.
• Records of trainings conducted to familiarize staff with new procedures related to AI incident identification.
• Logs of incidents identified using the new procedures, tracking response actions taken and outcomes.

Example Control 2: Clear Roles and Responsibilities Allocation
Description: Clearly define and assign roles and responsibilities for stakeholders involved in AI incident identification, reporting, and documentation to ensure effective incident management.
Examples of Effective Evidence: 
• RACI matrices clarifying roles and responsibilities related to incident management processes for AI incidents.
• Job descriptions that specify duties related to AI incident identification and management.
• Records of team meetings discussing roles and responsibilities and any adjustments needed.
• Documentation of approval from stakeholders confirming acceptance of defined roles in the incident management framework.

Example Control 3: Incident Reporting Mechanisms
Description: Implement user-friendly incident reporting mechanisms for AI incidents that facilitate prompt reporting by relevant personnel and stakeholders.
Examples of Effective Evidence: 
• Documentation of the incident reporting tools and systems in place, including instructions for use.
• Records of incident reports submitted, including timestamps and descriptions of the AI incidents reported.
• User feedback on the ease of use and effectiveness of the reporting mechanisms provided.
• Metrics tracking the average time taken from incident occurrence to reporting.

Example Control 4: Investigation and Resolution Processes
Description: Establish standardized procedures for investigating AI incidents and ensuring effective resolution, leveraging established incident management workflows.
Examples of Effective Evidence: 
• Standard operating procedures outlining the steps for investigating and resolving AI incidents, including methods and documentation requirements.
• Records of investigation reports detailing findings, actions taken, and resolutions achieved for specific incidents.
• Meeting minutes from incident review sessions discussing investigation outcomes and agreed-upon corrective actions.
• Action plans created in response to investigation findings with timelines and responsible parties specified.

Example Control 5: Continuous Improvement Cycle
Description: Implement a continuous improvement cycle that reviews incidents and their management to refine processes and minimize future occurrences of AI incidents.
Examples of Effective Evidence: 
• Documentation of lessons learned sessions held post-incident to identify systemic issues and improvement opportunities.
• Records of changes made to incident management processes based on recommendations from lessons learned assessments.
• Metrics indicating trends in incident frequency or severity over time, demonstrating the effectiveness of implemented changes.
• Regular evaluation reports summarizing the outcomes of incident management reviews and the implications for future practices.


Control Objective:

	Id
	Name
	Description

	GV-4.3.3
	AI Testing and Incident Response Training
	The organization provides regular training and resources to support personnel in effectively testing AI systems, identifying incidents, and sharing information on risks and issues within its existing incident management framework. This includes ensuring training aligns with established procedures for incident response and communication, reinforcing practical skills and preparedness through simulations and scenario exercises.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations provide regular training and resources to equip personnel with skills to test AI systems and manage incidents. This training covers testing methodologies, incident response procedures, and communication protocols, and is tailored to specific roles, although its implementation may not yet be fully consistent across all relevant personnel.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations provide training and resources to equip personnel with skills to test AI systems and manage incidents. This is fully integrated into the organization's overall learning and development strategy. This training is consistently implemented, regularly reviewed and updated based on feedback and best practices, and is supported by robust competency frameworks, certification programs, and metrics that track its impact on personnel's ability to effectively test AI systems and manage incidents.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Support Personnel Training
	Support personnel training is insufficient for AI incident identification



Implementation Guidelines: 

Leverage and enhance existing incident management processes by providing regular training and resources that enable personnel to effectively test AI systems, identify incidents, and communicate risks and issues. Develop a comprehensive training curriculum covering testing methodologies, incident response, and communication protocols consistent with current incident management standards. Incorporate simulations such as incident response exercises, tabletop scenarios, or hackathons to strengthen practical skills.

Provide hands-on practice opportunities aligned with existing incident management practices, such as simulated incident response drills. Establish a centralized repository for AI-related testing templates, incident response checklists, and communication guidelines, accessible to all relevant personnel.

Regularly review and update training content and resources based on feedback, changes in the AI landscape, and lessons learned from actual incidents to ensure continuous alignment and improvement within the established incident management framework.

Example Controls and Evidence: 

Example Control 1: Comprehensive Training Program Development
Description: Develop a comprehensive training program that focuses on testing AI systems, incident identification, and response protocols to ensure personnel are well-prepared to manage AI-related issues effectively.
Examples of Effective Evidence: 
• Training materials outlining the curriculum for AI testing and incident response, including objectives, topics covered, and learning outcomes.
• Records of training sessions conducted, including attendance logs and participant feedback.
• Documentation of scenarios and exercises used during training to reinforce practical skills.
• Evaluation reports assessing participant knowledge and competence before and after training sessions.

Example Control 2: Alignment with Incident Management Procedures
Description: Ensure that training for personnel aligns with established incident management procedures, focusing on how to effectively use these processes during incidents involving AI systems.
Examples of Effective Evidence: 
• Training documents linking specific incident management procedures to related training objectives.
• Records of assessment results demonstrating participant understanding of incident management protocols and their application.
• Feedback from participants on the clarity of the connections made between training content and existing procedures.
• Documentation of any updates made to training materials to reflect changes in incident management procedures.

Example Control 3: Simulation and Scenario Exercises
Description: Conduct regular simulations and scenario exercises that allow personnel to practice their skills in testing AI systems and responding to incidents in a controlled environment.
Examples of Effective Evidence: 
• Documentation of simulation schedules, including types of incidents simulated and objectives of each exercise.
• Records of participants' performance during simulations, including notes on areas requiring improvement.
• Post-exercise debriefs summarizing outcomes and lessons learned from scenario-based training activities.
• Action plans generated from simulations outlining steps to address identified weaknesses or gaps in incident response.

Example Control 4: Resource Availability for Incident Response
Description: Provide personnel with access to resources and documentation related to AI testing and incident response, ensuring they are equipped to handle AI-related risks effectively.
Examples of Effective Evidence: 
• Accessible online resource repositories containing training materials, documentation, and incident response guidelines for AI systems.
• Feedback surveys assessing the usefulness of resources and documentation provided to support incident response training.
• Records showing how often training materials and resources are utilized by personnel in their roles.
• Updates made to resource materials based on feedback and evolving best practices in AI risk management.

Example Control 5: Continuous Improvement of Training and Resources
Description: Establish a process for continuously improving the training program and resources based on participant feedback, incident performance data, and emergent industry trends.
Examples of Effective Evidence: 
• Documentation of regular reviews undertaken to assess training effectiveness and resource adequacy.
• Records of stakeholder feedback solicited after training sessions to identify areas for enhancement.
• Action plans detailing updates made to training programs and resources based on insights gained from evaluations.
• Metrics or reports summarizing changes in incident response effectiveness after implementing training improvements.


Control Objective:

	Id
	Name
	Description

	GV-4.3.4
	AI Incident Tracking and Analysis
	The organization maintains a centralized AI inventory or enterprise knowledge management system that integrates with existing incident management frameworks to track, monitor, and analyze AI incidents. This system supports the identification of trends, patterns, and emerging risks and facilitates effective information sharing among relevant stakeholders within the broader incident response and risk management processes.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations maintain a centralized system for tracking and monitoring AI incidents. This system includes mechanisms and tools for capturing, analyzing, visualizing, and communicating incident data to relevant stakeholders, although its use may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' centralized system for tracking and monitoring AI incidents is fully integrated into the organization's overall risk management and reporting processes. This system is consistently used, regularly maintained and updated, and is supported by robust data governance, analytics capabilities, and metrics that track its effectiveness in identifying trends, patterns, and emerging risks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient AI Incident Tracking
	Centralized AI knowledge system for incident tracking is insufficient



Implementation Guidelines: 

Leverage and enhance existing incident management systems by establishing an AI-focused inventory or knowledge repository that supports tracking and monitoring AI incidents. This system should include mechanisms for capturing incident data, analyzing trends, and visualizing patterns in coordination with existing incident response processes. Use standardized templates for incident reporting, including key details such as the nature of the incident, impact, and immediate actions, aligned with current documentation standards.

Ensure protocols for investigation and escalation are integrated with current incident response procedures, including timelines and responsibilities. Utilize data analytics, visualization, and reporting tools to identify emerging risks and develop targeted mitigation strategies.

Regularly communicate incident data and insights to relevant stakeholders—such as senior leadership, AI teams, and operational staff—to support a unified approach to risk identification and response, fostering continuous improvement within the established incident management framework.

Example Controls and Evidence: 

Example Control 1: Centralized Incident Tracking System
Description: Establish a centralized incident tracking system or AI inventory that integrates seamlessly with existing incident management frameworks to monitor and analyze AI incidents effectively.
Examples of Effective Evidence: 
• Documentation of the centralized incident tracking system's structure, including types of incidents recorded and data fields used.
• User access logs indicating the frequency and usage of the centralized system by team members.
• Integration workflow diagrams illustrating how the incident tracking system connects with other incident management tools.
• Records of any system updates or changes that enhance the tracking capability of AI incidents.

Example Control 2: Data Collection and Incident Monitoring
Description: Implement robust data collection procedures to monitor AI incidents accurately, ensuring that relevant information is captured for future analysis and trend identification.
Examples of Effective Evidence: 
• Data collection protocols outlining the types of information that must be recorded for each incident.
• Sample incident records demonstrating the completeness and accuracy of captured data.
• Metrics showing the timely submission of incident reports into the centralized system.
• Documentation of regular monitoring activities analyzing data integrity and completeness in incident reporting.

Example Control 3: Trend Analysis and Risk Identification
Description: Utilize the centralized incident tracking system to conduct trend analysis and identify emerging risks associated with AI systems, facilitating proactive risk management.
Examples of Effective Evidence: 
• Trend analysis reports that document patterns identified in AI incidents over specified periods.
• Charts and graphs visualizing incident frequency, types, and severity to highlight emerging risks.
• Records of meetings where trend findings were discussed and decisions made regarding risk management strategies.
• Documentation of how identified trends have informed updates to risk mitigation plans or practices.

Example Control 4: Stakeholder Information Sharing Protocols
Description: Develop protocols for effective information sharing among relevant stakeholders regarding AI incidents tracked in the centralized system, ensuring timely communication and collaboration.
Examples of Effective Evidence: 
• Documentation of information sharing protocols detailing how and when incident data is communicated to stakeholders.
• Records of communications sent to stakeholders summarizing recent incidents, trends, and responses taken.
• Feedback received from stakeholders on the effectiveness and clarity of shared incident information.
• Meeting notes from discussions on incident data where stakeholders collaborated on responses to reported incidents.

Example Control 5: Review and Continuous Improvement of Incident Tracking
Description: Establish processes for the regular review of incident tracking and analysis practices to enhance system effectiveness and adaptability to emerging risks and incidents.
Examples of Effective Evidence: 
• Review schedules documenting when evaluations of incident tracking processes are conducted.
• Reports summarizing findings from the reviews, including identified strengths and areas for improvement.
• Action plans highlighting changes made to incident tracking practices based on review outcomes and stakeholder feedback.
• Documentation of training updates on incident tracking processes communicated to stakeholders following reviews.


Control Objective:

	Id
	Name
	Description

	GV-4.3.5
	Secure External AI Incident Sharing
	The organization establishes secure and compliant channels for sharing sensitive information related to AI risks and incidents with external stakeholders (e.g., industry peers, academic researchers, regulators, information sharing databases) to promote collective learning and improvement while protecting confidential and proprietary data.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish secure channels for sharing sensitive information related to AI risks and incidents with external stakeholders that is fully integrated into the organization's overall external collaboration and communication strategy. These channels are consistently used, regularly reviewed and updated based on feedback and best practices, and are supported by robust data protection, access controls, and metrics that track their impact on collective learning and risk mitigation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unsecure Communication Channels
	Channels for sharing AI risk information with external parties are not secure



Implementation Guidelines: 

Establish secure and compliant channels for sharing sensitive information related to AI risks and incidents with external stakeholders, such as industry peers, academic researchers, regulators, and information sharing databases). Develop clear guidelines for what types of information can be shared, with whom, and under what circumstances. Ensure all information sharing complies with relevant laws and regulations, such as data privacy and intellectual property protections.

Use secure communication channels, such as encrypted email or secure file transfer protocols, to protect sensitive information from unauthorized access or disclosure. Establish clear protocols for responding to external requests for information, including procedures for verifying the identity and legitimacy of the requestor. Regularly review and update information sharing channels and protocols based on changes in the regulatory landscape, emerging best practices, and feedback from stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of Secure Communication Protocols
Description: Create formal, documented protocols outlining secure methods, channels, and practices for sharing sensitive AI information externally, aligned with legal, regulatory, and confidentiality requirements.
Examples of Effective Evidence: 
• Approved communication protocols referencing encryption, access controls, and data masking standards.
• Confidentiality agreements and non-disclosure agreements (NDAs) with external parties.
• Information classification policies guiding what data can be shared and in what format.
• Process manuals detailing secure sharing workflows.

Example Control 2: Implementation of Secure Sharing Platforms and Channels
Description: Use trusted, compliant platforms and channels such as secure portals, encrypted email, or designated data repositories for external sharing.
Examples of Effective Evidence: 
• Logins, access controls, and audit logs for secure portals or data repositories.
• Encryption certificates and security audit reports for communication channels.
• Channel setup documentation and configurations.
• User access and event logs showing authorized sharing activity.

Example Control 3: Stakeholder Vetting and Data Minimization Criteria
Description: Establish vetting processes for external stakeholders, defining what information can be shared, ensuring minimal and non-proprietary data disclosure.
Examples of Effective Evidence: 
• Stakeholder onboarding and vetting procedures.
• Data sharing agreements specifying scope, limits, and confidentiality obligations.
• Data anonymization, masking, or tokenization procedures.
• Records of data minimization assessments and approvals.

Example Control 4: Compliance and Monitoring of External Sharing Activities
Description: Regularly audit and review sharing activities to confirm adherence to policies, monitor for unauthorized disclosures, and assess data protection effectiveness.
Examples of Effective Evidence: 
• Audit logs and monitoring reports of sharing events.
• Incident reports of any breaches or non-compliance events.
• Reviews of data access permissions and activity logs.
• Periodic compliance assessments aligned with applicable legal standards.

Example Control 5: Training and Awareness on Secure Sharing Best Practices
Description: Provide training for personnel involved in external sharing on secure communication practices, data classification, confidentiality obligations, and legal considerations.
Examples of Effective Evidence: 
• Training curricula, attendance records, and certification completion.
• User guides and quick-reference materials on secure sharing protocols.
• Records of awareness campaigns and refresher sessions.
• Feedback surveys evaluating understanding and adherence.


Control Objective:

	Id
	Name
	Description

	GV-4.3.6
	AI Post-Incident Review and Improvements
	The organization conducts regular post-incident reviews and root cause analyses to identify improvements in AI testing, incident identification, and information sharing. These reviews should be integrated into the organization's ongoing development cycle to inform continuous improvement of AI systems, practices, and safety measures.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations conduct regular post-incident reviews and root cause analyses to identify improvements in AI testing, incident identification, and information sharing. They also establish KPIs to measure the effectiveness of these processes, although the use of these practices may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations conduct regular post-incident reviews, root cause analyses, and establishing KPIs to measure the effectiveness of AI testing, incident identification, and information sharing processes. This is fully integrated into the organization's overall continuous improvement and performance management frameworks. These practices are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust methodologies, tools, and metrics that track their impact on enhancing the organization's AI risk management capabilities.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Post-Incident Review
	Reviews after AI incidents lack root cause analysis and improvement actions



Implementation Guidelines: 

Conduct regular post-incident reviews and root cause analyses to identify improvements in AI testing, incident identification, and information sharing. Ensure that these reviews also inform continuous improvement in AI development and deployment practices. Establish a standardized process for conducting these reviews, including clear roles and responsibilities, timelines, and deliverables. Engage with a multidisciplinary group of stakeholders, including AI developers, end-users, and subject matter experts, to ensure reviews are comprehensive and reflect multiple perspectives.

Use structured problem-solving techniques, such as fishbone diagrams or "5 Whys" analysis, to identify the root causes of incidents and develop targeted improvement strategies. Communicate the results of post-incident reviews to relevant stakeholders, and ensure improvement actions are tracked and implemented in a timely manner. Regularly review and update the post-incident review process based on feedback from stakeholders and emerging best practices.

Example Controls and Evidence: 

Example Control 1: Scheduled Post-Incident Review and Root Cause Analysis
Description: Establish a routine process for conducting formal post-incident reviews and root cause analyses following AI-related incidents or near-misses, with defined timelines and responsibilities.
Examples of Effective Evidence: 
• Incident review schedules and documented agendas.
• Root cause analysis reports including causal factors, contributing conditions, and corrective actions.
• Assigned roles and accountabilities for investigation and follow-up.
• Lessons learned documentation with action items and completion status.

Example Control 2: Integration of Findings into Development and Testing Practices
Description: Use insights from reviews and analyses to update AI testing strategies, refine incident detection procedures, and improve information sharing protocols.
Examples of Effective Evidence: 
• Revised testing plans incorporating identified weaknesses or attack vectors.
• Updated incident detection algorithms or monitoring thresholds based on root cause insights.
• Enhanced communication or escalation procedures developed from lessons learned.
• Version-controlled process updates and associated training.

Example Control 3: Continuous Improvement Loop in Development Cycle
Description: Embed review findings into the AI development lifecycle, ensuring ongoing adjustments to models, data, and controls are systematically implemented.
Examples of Effective Evidence: 
• Integrated feedback loops linking incident learnings to model retraining or data curation.
• Pipeline dashboards showing continuous improvement metrics.
• Reviews documented during design or deployment phases, referencing past incident insights.
• Change logs and release notes reflecting improvements driven by review outcomes.

Example Control 4: Documentation and Tracking for Accountability
Description: Maintain comprehensive records of incident reviews, root cause analyses, improvement actions undertaken, and their impact on system safety and performance.
Examples of Effective Evidence: 
• Incident review reports and action plan records.
• Follow-up audits or validation reports verifying implemented improvements.
• Version histories of processes and models indicating iterative refinements.
• Management review minutes approving or evaluating improvement actions.

Example Control 5: Learning Culture and Knowledge Sharing Mechanisms
Description: Foster a culture of learning by encouraging open sharing of incident insights, establishing knowledge repositories, and conducting periodic training on lessons learned.
Examples of Effective Evidence: 
• Lessons learned repositories accessible to relevant teams.
• Training sessions or refreshers addressing common pitfalls and best practices.
• Internal newsletters or case study publications highlighting improvements.
• Feedback surveys confirming awareness and application of lessons learned.
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Control Objective:

	Id
	Name
	Description

	GV-5.1.1
	External Stakeholder Feedback Channels
	The organization identifies relevant external stakeholders (e.g., users, customers, community groups, subject matter experts) and establishes clear, ongoing channels (e.g., surveys, focus groups, forums, feedback mechanisms) for collecting feedback on potential individual and stakeholder group impacts of its AI systems throughout the system lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to identify relevant external stakeholders and establish channels for collecting feedback on potential impacts of their AI systems. However, these efforts may be limited, ad-hoc, or not consistently applied throughout the AI system lifecycle.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have identified a comprehensive range of relevant external stakeholders and established clear, ongoing channels for collecting feedback on potential impacts of their AI systems throughout the system lifecycle. These efforts are formalized and consistently applied, although there may still be some gaps or inconsistencies.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations identify relevant external stakeholders and establish clear, ongoing channels for collecting feedback on potential impacts of AI systems, which is fully integrated into the organization's overall stakeholder engagement and risk management processes. These efforts are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust tools, methodologies, and metrics that track their effectiveness in capturing and addressing potential impacts.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of External Feedback Channels
	Channels for external feedback on AI system impacts are not established



Implementation Guidelines: 

Identify the relevant stakeholder groups to effectively collect feedback from external stakeholders regarding the potential individual and stakeholder group impacts of AI systems. These may include users, customers, community groups, subject matter experts, and other individuals or organizations that may be affected by or have insights into the AI system's impacts.

Develop a stakeholder engagement plan that outlines the specific methods and channels for collecting feedback from each group, such as surveys, focus groups, forums, or dedicated feedback mechanisms. Ensure these channels are easily accessible and widely communicated to stakeholders. Establish clear processes for documenting and analyzing feedback and ensure that feedback is regularly reviewed and incorporated into decision-making processes throughout the AI system lifecycle.

Regularly review and update the stakeholder engagement plan to ensure it remains effective and relevant as the AI system and its impacts evolve over time.

Example Controls and Evidence: 

Example Control 1: Stakeholder Identification and Engagement Planning
Description: Develop a process to identify key external stakeholder groups and create engagement plans that specify the methods and frequency for ongoing feedback collection.
Examples of Effective Evidence: 
• Stakeholder analysis reports mapping groups by influence, interest, and potential impact.
• Engagement plans outlining methods, channels, and schedules for feedback collection.
• Contact lists and outreach logs confirming stakeholder communication.
• Signed agreements or participation commitments from stakeholder groups.

Example Control 2: Implementation of Feedback Channels and Mechanisms
Description: Use multiple, accessible channels (surveys, focus groups, online forums, feedback forms) to continuously gather stakeholder input on potential impacts.
Examples of Effective Evidence: 
• Online survey platforms with response data summaries.
• Records of focus group sessions, agendas, and participant feedback.
• Feedback forms and suggestion portals with logs of submissions.
• Moderation and engagement logs for forums and feedback mechanisms.

Example Control 3: Continuous Feedback Collection and Monitoring
Description: Regularly solicit and monitor feedback across lifecycle stages, analyzing input to identify potential impacts and issues.
Examples of Effective Evidence: 
• Feedback dashboards displaying ongoing input and trend analysis.
• Summary reports highlighting stakeholder concerns and proposed impact mitigation.
• Action logs tracking feedback review, assessments, and response actions.
• Records of periodic stakeholder engagement reviews.

Example Control 4: Integration of Stakeholder Feedback into Risk and Impact Assessments
Description: Incorporate collected feedback into system risk assessments, impact evaluations, and design adjustments to address stakeholder concerns proactively.
Examples of Effective Evidence: 
• Impact assessment reports referencing stakeholder feedback and concerns.
• Updated risk registers with stakeholder insights and mitigation plans.
• Change requests or design revisions driven by stakeholder input.
• Audit trails linking feedback to specific system modifications.

Example Control 5: Transparent Communication and Reporting of Feedback Outcomes
Description: Communicate how stakeholder feedback has influenced system development, risk management, or mitigation strategies, fostering transparency and trust.
Examples of Effective Evidence: 
• Public summaries or reports demonstrating how feedback informed decisions.
• Change logs or bulletin updates sharing system improvements based on stakeholder input.
• Stakeholder acknowledgment letters or survey responses indicating awareness.
• Internal briefings or stakeholder newsletters on feedback-driven updates.


Control Objective:

	Id
	Name
	Description

	GV-5.1.2
	Stakeholder Feedback Policy and Prioritization
	The organization develops high-level policies and guidelines for collecting, considering, and prioritizing external stakeholder feedback, ensuring that feedback is effectively communicated to AI development and deployment teams for incorporation into decision-making processes.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have developed high-level policies and guidelines for collecting, considering, and prioritizing external stakeholder feedback. These policies and guidelines ensure that feedback is effectively communicated to AI development and deployment teams for incorporation into decision-making processes, although their implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' high-level policies and guidelines for collecting, considering, and prioritizing external stakeholder feedback are fully integrated into the organization's overall AI governance and decision-making frameworks. These policies and guidelines are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust communication channels, accountability measures, and metrics that track their impact on incorporating external feedback into AI development and deployment decisions.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Feedback Policies
	Policies for considering external feedback are insufficient or not implemented



Implementation Guidelines: 

Develop high-level policies and guidelines for collecting, considering, and prioritizing external stakeholder feedback related to AI risks. These policies should outline the organization’s commitment to engaging with external stakeholders and incorporating their feedback into AI development and deployment processes.

Establish clear criteria for prioritizing feedback based on factors such as the potential impact of the issue raised, the feasibility of addressing the issue, and the alignment with the organization’s overall AI risk management strategy. Ensure these policies and guidelines are communicated to all relevant personnel, including AI development and deployment teams, and provide training and support to ensure they are effectively implemented.

Establish clear processes for documenting and communicating feedback to relevant teams, and ensure feedback is regularly reviewed and incorporated into decision-making processes. Regularly review and update policies and guidelines based on feedback from stakeholders and emerging best practices in AI risk management.

Example Controls and Evidence: 

Example Control 1: Formal Policies and Guidelines for Stakeholder Feedback Management
Description: Establish comprehensive policies defining procedures for collecting, evaluating, prioritizing, and communicating stakeholder feedback throughout the AI lifecycle.
Examples of Effective Evidence: 
• Approved policy documents outlining feedback collection and processing protocols.
• Guidelines specifying criteria for prioritizing feedback based on impact, urgency, and relevance.
• Process flowcharts illustrating steps from feedback collection to incorporation.
• Training materials communicating policies to relevant teams.

Example Control 2: Structured Feedback Collection and Prioritization Framework
Description: Develop a structured framework or scoring model for evaluating feedback, aligning it with organizational priorities, risk considerations, and resource capacity.
Examples of Effective Evidence: 
• Criteria and scoring matrices for assessing feedback importance and impact.
• Records of feedback evaluations, including stakeholder input and prioritization outcomes.
• Documentation of feedback review meetings and decision logs.
• Tools or dashboards supporting transparent prioritization.

Example Control 3: Communication Channels and Mechanisms to Ensure Effective Delivery
Description: Implement formal channels (e.g., reports, dashboards, collaboration platforms) to communicate prioritized feedback and its rationale to AI development, deployment, and oversight teams.
Examples of Effective Evidence: 
• Regular feedback dashboards shared with project teams.
• Meeting minutes, briefings, or reports explicitly referencing stakeholder input and prioritization decisions.
• Notifications or alerts for feedback requiring immediate attention.
• Records of stakeholder feedback integrated into planning documents.

Example Control 4: Incorporation of Feedback into Decision-Making Processes
Description: Embed feedback review and prioritization outcomes into project governance, design reviews, risk assessments, and deployment decisions to facilitate responsive, stakeholder-informed actions.
Examples of Effective Evidence: 
• Revised project plans and design documents reflecting stakeholder input.
• Risk register entries linked to feedback-derived issues.
• Decision records and sign-offs demonstrating stakeholder feedback consideration.
• Change logs showing follow-up actions based on feedback.

Example Control 5: Continuous Improvement and Review of Feedback Policies and Practices
Description: Periodically review the effectiveness of feedback policies, evaluating stakeholder satisfaction, responsiveness, and influence on system improvements, updating procedures accordingly.
Examples of Effective Evidence: 
• Feedback effectiveness review reports and stakeholder surveys.
• Revision logs indicating policy updates based on lessons learned.
• Performance metrics demonstrating feedback processing efficiency.
• Meeting minutes discussing policy refinement and process improvements.


Control Objective:

	Id
	Name
	Description

	GV-5.1.3
	Industry Collaboration and Responsible AI
	The organization actively participates in industry initiatives and collaborates with external stakeholders to promote responsible AI development and deployment, sharing experiences, contributing to best practices, and staying informed of emerging trends and concerns related to AI risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations actively participate in industry initiatives and collaborate with external stakeholders to promote responsible AI development and deployment. They share experiences, contribute to best practices, and stay informed of emerging trends and concerns related to AI risks, although their involvement may not yet be fully consistent or strategic.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations actively participate in industry initiatives and collaborate with external stakeholders to promote responsible AI development and deployment. The organization consistently shares experiences, contributes to best practices, and stays informed of emerging trends and concerns related to AI risks, and is recognized as a leader in driving responsible AI practices and addressing concerns.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Industry Initiative Participation
	Participation in industry initiatives to promote responsible AI is lacking



Implementation Guidelines: 

Actively participate in industry initiatives and collaborate with external stakeholders to promote responsible AI development and deployment. Identify relevant industry groups, consortia, and standards bodies that are working to address AI risks and promote best practices, and seek opportunities to contribute to their efforts.

Attend conferences, workshops, and other events related to AI risk management, and share the organization's experiences and insights with other participants. Collaborate with academic researchers, civil society organizations, and other external stakeholders to conduct joint research, develop case studies, or create educational materials related to AI risks and responsible AI practices.

Establish partnerships with other organizations to share knowledge, resources, and best practices related to AI risk management. Regularly review and assess the organization’s participation in industry initiatives and external collaborations to ensure they remain effective and aligned with the organization’s overall AI risk management strategy.

Example Controls and Evidence: 

Example Control 1: Engagement in Industry Initiatives and Forums
Description: Formalize participation in industry groups, standard-setting bodies, and consortiums focused on responsible AI, with documented commitments and active involvement.
Examples of Effective Evidence: 
• Membership records or partnership agreements with industry alliances.
• Meeting attendance logs, agendas, and participation reports.
• Contributions such as white papers, case studies, or policy inputs publicly acknowledged.
• Documentation of leadership representation in relevant working groups or panels.

Example Control 2: External Collaboration and Stakeholder Engagement
Description: Establish channels and processes for ongoing engagement with external stakeholders including academia, regulators, civil society, and community groups to share experiences and gather insights.
Examples of Effective Evidence: 
• Memoranda of understanding (MOUs) or collaboration agreements.
• Stakeholder meeting records, joint workshops, or advisory board minutes.
• Feedback collected from external stakeholders on responsible AI practices.
• Reports summarizing collaborative initiatives and shared learning outcomes.

Example Control 3: Contribution to Best Practice Development and Standards
Description: Contribute to industry consortia, standards organizations, or working groups to shape best practices, guidelines, and frameworks on responsible AI.
Examples of Effective Evidence: 
• Published papers, position statements, or contributions in standards bodies.
• Records of participation in working groups or expert panels.
• Adoption of industry-developed standards within organizational policies.
• Documentation of peer review or feedback of standards or guidelines.

Example Control 4: Monitoring Emerging Trends and Concerns
Description: Implement mechanisms such as industry surveys, thought leadership reports, or impact assessments to stay informed about evolving AI risks, expectations, and regulatory developments.
Examples of Effective Evidence: 
• Industry trend reports, white papers, or informational newsletters circulated internally and externally.
• Surveys or benchmarking studies on responsible AI practices.
• Impact assessment reports conducted periodically.
• Records of briefings and discussions on emerging issues with external experts.

Example Control 5: Dissemination and Internal Integration of External Insights
Description: Share insights and learnings from external collaborations and industry engagement across organizational units, integrating relevant best practices into policies, risk management, and development processes.
Examples of Effective Evidence: 
• Internal reports or presentations summarizing external insights and recommended practices.
• Policy updates or guidelines revised based on trend analyses.
• Training sessions on emerging risks and best practices informed by external sources.
• Feedback and follow-up documentation on implementing lessons learned.
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Control Objective:

	Id
	Name
	Description

	GV-5.2.1
	Stakeholder Engagement Processes in Development and Deployment
	The organization establishes clear processes and channels for AI development and deployment teams to regularly engage with relevant AI stakeholders (e.g., end-users, subject matter experts, impacted communities). These interactions involve gathering feedback through various methods (e.g., surveys, interviews, focus groups, workshops), fostering an inclusive and collaborative environment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to establish processes and channels for AI development and deployment teams to engage with relevant AI stakeholders and gather feedback. However, these efforts may be limited, ad-hoc, or not consistently applied across all AI initiatives.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established clear processes and channels for AI development and deployment teams to regularly engage with relevant AI stakeholders and gather feedback through various methods. These interactions foster an inclusive and collaborative environment, although their implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish clear processes and channels for AI development and deployment teams to regularly engage with relevant AI stakeholders and gather feedback that is fully integrated into the organization's overall AI development and deployment lifecycle. These interactions are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust engagement methodologies, tools, and metrics that track their impact on fostering an inclusive and collaborative environment.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of AI Stakeholder Engagement
	Processes for engaging AI stakeholders with AI development teams are lacking



Implementation Guidelines: 

Establish clear processes and channels for engagement to enable AI development and deployment teams to regularly incorporate feedback from relevant AI stakeholders. Consider developing policies that support user feedback mechanisms integrated within AI systems, ensuring continuous stakeholder input. Start by identifying the key AI stakeholders who may have valuable insights or be impacted by the AI system, such as end-users, subject matter experts, and impacted communities.

Develop a stakeholder engagement plan that outlines the specific methods and channels for gathering feedback from each group, such as surveys, interviews, focus groups, or workshops. Ensure these engagement activities foster an inclusive and collaborative environment where all participants feel comfortable sharing their perspectives and concerns.

Establish clear processes for documenting and analyzing feedback, and ensure that feedback is regularly communicated to AI development and deployment teams for consideration and integration into system design and implementation. Regularly review and update the stakeholder engagement plan to ensure it remains effective and relevant as the AI system and its impacts evolve over time.

Example Controls and Evidence: 

Example Control 1: Formal Engagement Process and Channel Definition
Description: Develop and document standardized processes and designated channels for ongoing engagement with AI stakeholders, including roles, responsibilities, and communication protocols.
Examples of Effective Evidence: 
• Engagement process flowcharts outlining steps, methods, and responsibilities.
• Approved communication and feedback channels (e.g., dedicated portals, email addresses, forums).
• Stakeholder engagement plans specifying participation schedules.
• Roles and responsibilities matrices for team members conducting engagement.

Example Control 2: Scheduled and Recurring Engagement Activities
Description: Implement regular, planned interactions such as surveys, interviews, focus groups, or workshops aligned with project phases and system lifecycle stages.
Examples of Effective Evidence: 
• Engagement calendars and schedules with planned activities.
• Meeting agendas, workshop reports, or interview summaries.
• Participant attendance and feedback records.
• Follow-up action lists and collaboration logs.

Example Control 3: Methods and Tools for Feedback Collection and Analysis
Description: Use multiple, accessible methods and tools tailored to stakeholder needs to collect, document, and analyze feedback effectively.
Examples of Effective Evidence: 
• Feedback forms, survey response databases, or digital form platforms.
• Transcripts or recordings of focus groups or interviews.
• Data analysis reports highlighting insights and actionable recommendations.
• Records of stakeholder input incorporated into development or deployment decision-making.

Example Control 4: Transparent Engagement Practices
Description: Ensure engagement practices promote multidisciplinary perspectives, and communicate how feedback is considered and integrated.
Examples of Effective Evidence: 
• Engagement summaries showing engagement with impacted communities and expert voices.
• Transparent communication materials explaining how feedback influenced design or policies.
• Stakeholder acknowledgment or appreciation communications.
• Reports demonstrating consideration of multidisciplinary viewpoints.

Example Control 5: Continuous Improvement of Engagement Processes
Description: Regularly review and improve engagement methods based on stakeholder feedback, participation levels, and effectiveness metrics to foster ongoing collaboration.
Examples of Effective Evidence: 
• Feedback surveys evaluating engagement effectiveness.
• Process review reports and improvement plans.
• Records of adapting engagement channels or methods based on lessons learned.
• Metrics dashboards tracking stakeholder participation and satisfaction over time.


Control Objective:

	Id
	Name
	Description

	GV-5.2.2
	Feedback Evaluation and Prioritization
	The AI development team develops criteria and guidelines for evaluating and prioritizing feedback from AI stakeholders, considering source credibility, potential impact on system performance, and alignment with organizational goals and values.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, AI development teams have developed criteria and guidelines for evaluating and prioritizing feedback from AI stakeholders. These criteria and guidelines consider source credibility, potential impact on system performance, and alignment with organizational goals and values, although their application may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations develop criteria and guidelines for evaluating and prioritizing feedback from AI stakeholders. This is fully integrated into the organization's overall AI development and governance processes. These criteria and guidelines are consistently applied, regularly reviewed and updated based on feedback and best practices, and are supported by robust decision-making frameworks, tools, and metrics that track their impact on incorporating relevant feedback into AI system design and implementation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Feedback Evaluation Criteria
	Criteria for evaluating feedback from AI stakeholders are insufficient



Implementation Guidelines: 

Develop criteria and guidelines for evaluating and prioritizing feedback from AI stakeholders. These criteria should consider factors such as the credibility of the feedback source, the potential impact of the feedback on system performance and outcomes, and the alignment of the feedback with organizational goals and values. Support this process with the involvement of functions (e.g., product management or customer success) that can help translate user feedback into prioritized actions for development teams.

Establish a standardized process for assessing feedback against these criteria, and ensure the process is transparent and consistently applied across all feedback received. Provide training and support to AI development and deployment teams to ensure they are equipped to effectively evaluate and prioritize feedback. Regularly review and update the feedback evaluation criteria and guidelines based on lessons learned and emerging best practices in AI risk management.

Example Controls and Evidence: 

Example Control 1: Creation of Feedback Evaluation Criteria and Guidelines
Description: Establish clear, documented criteria and procedural guidelines for assessing and prioritizing feedback based on source credibility, potential impact, and organizational values.
Examples of Effective Evidence: 
• Formalized evaluation frameworks specifying scoring for source credibility, impact severity, and alignment.
• Decision trees or scoring matrices used to assess feedback urgency and importance.
• Policy documents outlining prioritization procedures.
• Approved guideline manuals for evaluating feedback.

Example Control 2: Source Credibility Assessment Process
Description: Implement a process for assessing the credibility and expertise of feedback sources, including verification mechanisms for stakeholders such as users, subject matter experts, and impacted communities.
Examples of Effective Evidence: 
• Credibility checklists and validation procedures for feedback providers.
• Documentation of source verification steps (e.g., stakeholder vetting, credentials review).
• Records of source assessments and scoring.
• Log of feedback from verified credible sources.

Example Control 3: Impact and Organizational Alignment Evaluation
Description: Develop criteria to evaluate potential system impact of feedback and its alignment with organizational goals, risk appetite, and values, supporting transparent prioritization decisions.
Examples of Effective Evidence: 
• Impact assessment templates linked to feedback scoring.
• Alignment checklists measuring consistency with organizational principles.
• Decision logs recording assessment outcomes and prioritization rationales.
• Feedback triage reports with impact and alignment scores.

Example Control 4: Feedback Prioritization Workflow
Description: Establish a workflow for review, scoring, and ranking feedback items, with designated roles responsible for decision-making, and integrated checkpoints for senior review if needed.
Examples of Effective Evidence: 
• Workflow diagrams illustrating feedback review and prioritization steps.
• Meeting minutes or digital logs of prioritization sessions.
• Approval records for high-priority feedback addressing critical issues.
• Task management system logs documenting feedback processing.

Example Control 5: Continuous Review and Improvement of Evaluation Methodology
Description: Periodically review and refine feedback evaluation criteria based on lessons learned, system changes, and organizational priorities, ensuring ongoing relevance and consistency.
Examples of Effective Evidence: 
• Review meeting minutes with documented updates to criteria and guidelines.
• Feedback from development teams and stakeholders on process effectiveness.
• Version histories of evaluation frameworks and guidelines.
• Performance metrics illustrating the effectiveness of prioritization outcomes.


Control Objective:

	Id
	Name
	Description

	GV-5.2.3
	Feedback Conflict Resolution
	The organization establishes a transparent, fair, and accountable process for adjudicating and resolving conflicting feedback from AI stakeholders, which includes evaluating the merits of feedback, considering trade-offs, and engaging in constructive dialogue.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established a process for adjudicating and resolving conflicting feedback from AI stakeholders. This process is designed to be transparent, fair, and accountable, and includes evaluating the merits of feedback, considering trade-offs, and engaging in constructive dialogue, although its implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish a transparent, fair, and accountable process for adjudicating and resolving conflicting feedback from AI stakeholders that is fully integrated into the organization's overall AI governance and decision-making frameworks. This process is consistently implemented, regularly reviewed and updated based on feedback and best practices, and is supported by robust conflict resolution methodologies, tools, and metrics that track its impact on promoting constructive dialogue and balanced decision-making.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Adjudication Processes
	Transparent and accountable adjudication processes for resolving conflicting feedback are inadequate



Implementation Guidelines: 

Establish a transparent, fair, and accountable process for adjudicating and resolving conflicting feedback from AI stakeholders. This process should involve carefully evaluating the merits of each piece of feedback, considering the potential trade-offs and impacts of different courses of action, and engaging in constructive dialogue with relevant stakeholders to find mutually acceptable solutions.

Ensure the adjudication process is well-documented and that decisions are clearly communicated to all relevant parties. Establish an appeals process to allow stakeholders to challenge decisions that they believe are unfair or not well justified. Regularly review and update the adjudication process based on feedback from stakeholders and lessons learned from past cases.

Example Controls and Evidence: 

Example Control 1: Formal Feedback Conflict Resolution Policy
Description: Develop and document a clear policy describing steps, criteria, roles, and responsibilities for evaluating conflicting feedback, ensuring impartiality and transparency.
Examples of Effective Evidence: 
• Approved conflict resolution procedures outlining evaluation and engagement steps.
• Defined criteria for assessing feedback merits, relevance, and source credibility.
• Roles assigned for conflict adjudication and decision-making.
• Policy dissemination and acknowledgment records.

Example Control 2: Structured Evaluation and Trade-off Analysis Process
Description: Establish a process for systematically evaluating the competing feedback based on merit, impact, risk, and organizational values, with documented trade-off considerations.
Examples of Effective Evidence: 
• Evaluation worksheets and scoring matrices demonstrating merit assessment.
• Documentation of discussions on trade-offs and prioritization rationale.
• Impact analysis reports supporting resolution decisions.
• Meeting minutes or decision logs capturing deliberation outcomes.

Example Control 3: Constructive Dialogue and Engagement Mechanisms
Description: Implement mechanisms such as moderated forums, workshops, or advisory panels for stakeholders to engage in dialogue, explain perspectives, and contribute to consensus-building.
Examples of Effective Evidence: 
• Meeting records, workshop agendas, and discussion summaries.
• Documentation of stakeholder inputs and responses.
• Feedback logs showing dialogue history and resolutions.
• Records of facilitation and moderation activities.

Example Control 4: Transparent Decision Documentation and Accountability
Description: Maintain records of decision-making, including assessments, trade-offs, and appeals, ensuring accountability and traceability of the adjudication process.
Examples of Effective Evidence: 
• Decision logs or reports detailing feedback evaluations and resolutions.
• Records of appeals or challenges and their outcomes.
• Policy or process documents with roles, escalation paths, and review timelines.
• Audit trail of documentation updates and approvals.

Example Control 5: Continuous Improvement and Periodic Review of Process
Description: Regularly review and refine the conflict resolution process based on feedback outcomes, stakeholder satisfaction, and evolving organizational values and standards.
Examples of Effective Evidence: 
• Review reports with lessons learned and process enhancement recommendations.
• Stakeholder satisfaction surveys on the fairness and transparency of the process.
• Updated policies reflecting improvements.
• Implementation records of process updates and staff training.


Control Objective:

	Id
	Name
	Description

	GV-5.2.4
	Impact Assessments with Stakeholder Input
	AI development and deployment teams conduct impact assessments that incorporate external stakeholder feedback, often mediated through user-facing functions (e.g., product management or customer success), and other relevant data to understand potential impacts. Assessment results inform AI system design and deployment decisions, helping to proactively identify and mitigate risks. Teams ensure that feedback collected and processed through these functions is documented and integrated throughout the system lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations conduct impact assessments that incorporate external stakeholder feedback and using the results to inform AI system design and deployment decisions, which is fully integrated into the organization's overall AI development and deployment lifecycle. These practices are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust impact assessment methodologies, documentation standards, and metrics that track their effectiveness in proactively identifying and mitigating risks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unincorporated Stakeholder Feedback
	External stakeholder feedback is not incorporated into impact assessments



Implementation Guidelines: 

Conduct impact assessments that incorporate external stakeholder feedback, often mediated through user-facing functions (e.g., product management or customer success), and other relevant data to understand the potential impacts of AI systems. These assessments should consider a wide range of potential impacts, including privacy, security, fairness, transparency, and accountability.

Ensure the assessment process is well-documented and that the results are communicated to all relevant stakeholders. Use the results of the impact assessments to inform AI system design and deployment decisions, and proactively address and mitigate identified risks. Maintain documentation of how feedback has been integrated into system design throughout the system lifecycle, and regularly review and update this documentation as the system evolves.

Example Controls and Evidence: 

Example Control 1: Stakeholder Feedback Integration in Impact Assessments
Description: Establish processes for systematically collecting, evaluating, and incorporating feedback from external stakeholders, including users, communities, and subject matter experts, into impact assessments.
Examples of Effective Evidence: 
• Impact assessment templates including stakeholder feedback inputs.
• Records of feedback collection via surveys, interviews, or focus groups.
• Evaluation reports demonstrating how feedback influenced design or deployment decisions.
• Documentation of stakeholder engagement activities linked to assessment outcomes.

Example Control 2: Mediation Through User-Facing Functions and Data Sources
Description: Use existing user-facing functions (e.g., product management, customer success) and relevant data sources to gather, document, and analyze external feedback regarding impacts.
Examples of Effective Evidence: 
• Logs of feedback received via support channels, product updates, or user surveys.
• Records of feedback discussions in product management or user engagement meetings.
• Documentation linking feedback to impact assessment reports.
• Systematic tracking of issues raised and their resolution statuses.

Example Control 3: Impact Assessment Methodology and Decision-Making
Description: Develop and implement methodologies that integrate feedback and data into impact assessments, influencing design, risk mitigation, and deployment strategies.
Examples of Effective Evidence: 
• Formal impact assessment procedures referencing stakeholder feedback.
• Impact analysis reports with documented feedback incorporation.
• Decision logs linked to assessment findings, including mitigations and trade-offs.
• Review and approval records from cross-functional review boards.

Example Control 4: Documentation, Traceability, and Lifecycle Integration
Description: Maintain comprehensive documentation capturing feedback, assessment outcomes, design adjustments, and mitigation actions across the AI system lifecycle.
Examples of Effective Evidence: 
• Version-controlled impact assessment and feedback records.
• Change logs linking feedback to specific system modifications.
• Lifecycle documentation demonstrating ongoing impact considerations.
• Audit trails showing stakeholder feedback influence over time.

Example Control 5: Continuous Monitoring and Feedback Loop for Improvement
Description: Regularly review collected feedback and assessment processes, updating practices to improve stakeholder engagement, impact understanding, and risk mitigation in line with evolving expectations.
Examples of Effective Evidence: 
• Feedback review reports highlighting lessons learned.
• Process review schedules and improvement action plans.
• Stakeholder satisfaction surveys regarding feedback engagement.
• Updates to impact assessment methodologies based on review insights.


Control Objective:

	Id
	Name
	Description

	GV-5.2.5
	Stakeholder Feedback Education and Transparency
	The organization educates stakeholders on effectively submitting feedback, communicates the process for how feedback is handled, and regularly informs them about how their feedback has been incorporated into AI system design and implementation (e.g., via reports, case studies, public forums), thereby promoting transparency, trust, and demonstrating its commitment to responsible AI development and deployment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations educate stakeholders on effectively submitting feedback, communicate how feedback is handled, and regularly inform them about its incorporation into AI system design and implementation through various means (e.g., reports, case studies, public forums). These efforts promote transparency, trust, and demonstrate a commitment to responsible AI, although their implementation may not yet be fully consistent across all AI initiatives.

	Stage 4: Embedded
	Yes
	At the embedded stage, these practices are fully integrated into the organization's overall stakeholder engagement and communication strategy. This includes consistent education on feedback submission and communication of its handling and incorporation into AI system design and implementation. These efforts are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust educational resources, reporting mechanisms, communication channels, and metrics that track their impact on promoting transparency, trust, and demonstrating commitment to responsible AI.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate AI Feedback and Transparency
	Stakeholders are uninformed about AI feedback processes and incorporation



Implementation Guidelines: 

Educate stakeholders on how to effectively submit feedback, communicating the clear process for its handling and subsequent incorporation into AI system design and implementation. Develop clear, easily accessible guidelines and templates for feedback submission, providing necessary training and support to ensure stakeholders can effectively articulate their concerns and suggestions.

Establish clear communication channels to regularly inform stakeholders about how their feedback has been addressed and incorporated into AI system design and implementation. User-facing functions, such as product management or customer success, should develop and execute communication plans outlining specific methods and channels (e.g., regular reports, case studies, public forums) for sharing these updates. Ensure these communications are clear, concise, accessible to multidisciplinary stakeholders, and highlight specific examples demonstrating the organization's commitment to responsible AI development and deployment.

Regularly solicit feedback from stakeholders regarding the effectiveness of both the feedback submission/handling processes and the transparency of communication regarding incorporation. Use this feedback to make continuous improvements to ensure relevance, value, and ongoing stakeholder engagement.

Example Controls and Evidence: 

Example Control 1: Development of Clear Feedback Submission Guidelines
Description: Create accessible, easy-to-understand guidelines detailing how stakeholders can submit their feedback, including points of contact, preferred channels, and types of feedback sought.
Examples of Effective Evidence: 
• Written feedback guidelines published on the organization’s website, portals, or internal portals.
• User-friendly manuals or quick-reference materials explaining submission procedures.
• FAQs addressing common questions about feedback channels.
• Version-controlled documents updated over time.

Example Control 2: Stakeholder Education and Outreach Campaigns
Description: Conduct targeted communication campaigns (e.g., webinars, newsletters, workshops) to educate stakeholders about the feedback process, including its importance and benefits.
Examples of Effective Evidence: 
• Outreach materials, email campaigns, or webinar recordings explaining how and why to submit feedback.
• Participation logs and attendance records for educational sessions.
• Surveys assessing stakeholder understanding and confidence in providing feedback.
• Feedback on the clarity of communication efforts.

Example Control 3: Transparent Feedback Handling and Use Explanation
Description: Communicate to stakeholders how their feedback is received, evaluated, and incorporated into AI system design and improvements.
Examples of Effective Evidence: 
• Public reports or update newsletters showing feedback summaries and actions taken.
• Systematic response templates or acknowledgment receipts sent to stakeholders.
• Documentation of feedback review and decision-making processes.
• Examples of feedback incorporated into system updates with attribution where appropriate.

Example Control 4: Ongoing Communication and Feedback Loop Maintenance
Description: Establish regular channels (e.g., town halls, online portals, updates) to inform stakeholders about ongoing feedback handling, system changes, and new opportunities for input.
Examples of Effective Evidence: 
• Scheduled updates and communication logs.
• Meeting minutes from stakeholder forums or feedback review sessions.
• Digital dashboards showing feedback metrics and responses.
• Stakeholder feedback surveys evaluating transparency and responsiveness.

Example Control 5: Monitoring and Improving Feedback Communication Effectiveness
Description: Regularly assess stakeholder understanding and satisfaction regarding feedback processes, making improvements based on insights and changing expectations.
Examples of Effective Evidence: 
• Satisfaction surveys or evaluations regarding communication clarity.
• Feedback from stakeholders about their perceived influence and transparency.
• Review reports and action plans for enhancing feedback channels and communications.
• Records of process revisions driven by stakeholder input.
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Control Objective:

	Id
	Name
	Description

	GV-6.1.1
	Third-Party AI Evaluation and Selection
	The organization establishes processes for evaluating and selecting third-party AI technologies based on criteria that assess security and privacy implications, integrating AI-specific considerations into third-party procurement planning, due diligence, evaluation, and contracting practices to create alignment with organizational risk management policies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations are beginning to identify third-party AI technologies for potential use but lack formal processes for their evaluation. Considerations for security and privacy are largely informal or project-specific, without established criteria or integration into broader organizational risk management policies.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish basic processes for evaluating third-party AI technologies with initial focus on security and privacy considerations, creating a foundational approach to responsible AI procurement that can be expanded and refined over time.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations develop criteria that incorporate security and privacy  considerations into third-party AI evaluation processes.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have automated, standardized procedures that consistently assess AI vendors and technologies based on these criteria, ensuring alignment with risk management policies and promoting responsible AI adoption, supporting AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Third-Party Evaluation
	Processes for evaluating third-party AI technologies are insufficient or missing



Implementation Guidelines: 

Establish clear processes for evaluating and selecting third-party AI technologies to be integrated into the AI system. These processes should be based on a set of criteria that assess the security and privacy implications of each technology, ensuring alignment with the organization's overall risk management policies. 

Develop a standardized evaluation framework that includes a set of questions or requirements that each potential third-party provider must address. Key areas to assess should include data handling practices, model training and testing procedures, and transparency and accountability measures.

Engage internal stakeholders, such as legal, security, and compliance teams, to ensure that the evaluation criteria are comprehensive and align with the organization's values and priorities. Establish a review and approval process for each third-party technology, including documentation of the evaluation results and any identified risks or concerns. Ensure that the selection process is transparent and that relevant stakeholders are involved in the decision-making process, promoting collaboration and informed choices.

Example Controls and Evidence: 

Example Control 1: Development of a Third-Party AI Evaluation Framework
Description: Create a formal framework that defines criteria and processes for assessing third-party AI solutions on security and privacy, ensuring comprehensive risk-based evaluation.
Examples of Effective Evidence: 
• Evaluation templates or checklists incorporating AI-specific security and privacy metrics.
• Approval workflows for third-party assessments aligned with risk policies.
• Detailed criteria outlining minimum standards and scoring mechanisms.
• Version-controlled evaluation protocols.

Example Control 2: Due Diligence and Vendor Assessment Processes
Description: Implement thorough due diligence activities, including risk assessments, code reviews, and compliance checks, tailored to AI-specific risks, during vendor evaluation and before procurement.
Examples of Effective Evidence: 
• Risk assessment reports for each AI vendor or solution.
• Security and privacy compliance documentation review records.
• Technical assessments, including model transparency and bias evaluation.
• Due diligence checklists with AI-specific questions.

Example Control 3: Contracting and Risk Mitigation Clauses
Description: Incorporate contractual clauses addressing security and privacy, assessments, and liability, aligned with organizational policies and standards.
Examples of Effective Evidence: 
• Contract templates with AI-specific risk mitigation provisions.
• Signed agreements explicitly covering security, data governance, and responsible use.
• Auditing and monitoring clauses for ongoing compliance.
• Documentation of contract reviews and approvals.

Example Control 4: Integration with Organizational Risk Policies and Oversight
Description: Ensure evaluation outcomes inform risk management decisions, with integration into the broader enterprise risk management and oversight frameworks.
Examples of Effective Evidence: 
• Risk register entries linking third-party AI solutions with identified issues.
• Management approval records for deployment decisions based on evaluated risks.
• Reports showing alignment between evaluation results and organizational risk appetite.
• Oversight meeting minutes discussing third-party AI risks.

Example Control 5: Continuous Monitoring and Reassessment
Description: Establish ongoing monitoring processes for third-party AI solutions, including periodic reassessment of security and privacy, with updates embedded into contract terms.
Examples of Effective Evidence: 
• Monitoring schedules and compliance audit reports.
• Post-deployment risk reassessment documentation.
• Incident or breach reports linked to third-party AI solutions.
• Updated evaluation criteria reflecting evolving standards and lessons learned.


Control Objective:

	Id
	Name
	Description

	GV-6.1.2
	Third-Party System Requirements
	The organization identifies and documents AI system requirements that may be specific to a third party to inform procurement planning, due diligence, and contracting.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage start identifying and documenting basic AI system requirements for third-party procurement to ensure initial alignment with organizational needs.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations expand and refine these requirements based on lessons learned and increasing understanding of third-party AI risks.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have comprehensive, standardized documentation processes that consistently inform procurement, due diligence, and contracting, ensuring ongoing alignment and responsible AI adoption in line with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified Third-Party Requirements
	AI system requirements specific to third parties are not identified



Implementation Guidelines: 

Identify and document AI system requirements specific to third parties, such as vendor or partner organizations. These requirements may relate to data sharing, security protocols, or performance metrics. Engage relevant stakeholders from both the organization and the third party to gather input on these requirements, ensuring they are aligned with the organization's overall AI risk management strategy. 

Document the third party-specific requirements using clear and concise language, ensuring they are easily accessible to relevant parties. Use these requirements to inform procurement planning, due diligence, and contracting activities with the third party, ensuring they are incorporated into relevant agreements or contracts.

Regularly review and update the third-party-specific requirements over time, and communicate any changes to relevant stakeholders to ensure proper understanding and compliance.

Example Controls and Evidence: 

Example Control 1: Requirements Gathering and Documentation Process
Description: Develop a formal process to identify, specify, and document third-party AI system requirements, including technical, security, privacy, and compliance needs, aligned with organizational standards.
Examples of Effective Evidence: 
• Requirement specification templates tailored for third-party AI solutions.
• Records of stakeholder input, user needs, and regulatory obligations incorporated into requirements.
• Approval workflows demonstrating review and sign-off of documented requirements.
• Version-controlled requirement documents.

Example Control 2: Inclusion of Specific AI Requirements in Procurement and Due Diligence
Description: Integrate the documented third-party AI requirements into procurement assessments, evaluation criteria, and due diligence checklists to guide vendor selection and risk mitigation.
Examples of Effective Evidence: 
• Evaluation matrices and scoring rubrics reflecting AI-specific requirements.
• Due diligence reports verifying compliance with security and privacy standards.
• Procurement checklists referencing detailed AI requirements.
• Records of stakeholder reviews and approvals.

Example Control 3: Contracting and Service Level Agreements (SLAs) Based on Requirements
Description: Embed AI-specific requirements into contractual agreements, SLAs, and audit clauses to ensure ongoing compliance and performance.
Examples of Effective Evidence: 
• Contract templates incorporating AI security and privacy clauses.
• Signed agreements with detailed performance and compliance metrics.
• Monitoring and audit provisions aligned with documented requirements.
• Contract review and approval records.

Example Control 4: Requirements Traceability and Lifecycle Management
Description: Maintain traceability of requirements throughout the procurement, implementation, and operational lifecycle, ensuring ongoing alignment and updates as needed.
Examples of Effective Evidence: 
• Traceability matrices linking requirements to evaluation results, contract clauses, and implementation activities.
• Change management logs updating requirements based on system evolution or regulatory changes.
• Implementation and verification reports confirming requirement fulfillment.
• Documentation of requirement review intervals.

Example Control 5: Continuous Review and Refinement of Requirements
Description: Regularly review and update AI system requirements for third-party solutions in response to new risks, technological developments, or organizational priorities.
Examples of Effective Evidence: 
• Periodic requirements review reports with stakeholder input.
• Updated requirement documents reflecting lessons learned or regulatory changes.
• Change approval records for requirement modifications.
• Feedback loops capturing lessons from deployments and audits.


Control Objective:

	Id
	Name
	Description

	GV-6.1.3
	Procurement and AI Partner Evaluation
	The organization updates its procurement planning processes to integrate AI-specific requirements so that procurement activities consider AI's unique implications and challenges associated with third-party partnerships. It also emphasizes the importance of participating in joint testing with third-party entities to collaboratively evaluate AI technologies and validate their effectiveness and compliance with organizational standards.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations start incorporating basic AI-specific considerations into procurement planning and recognize the value of joint testing with third parties as an initial step toward responsible AI deployment.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have updated their procurement planning processes to integrate AI-specific requirements and consider AI's unique implications and challenges associated with third-party partnerships. They also emphasize the importance of participating in joint testing with third-party entities to collaboratively evaluate AI technologies and validate their effectiveness and compliance with organizational standards, although these practices may not yet be fully consistent across all procurement activities.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations update procurement planning processes to integrate AI-specific requirements and emphasizing the importance of joint testing with third-party entities. This is fully integrated into the organization's overall procurement and third-party risk management processes. These practices are consistently implemented, regularly reviewed and updated based on feedback and best practices, and are supported by robust AI-specific procurement templates, evaluation criteria, and metrics that track their impact on ensuring effective and compliant AI technologies from third-party partnerships.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Procurement Planning
	Procurement planning processes fail to integrate AI-specific requirements



Implementation Guidelines: 

Integrate AI-specific requirements into the organization's procurement planning processes to ensure procurement activities consider the unique implications and challenges associated with third-party partnerships involving AI technologies. Develop a set of standardized criteria for evaluating potential third-party partners, such as their experience with AI, their data management practices, and their commitment to responsible AI development.

Emphasize the importance of joint testing with third-party entities to collaboratively evaluate AI technologies and validate their effectiveness and compliance with organizational standards. Establish clear protocols for conducting joint testing, including roles and responsibilities, testing methodologies, and acceptance criteria. Regularly review and update procurement planning processes to ensure they remain aligned with the organization's AI strategy and risk management objectives.

Example Controls and Evidence: 

Example Control 1: Integration of AI-Specific Requirements in Procurement Planning
Description: Revise procurement procedures and planning templates to include AI-related considerations such as safety, data governance, and cybersecurity risks, guiding supplier evaluation and selection.
Examples of Effective Evidence: 
• Updated procurement policies and checklists emphasizing AI-specific risks and standards.
• Requirement inclusion matrices for AI safety, privacy, and security criteria.
• Procurement planning documents highlighting AI considerations at early stages.
• Stakeholder review and approval records of revised planning processes.

Example Control 2: Inclusion of AI-Specific Evaluation Criteria and Due Diligence
Description: Implement evaluation metrics and due diligence activities that assess a third-party AI provider’s adherence to safety, privacy, and performance standards during vendor selection.
Examples of Effective Evidence: 
• Evaluation checklists with AI safety and compliance criteria.
• Due diligence reports on third-party AI solutions, including risk assessments.
• Documentation of stakeholder reviews and scoring outcomes.
• Records of vendor demos, certifications, or third-party audit results.

Example Control 3: Promoting Joint Testing and Validation Activities
Description: Establish protocols for joint testing, including co-created test plans, validation procedures, and performance benchmarks, to collaboratively assess AI effectiveness and adherence to standards before deployment.
Examples of Effective Evidence: 
• Test plans and schedules co-developed with third parties.
• Test reports documenting joint evaluation results against organizational criteria.
• Meeting minutes or logs of joint testing sessions and findings.
• Sign-offs or approvals from both internal and external evaluators confirming compliance.

Example Control 4: Embedding Evaluation Results into Procurement and Deployment Decisions
Description: Use insights from joint testing and evaluations to inform procurement decisions, deployment readiness, and post-deployment monitoring strategies.
Examples of Effective Evidence: 
• Evaluation summaries linked to procurement approval records.
• Decision memos reflecting joint testing outcomes and mitigation plans.
• Updated risk and implementation checklists based on testing results.
• Certification or performance benchmarking against organizational standards.

Example Control 5: Continuous Improvement of Procurement Processes with Feedback Loops
Description: Regularly review and refine procurement and joint testing processes, incorporating lessons learned, emerging risks, and evolving standards to strengthen AI partnership management.
Examples of Effective Evidence: 
• Post-project reviews analyzing process effectiveness and challenges.
• Process update documentation with stakeholder input.
• Feedback surveys from procurement and testing teams.
• Action plans for incorporating lessons learned into future practices.


Control Objective:

	Id
	Name
	Description

	GV-6.1.4
	Due Diligence for AI Vendors
	The organization enhances its policies and procedures and provides adequate resources for conducting due diligence on third-party entities by incorporating AI-related considerations, including data provenance, secondary data use, and vendor data practices. This involves assessing intellectual property and data management specific to AI to inform more comprehensive risk-benefit assessments for AI-related partnerships. The due diligence process emphasizes negotiating contractual provisions that protect against data misuse, ensure data quality, and secure appropriate data rights.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage start incorporating basic AI-specific considerations into due diligence processes, focusing on key areas like data sources and vendor practices to address fundamental risks in AI partnerships.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have enhanced their policies and procedures for conducting due diligence on third-party entities by incorporating AI-related considerations. This involves assessing intellectual property and data management implications specific to AI to inform more comprehensive risk-benefit assessments for AI-related partnerships, although these practices may not yet be fully consistent across all third-party relationships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations enhance policies and procedures for conducting due diligence on third-party entities by incorporating AI-related considerations that are fully integrated into the organization's overall third-party risk management processes. These practices are consistently implemented, regularly reviewed and updated based on emerging risks and best practices, and are supported by robust AI-specific due diligence frameworks, assessment tools, and metrics that track their impact on informing comprehensive risk-benefit assessments for AI-related partnerships.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Incomplete Third-Party Due Diligence
	Due diligence on third-party entities doesn't include AI-related considerations



Implementation Guidelines: 

Enhance the organization's policies and procedures for conducting due diligence on third-party entities by incorporating AI-related considerations, including data provenance, secondary data use, and vendor data practices. Develop a standardized due diligence checklist that includes questions related to intellectual property and data management specific to AI. Ensure adequately skilled resources exist to perform due diligence.

Engage with subject matter experts, such as legal counsel and data privacy specialists, to ensure the due diligence process is comprehensive and aligned with relevant laws and regulations. Use the results of the due diligence process to inform risk-benefit assessments for AI-related partnerships, and establish clear criteria for determining whether a potential partnership is acceptable based on the level of risk identified. Incorporate contractual clauses that facilitate negotiation of protections around data rights, data quality, and vendor accountability. Regularly review and update due diligence policies and procedures to ensure they remain effective and aligned with emerging best practices in AI risk management.

Example Controls and Evidence: 

Example Control 1: Updating Due Diligence Framework with AI-Related Risks and Considerations
Description: Revise existing due diligence policies and checklists to include AI-specific factors such as data provenance, data quality, and secondary use, ensuring a holistic evaluation of third-party AI vendors.
Examples of Effective Evidence: 
• Revised due diligence policies highlighting AI-related data and assessments.
• Updated checklists cross-referencing AI-specific data practices and intellectual property (IP) considerations.
• Training materials and guidelines for teams conducting AI vendor assessments.
• Sign-off records approving the updated process.

Example Control 2: Assessment of Data Practices and Intellectual Property
Description: Conduct in-depth evaluations of a potential vendor’s data provenance, data management practices, secondary data use policies, and compliance beyond standard due diligence.
Examples of Effective Evidence: 
• Data provenance reports, audit results, or certifications.
• Documentation of data governance assessments, including data quality and security.
• Review reports and bias mitigation evaluations.
• IP ownership and licensing analyses.

Example Control 3: Contract Negotiation and Provisions for Data and IP Protections
Description: Incorporate contractual clauses that safeguard against data misuse, establish data rights, define data quality obligations, and specify compliance requirements.
Examples of Effective Evidence: 
• Draft and finalized contract clauses governing data rights, usage, and confidentiality.
• Data security and privacy provisions aligned with regulations.
• Indemnity and liability clauses specific to data breaches or misuse.
• Monitoring, audit rights, and enforcement clauses.

Example Control 4: Integration of Due Diligence Results into Risk-Benefit Analysis
Description: Use comprehensive due diligence findings including data, IP, and other assessments to inform a balanced risk-benefit evaluation and decision on third-party partnerships.
Examples of Effective Evidence: 
• Risk-benefit assessment reports incorporating AI-specific due diligence insights.
• Decision matrices weighing data, IP, and other considerations.
• Management review records approving or rejecting partnerships based on findings.
• Updated risk registers reflecting AI due diligence outcomes.

Example Control 5: Ongoing Monitoring and Reassessment of Data Practices
Description: Establish processes for periodic review of third-party data practices, IP security, and compliance throughout the partnership lifecycle, updating assessments as needed.
Examples of Effective Evidence: 
• Audit schedules and reports on ongoing data governance and compliance.
• Reassessment reports triggered by system updates or incidents.
• Contract renewal or amendment documentation reflecting current due diligence findings.
• Stakeholder feedback and lessons learned incorporated into process updates.


Control Objective:

	Id
	Name
	Description

	GV-6.1.5
	Third-Party AI Risk Documentation
	The organization reviews and updates its existing documentation of AI risks associated with third-party entities (e.g., intellectual property infringement, data privacy, security, data provenance, and secondary data use by vendors) to include AI-specific factors. This documentation is regularly reviewed and adapted to address emerging AI-related risks, including specific considerations around data sourcing, management, and vendor data practices. Additionally, it clarifies AI risk management responsibilities within a shared responsibility model, helping all parties understand their roles in mitigating AI-related risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have started to review and update their existing documentation of AI risks associated with third-party entities to include AI-specific factors. However, these efforts may be limited, ad-hoc, or not consistently applied across all third-party relationships.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have comprehensively reviewed and updated their existing documentation of AI risks associated with third-party entities to include AI-specific factors. This documentation is regularly reviewed and adapted to address emerging AI-related risks, and clarifies AI risk management responsibilities within a shared responsibility model, although its implementation may not yet be fully consistent across all third-party relationships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations review and update documentation of AI risks associated with third-party entities to include AI-specific factors, which is fully integrated into the organization's overall third-party risk management processes. This documentation is consistently maintained, regularly reviewed and updated based on emerging risks and best practices, and is supported by robust shared responsibility models, communication channels, and metrics that track its effectiveness in helping all parties understand their roles in mitigating AI-related risks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Risk Documentation
	Documentation of AI risks associated with third-party entities is insufficient



Implementation Guidelines: 

Review and update existing documentation of AI risks associated with third-party entities to include AI-specific factors such as data provenance, secondary data use, and vendor data practices. Conduct a comprehensive risk assessment to identify potential risks such as intellectual property infringement, data privacy, and security breaches related to AI technologies.

Engage with relevant stakeholders, including legal, procurement, and IT teams, to ensure the documentation is comprehensive and aligned with the organization's overall risk management strategy. Clearly define the roles and responsibilities of both the organization and third-party entities in mitigating AI-related risks, using a shared responsibility model. Incorporate considerations around data sourcing, management, and vendor data practices into the documentation. Regularly review and update the documentation to ensure it remains current and relevant as new AI-related risks emerge.

Example Controls and Evidence: 

Example Control 1: Periodic Review and Updating of AI Risk Documentation
Description: Establish a schedule for regularly reviewing and updating third-party AI risk documentation to reflect new risks, emerging standards, and lessons learned, especially related to data sourcing, management, and vendor data practices.
Examples of Effective Evidence: 
• Review schedules and formal review meeting minutes.
• Updated risk registers or risk assessment reports with new AI-specific considerations.
• Version histories indicating revisions driven by new risks or standards.
• Feedback from stakeholders incorporated into updates.

Example Control 2: Inclusion of AI-Specific Factors and Emerging Risks
Description: Expand documentation to explicitly address AI-specific risks such as data provenance, biases, secondary data use, and evolving regulatory requirements.
Examples of Effective Evidence: 
• Risk registers with dedicated sections for data sourcing and provenance.
• Risk assessment reports detailing controls for data management and vendor practices.
• Incident analyses revealing new or unanticipated risks, prompting documentation updates.
• Inclusion of industry alerts or standards in risk profiles.

Example Control 3: Clarification of Roles and Responsibilities within a Shared Responsibility Model
Description: Document and communicate the division of responsibilities for AI risk management among all relevant parties, ensuring clarity for developers, vendors, users, and oversight bodies.
Examples of Effective Evidence: 
• Shared responsibility matrices or RACI charts reflecting AI risk roles.
• Partnership agreements or contracts clarifying data responsibilities and oversight duties.
• Training or awareness materials explaining each party’s role.
• Meeting minutes discussing role clarification and joint responsibilities.

Example Control 4: Integration of Documentation into Risk Management Processes
Description: Ensure AI risk documentation is integrated into broader risk management and governance frameworks, supporting decision-making and oversight activities.
Examples of Effective Evidence: 
• Linking risk documentation to enterprise risk registers.
• Inclusion of AI-specific risks in compliance and audit reports.
• Regular oversight review reports referencing the documentation.
• Decision records demonstrating use of documentation in approvals.

Example Control 5: Continuous Monitoring and Updating Based on New Data and Risks
Description: Implement mechanisms for ongoing monitoring of AI risks, with processes to capture new risks and update documentation promptly as the AI ecosystem evolves.
Examples of Effective Evidence: 
• Monitoring reports that flag new risks from vendor updates or data issues.
• Change logs reflecting updates driven by incident reports, audits, or regulatory changes.
• Feedback from stakeholders and external audits leading to documentation revisions.
• Lessons learned incorporated into risk profiles and responsibilities.


Control Objective:

	Id
	Name
	Description

	GV-6.1.6
	Fourth-Party Disclosure and Termination
	The organization recognizes the risks associated with fourth parties—entities utilized by third parties—by requiring third parties to disclose their own third-party relationships and any associated risks. In cases where significant risks are identified, the organization establishes clear guidelines for terminating third-party contracts to protect its interests and mitigate potential harm.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations recognize the risks associated with fourth parties and require third parties to disclose their own third-party relationships and any associated risks. They also establish clear guidelines for terminating third-party contracts where significant risks are identified, although these practices may not yet be fully consistent across all third-party relationships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations recognize the risks associated with fourth parties and establish clear guidelines for terminating third-party contracts where significant risks are identified. This is fully integrated into the organization's overall third-party risk management processes. These practices are consistently implemented, regularly reviewed and updated based on emerging risks and best practices, and are supported by robust fourth-party risk assessment frameworks, contract termination protocols, and metrics that track their impact on protecting the organization's interests and mitigating potential harm.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unaddressed Fourth-Party Risks
	Fourth-party AI risks are not addressed in third-party contracts



Implementation Guidelines: 

Recognize the risks associated with fourth parties—entities utilized by third parties—by requiring third parties to disclose their own third-party relationships and any associated risks. Update standard contract templates to include provisions related to fourth-party risk disclosure and management.

Establish clear guidelines for evaluating the risks associated with fourth parties, and develop criteria for determining when a third-party relationship should be terminated due to unacceptable levels of fourth-party risk. Communicate these guidelines and criteria to all relevant stakeholders, including procurement and legal teams, and provide training to ensure consistent application. Regularly review and update fourth-party risk management processes to ensure they remain effective and aligned with the organization's overall risk management strategy.

Example Controls and Evidence: 

Example Control 1: Recognition and Disclosure of Fourth-Party Relationships
Description: Mandate that third parties disclose their own third-party relationships and associated risks during onboarding and ongoing assessments.
Examples of Effective Evidence: 
• Contract clauses requiring disclosure of fourth-party relationships and risk profiles.
• Due diligence questionnaires or audit reports obtained from third parties.
• Records of disclosures received and evaluated from third parties.
• Documentation of third-party risk assessments including fourth-party considerations.

Example Control 2: Evaluation and Assessment of Fourth-Party Risks
Description: Implement processes to assess the risks posed by fourth parties, focusing on data security, compliance, operational dependencies, and reputational impact.
Examples of Effective Evidence: 
• Risk assessment reports detailing fourth-party relationships and related vulnerabilities.
• Audits or reviews that include fourth-party risk evaluation.
• Acceptable risk criteria and scoring models used for significance determination.
• Records of risk mitigation measures or controls specific to fourth-party risks.

Example Control 3: Contractual Guidelines and Termination Procedures for Significant Risks
Description: Establish clear contractual provisions and procedures guiding termination of third-party contracts when risks from fourth parties become unacceptable or unmanageable.
Examples of Effective Evidence: 
• Standard clauses defining conditions for termination related to fourth-party risks.
• Contract review procedures that include fourth-party risk analysis.
• Termination notices or agreements executed based on risk assessments.
• Documented decision-making process for contract termination.

Example Control 4: Ongoing Monitoring and Reevaluation of Fourth-Party Risks
Description: Continuously monitor and reevaluate fourth-party relationships to identify emerging risks and enforce termination or mitigation actions as needed.
Examples of Effective Evidence: 
• Periodic risk re-assessment reports including fourth-party factors.
• Incident or breach logs linked to fourth-party entities.
• Updated risk profiles and mitigation plans reflecting new insights.
• Review records of contract amendments or withdrawals.

Example Control 5: Awareness and Training on Fourth-Party Risks and Termination Protocols
Description: Provide training to procurement, legal, and risk teams on identifying, evaluating, and responding to fourth-party risks, including when and how to initiate contract termination.
Examples of Effective Evidence: 
• Training curricula, attendance logs, and certification records.
• Policy and procedure manuals on fourth-party risk management.
• Scenario exercises or simulations testing termination decision processes.
• Internal communications emphasizing responsibilities and protocols.


Control Objective:

	Id
	Name
	Description

	GV-6.1.7
	System Requirements Review and Updates
	The organization creates a plan for regular reviews and updates of third-party system requirements throughout the AI lifecycle, allowing for the identification of emerging risks and the incorporation of feedback from relevant AI stakeholders.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations develop plans to review and update third-party system requirements periodically, capturing emerging risks and stakeholder feedback.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have automated, continuous review processes that proactively adapt requirements throughout the AI lifecycle, ensuring ongoing alignment with evolving risks and stakeholder needs in line with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unreviewed Third-Party Requirements
	Third-party system requirements are not reviewed and updated regularly



Implementation Guidelines: 

Create a plan for regularly reviewing and updating the AI system requirements throughout third-party systems' lifecycles. This plan should include activities such as periodic reviews of the system's performance, user feedback collection, and proactive identification of emerging risks and opportunities for improvement. 

Engage relevant stakeholders, such as end-users, domain experts, and impacted communities, to gather input on the system's performance and potential areas for improvement. Develop a standardized process for incorporating this feedback into the system requirements, ensuring relevant parties are aware of and trained on this process.

Document the plan for regular reviews and updates in clear and concise language, ensuring it is easily accessible to relevant parties. Regularly review and update the plan as needed to maintain its accuracy and relevance, and communicate changes to relevant stakeholders to ensure ongoing engagement and understanding.

Example Controls and Evidence: 

Example Control 1: Formal Review and Update Schedule
Description: Develop a documented schedule specifying review frequency, responsible parties, and scope for reassessing third-party AI system requirements at key lifecycle stages.
Examples of Effective Evidence: 
• Approved review calendar with predefined review intervals.
• Roles and responsibilities documentation for conducting reviews.
• Checklists and scope documents guiding the review process.
• Version-controlled schedules and planning documents.

Example Control 2: Integration of Emerging Risks and Feedback into Requirements
Description: Establish mechanisms for capturing new risks and stakeholder feedback during operations, testing, and incident response, and feeding these insights into requirement updates.
Examples of Effective Evidence: 
• Feedback collection reports from stakeholders, incident logs, or testing debriefs.
• Risk registers updated with new challenges or vulnerabilities.
• Meeting minutes and review reports documenting insights and resulting requirement changes.
• Records of lessons learned and improvements incorporated into system specifications.

Example Control 3: Process for Requirement Reassessment and Prioritization
Description: Implement a structured process to evaluate, prioritize, and incorporate emerging risks and feedback, aligning updates with organizational risk appetite and strategic goals.
Examples of Effective Evidence: 
• Impact and risk assessment matrices guiding updates.
• Decision logs and approval workflows for requirement revisions.
• Prioritization criteria linking feedback and risk to system modifications.
• Change request records and update approvals.

Example Control 4: Documentation and Version Control of Requirement Updates
Description: Maintain comprehensive, version-controlled documentation of requirements revisions, including the rationale, stakeholder input, and risk considerations.
Examples of Effective Evidence: 
• Updated requirement documents with revision history.
• Change logs detailing updates, reasons, and approval signatures.
• Traceability matrices linking requirements to risk assessments and stakeholder feedback.
• Audit trail of review and update activities.

Example Control 5: Continuous Monitoring and Improvement of the Review Process
Description: Regularly evaluate the effectiveness of the review and update process, making improvements based on lessons learned, emerging standards, and stakeholder input.
Examples of Effective Evidence: 
• Post-review evaluation reports assessing process effectiveness.
• Stakeholder surveys on review transparency and responsiveness.
• Process improvement action plans with timelines.
• Records of process updates and staff training on new procedures.


Control Objective:

	Id
	Name
	Description

	GV-6.1.8
	Third-Party Concentration Risk Management
	The organization addresses aggregate third-party concentration risk by encouraging diversification of partners and thorough assessments of potential vulnerabilities associated with reliance on a limited number of third-party AI providers.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations address aggregate third-party concentration risk by encouraging diversification of partners and conducting thorough assessments of potential vulnerabilities associated with reliance on a limited number of third-party AI providers. However, these practices may not yet be fully consistent or integrated into the organization's overall third-party risk management strategy.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations address aggregate third-party concentration risk by encouraging diversification of partners and conducting thorough assessments of potential vulnerabilities. This is fully integrated into the organization's overall third-party risk management strategy. These practices are consistently implemented, regularly reviewed and updated based on emerging risks and best practices, and are supported by robust concentration risk assessment frameworks, diversification targets, and metrics that track their impact on reducing the organization's exposure to third-party AI provider concentration risk.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unaddressed Concentration Risk
	Aggregate third-party AI concentration risk is not addressed



Implementation Guidelines: 

Address aggregate third-party concentration risk by encouraging diversification of partners and thorough assessments of potential vulnerabilities associated with reliance on a limited number of third-party AI providers. Establish guidelines for the maximum percentage of AI-related services that can be provided by a single third-party entity, and develop contingency plans for transitioning to alternative providers if necessary.

Conduct regular assessments of the organization's third-party AI provider portfolio to identify potential concentration risks, and develop strategies for mitigating these risks, such as establishing backup providers or investing in internal AI development capabilities. Communicate the importance of third-party diversification to relevant stakeholders, including procurement and IT teams, and provide guidance on how to effectively manage concentration risk in the context of AI.

Example Controls and Evidence: 

Example Control 1: Policy and Framework for Managing Third-Party Concentration
Description: Establish policies requiring diversification strategies and risk assessments to prevent excessive reliance on a few AI providers.
Examples of Effective Evidence: 
• Approved policies outlining diversification targets and limits.
• Procedures for identifying and evaluating reliance levels on key providers.
• Risk management frameworks incorporating concentration risk metrics.
• Stakeholder approval documentation for diversification strategies.

Example Control 2: Partner Diversification and Dependency Mapping
Description: Conduct an inventory and mapping of AI providers to identify concentration levels and dependencies, supporting effective diversification planning.
Examples of Effective Evidence: 
• Third-party provider inventory with dependency metrics.
• Analytical reports highlighting concentration risks.
• Visual maps or heatmaps of reliance on providers.
• Management summaries recommending diversification actions.

Example Control 3: Due Diligence and Vulnerability Assessments for Key Providers
Description: Perform comprehensive assessments for high-dependency providers, evaluating vulnerabilities linked to reliance on limited sources, security posture, and operational stability.
Examples of Effective Evidence: 
• Due diligence reports including dependency analysis.
• Security and operational risk assessments.
• Contingency or exit plans for high-risk providers.
• Certification or audit results demonstrating provider resilience.

Example Control 4: Implementation of Diversification Strategies and Limits
Description: Actively work to diversify provider relationships, set limits on reliance concentrations, and monitor adherence, adjusting based on assessment outcomes.
Examples of Effective Evidence: 
• Contract records with multiple providers per AI function.
• Dashboards monitoring reliance levels against thresholds.
• Reallocation plans to reduce dependency on specific providers.
• Periodic management review points documenting reliance status.

Example Control 5: Ongoing Monitoring and Reassessment of Concentration Risks
Description: Continuously monitor reliance and diversification effectiveness, updating assessments and strategies based on market changes, provider performance, and emerging vulnerabilities.
Examples of Effective Evidence: 
• Regular dependence and risk review reports.
• Incident logs or provider performance issues affecting reliance.
• Updated dependency maps reflecting strategic shifts.
• Reports on mitigation actions taken and their outcomes.


Control Objective:

	Id
	Name
	Description

	GV-6.1.9
	Third-Party AI Compliance Monitoring
	The organization strengthens its monitoring and auditing processes for third-party AI partners by integrating AI-specific compliance obligations related to data management and security standards, while establishing mechanisms to address any AI-related issues identified.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have strengthened their monitoring and auditing processes for third-party AI partners by integrating AI-specific compliance obligations related to data management and security standards. They have also established mechanisms to address any AI-related issues identified, although these practices may not yet be fully consistent across all third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations strengthen monitoring and auditing processes for third-party AI partners by integrating AI-specific compliance obligation, which is fully integrated into the organization's overall third-party risk management processes. These practices are consistently implemented, regularly reviewed and updated based on emerging risks and best practices, and are supported by robust AI-specific monitoring and auditing frameworks, issue resolution protocols, and metrics that track their impact on ensuring third-party AI partners' compliance with data management and security standards.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Partner Monitoring
	Monitoring and auditing of third-party AI partners is insufficient



Implementation Guidelines: 

Strengthen monitoring and auditing processes for third-party AI partners by integrating AI-specific compliance obligations related to data management and security standards. Develop a standardized audit checklist that includes criteria related to AI governance, such as model validation, bias testing, and transparency requirements.

Establish clear protocols for conducting audits, including roles and responsibilities, audit methodologies, and reporting requirements. Use the results of audits to identify areas for improvement and establish corrective action plans as needed. Create mechanisms for addressing any AI-related issues identified during audits, such as escalation procedures and communication protocols. Regularly review and update monitoring and auditing processes to ensure they remain effective and aligned with emerging best practices in AI risk management.

Example Controls and Evidence: 

Example Control 1: Incorporation of AI-Specific Compliance Criteria into Monitoring and Audits
Description: Develop audit checklists and monitoring criteria that explicitly include AI-related data governance, security, privacy, and bias mitigation standards.
Examples of Effective Evidence: 
• Audit checklists with AI-specific items aligned to organizational policies and standards.
• Compliance frameworks referencing AI data handling and security controls.
• Reports on adherence to AI-specific obligations during audits.
• Training materials for auditors on AI compliance focus areas.

Example Control 2: Data and Model Transparency and Validation Mechanisms
Description: Establish procedures to verify that data management, model transparency, and decision-making processes meet compliance standards throughout the AI lifecycle.
Examples of Effective Evidence: 
• Data provenance and model interpretability assessment reports.
• Documentation of validation activities, such as bias testing and fairness audits.
• Model explainability reports or model cards.
• Records of periodic review checks confirming ongoing compliance.

Example Control 3: Issue Detection, Logging, and Escalation Processes
Description: Implement mechanisms for continuous monitoring, incident detection, and logging of AI-related issues—such as bias, safety, or privacy breaches—and define escalation procedures.
Examples of Effective Evidence: 
• Real-time monitoring dashboards highlighting compliance deviations or risks.
• Incident logs detailing issues with root cause analyses.
• Alerts and notification records for AI issues requiring escalation.
• Escalation and corrective action documentation.

Example Control 4: Mechanisms for Issue Resolution and Corrective Actions
Description: Define and document processes for addressing AI-related issues, including root cause analysis, remediation, and preventing recurrence, with oversight mechanisms.
Examples of Effective Evidence: 
• Corrective action plans with timelines and responsible owners.
• Follow-up audits or reviews confirming issue resolution effectiveness.
• Records of issue management meetings and decision approvals.
• Updated systems or processes post-issue.

Example Control 5: Ongoing Training and Updates on AI Compliance Standards
Description: Provide regular training to audit and monitoring teams on AI-specific compliance obligations, emerging standards, and best practices, updating procedures based on lessons learned.
Examples of Effective Evidence: 
• Training session agendas, attendance records, and certifications.
• Updated audit checklists and protocols incorporating latest standards.
• Feedback surveys evaluating training effectiveness.
• Lessons learned documented from issue resolution and audit findings, informing training updates.


Control Objective:

	Id
	Name
	Description

	GV-6.1.10
	Third-Party AI Incident Protocols
	The organization modifies its protocols for handling incidents or breaches related to third-party AI risks to include provisions for addressing data provenance issues, secondary data use, and other third-party data-related vulnerabilities. These protocols should encompass prompt reporting, investigation, impact assessment, and remediation, with an emphasis on contractual enforcement and negotiation strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have modified their protocols for handling incidents or breaches related to third-party AI risks to ensure they encompass AI-specific scenarios. These protocols include prompt reporting, investigation, impact assessment, remediation, and transparent communication with affected stakeholders, although their implementation may not yet be fully consistent across all third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations modify protocols for handling incidents or breaches related to third-party AI risks to ensure they encompass AI-specific scenarios. This is fully integrated into the organization's overall incident response and breach management processes. These protocols are consistently implemented, regularly reviewed and updated based on emerging threats and best practices, and are supported by robust AI-specific incident response playbooks, communication templates, and metrics that track their impact on effectively managing third-party AI incidents and breaches.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Third-Party Incident Protocols
	Protocols for handling incidents related to third-party AI risks are lacking



Implementation Guidelines: 

Modify protocols for handling incidents or breaches related to third-party AI risks to address AI-specific scenarios, including data provenance issues, secondary data use, and model failures. Develop a standardized incident response plan that includes procedures for identifying, containing, and mitigating AI-related incidents, such as data breaches or model failures.

Establish clear roles and responsibilities for incident response, including coordination with third-party partners as needed. Ensure incident response protocols include prompt reporting to relevant stakeholders, including regulatory authorities and affected individuals, and transparent communication about the nature and impact of the incident. Incorporate contractual provisions and negotiation strategies to address data rights and protections in vendor contracts.

Conduct thorough investigations to identify the root cause of incidents and develop corrective action plans to prevent similar incidents from occurring in the future. Regularly review and update incident response protocols to ensure they remain effective and aligned with emerging best practices in AI risk management.

The organization should leverage industry groups and sector-wide negotiations to secure better protections and favorable terms in AI vendor contracts, particularly related to data rights, audit rights, and risk mitigation clauses.

Example Controls and Evidence: 

Example Control 1: Protocol Revision and Formalization
Description: Develop and formalize updated incident response protocols that explicitly incorporate handling of data provenance problems, unauthorized data use, and third-party data risks, with clear procedures and responsibilities.
Examples of Effective Evidence: 
• Revised incident handling procedures including data-specific clauses.
• Approved protocol documentation with version control and review dates.
• Flowcharts depicting new response steps related to data issues.
• Staff training records on updated protocols.

Example Control 2: Contractual and Negotiation Strategies for Data-Related Vulnerabilities
Description: Ensure protocols specify contractual requirements for data provenance assurance, data use limitations, and breach response measures, with provisions for enforcement and renegotiation where necessary.
Examples of Effective Evidence: 
• Sample contract clauses or amendments addressing data provenance and use.
• Negotiation documentation or correspondence enforcing data rights and responsibilities.
• Escalation provisions for data-related breach failures.
• Records of compliance checks executed against contractual obligations.

Example Control 3: Prompt Reporting, Investigation, and Impact Assessment Processes
Description: Define procedures for rapid detection, reporting, and investigation of data provenance or secondary data use breaches, including impact evaluations and stakeholder notification.
Examples of Effective Evidence: 
• Incident logs with timestamps and initial reports specific to data issues.
• Investigation reports analyzing root causes and scope of impact.
• Impact assessment documentation guiding remediation priorities.
• Notification templates and communication logs for affected stakeholders.

Example Control 4: Remediation and Corrective Action Plans Specific to Data Vulnerabilities
Description: Establish protocols for timely remediation, including data correction, system fixes, contractual remedies, and preventive measures to mitigate future vulnerabilities.
Examples of Effective Evidence: 
• Corrective action plans with assigned responsibilities and deadlines.
• Remediation validation reports confirming issue resolution.
• Updated data handling procedures post-incident.
• Change logs reflecting protocol modifications.

Example Control 5: Continuous Review and Enforcement of Data Risk Protocols
Description: Regularly review incident protocols, enforcement mechanisms, and contractual clauses to adapt to evolving data vulnerabilities and emerging standards, incorporating lessons learned from past breaches.
Examples of Effective Evidence: 
• Review schedules and reports evaluating protocol effectiveness.
• Lessons learned documentation from data incident cases.
• Revised contractual templates and enforcement procedures.
• Training updates reflecting new data risk handling strategies.


Control Objective:

	Id
	Name
	Description

	GV-6.1.11
	AI Third-Party Training and Resources
	The organization revises its training and resources for personnel managing third-party relationships to include AI-related content, focusing on the nuances of due diligence, contract negotiation, and risk assessment in the context of AI. This training is regularly updated to reflect changes in AI policy and industry best practices.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have revised their training and resources for personnel managing third-party relationships to include AI-related content. This training focuses on the nuances of due diligence, contract negotiation, and risk assessment in the context of AI, and is regularly updated to reflect changes in AI policy and industry best practices, although its implementation may not yet be fully consistent across all relevant personnel.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations revise training and resources for personnel managing third-party relationships to include AI-related content. This is fully integrated into the organization's overall learning and development strategy. This training is consistently implemented, regularly reviewed and updated based on changes in AI policy and industry best practices, and is supported by robust AI-specific training curricula, delivery methods, and metrics that track its impact on equipping personnel with the necessary skills to effectively manage AI-related third-party relationships.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lacking of AI-Related Training Content
	Training for managing third-party relationships doesn't include AI-related content



Implementation Guidelines: 

Revise training and resources for personnel managing third-party relationships to include AI-related content, focusing on the nuances of due diligence, contract negotiation, and risk assessment in the context of AI. Develop specialized training modules that cover topics such as intellectual property considerations for AI, data management best practices, and responsible AI development principles.

Engage with subject matter experts, such as legal counsel and data privacy specialists, to ensure the training content is comprehensive and accurate. Deliver training through a variety of methods, such as in-person workshops, online courses, and job aids, to ensure personnel have the knowledge and skills needed to effectively manage AI-related third-party risks. Regularly review and update training content to ensure it remains current and relevant as AI technologies and best practices evolve.

Example Controls and Evidence: 

Example Control 1: Development of AI-Specific Training Content and Resources
Description: Create and maintain tailored training modules, guidelines, and reference materials focusing on AI-specific aspects such as data risks, vendor assessment, and contractual provisions.
Examples of Effective Evidence: 
• Updated training curricula including modules on AI risk management, due diligence, and contract clauses.
• Reference manuals highlighting AI-specific risks, data issues, and compliance standards.
• E-learning platforms housing AI-focused training resources.
• Version-controlled training materials reflecting recent policy changes.

Example Control 2: Regular Review and Refresh of Training Materials
Description: Schedule periodic reviews of training content and resources to incorporate emerging AI risks, new standards, and lessons learned from practices and incidents.
Examples of Effective Evidence: 
• Review schedules with documented updates and improvements.
• Feedback surveys evaluating training relevance and clarity.
• Records of revisions incorporating policy updates and industry best practices.
• Training update memos or change logs.

Example Control 3: Practical Training and Scenario Exercises
Description: Include practical exercises, case studies, and scenario-based training that simulate real-world third-party AI management challenges, emphasizing due diligence and contractual negotiations.
Examples of Effective Evidence: 
• Scenario scripts and case study documents used in training sessions.
• Workshop or simulation attendance records and feedback.
• Post-exercise evaluations measuring participant understanding and application.
• Training completion certificates with assessment outcomes.

Example Control 4: Integration into Onboarding and Ongoing Development
Description: Incorporate AI-specific third-party risk management training into onboarding programs for relevant staff and into ongoing professional development curricula.
Examples of Effective Evidence: 
• onboarding checklists referencing AI training modules.
• LMS records showing module completion over time.
• Development plans aligned to evolving AI policies and industry standards.
• Internal communications on training milestones.

Example Control 5: Continuous Improvement of Training Based on Industry Trends and Lessons Learned
Description: Regularly update training programs with insights from industry developments, regulatory changes, and lessons learned from incidents, ensuring ongoing relevance and effectiveness.
Examples of Effective Evidence: 
• Lessons learned reports incorporated into training updates.
• Industry alerts and best practice references integrated into curricula.
• Stakeholder feedback from training assessments used to improve content.
• Scheduled revision records and approval documentation.
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Control Objective:

	Id
	Name
	Description

	GV-6.2.1
	Third-Party AI Contingency Plans
	The organization develops or updates existing contingency plans for potential failures or incidents in high-risk third-party AI systems and data, defining roles and responsibilities for key stakeholders (e.g., IT, legal, communications, senior leaders) and outlining specific response steps (e.g., system isolation, data recovery, public relations). These plans should also consider emerging risk transfer mechanisms such as AI insurance policies or special provisions in cyber insurance tailored to AI risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage start developing basic contingency plans for high-risk third-party AI systems, focusing on essential response steps and stakeholder roles to address potential failures or incidents.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have developed contingency plans for potential failures or incidents in high-risk third-party AI systems and data. These plans define roles and responsibilities for key stakeholders and outline specific response steps, although their implementation may not yet be fully consistent across all high-risk third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations develop contingency plans for potential failures or incidents in high-risk third-party AI systems and data. This is fully integrated into the organization's overall business continuity and disaster recovery processes. These plans are consistently maintained, regularly reviewed and updated based on emerging threats and best practices, and are supported by robust stakeholder training, simulation exercises, and metrics that track their impact on ensuring effective response to high-risk third-party AI failures or incidents.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Contingency Plans
	Contingency plans for failures in third-party AI systems are inadequate



Implementation Guidelines: 

Develop or update existing comprehensive contingency plans that outline the specific steps to be taken in the event of an incident to effectively handle failures or incidents in high-risk third-party AI systems and data. Start by identifying the key stakeholders who will be involved in the response, such as IT, legal, communications, and senior leaders, and clearly define their roles and responsibilities.

Incorporate considerations around emerging risk transfer mechanisms such as AI insurance policies or special provisions in cyber insurance tailored to AI risks. Develop detailed response procedures for different types of incidents, such as system failures or data breaches, and ensure these procedures are well-documented and easily accessible to all relevant personnel. Conduct regular training and simulations to ensure all stakeholders are prepared to execute their roles in the event of an incident. Regularly review and update contingency plans to ensure they remain effective and aligned with the organization's overall risk management strategy.

Example Controls and Evidence: 

Example Control 1: Development of Formal Contingency and Response Plans
Description: Create comprehensive, documented contingency plans that address high-risk AI and data incidents, specifying roles, responsibilities, and response procedures aligned with organizational standards.
Examples of Effective Evidence: 
• Approved contingency plan documents with scope, roles, and detailed response steps.
• Process flowcharts illustrating response actions such as system isolation, data recovery, and public communication.
• Response checklists tailored for AI-specific incidents.
• Regular review and version-controlled updates of plans.

Example Control 2: Clear Roles and Responsibilities for Key Stakeholders
Description: Define and communicate specific roles for IT, legal, communications, senior leadership, and external partners in incident response, with escalation procedures and authorization points.
Examples of Effective Evidence: 
• RACI matrices or responsibility assignment charts.
• Role-specific procedures or playbooks.
• Training and awareness sessions documenting roles.
• Decision authority matrices signed off by senior leadership.

Example Control 3: Specific Response Steps and Action Procedures
Description: Outline step-by-step procedures for incident containment, data recovery, legal review, communication, and external reporting, including criteria for escalation.
Examples of Effective Evidence: 
• Incident response workflows and playbooks.
• Communication templates for internal briefing and public relations.
• Checklists for system shutdown, data isolation, and impact assessment.
• Training records on executing response steps.

Example Control 4: Consideration of Emerging Risk Transfer Mechanisms
Description: Incorporate provisions for AI-specific risk transfer tools such as specialized insurance policies, including criteria for activation, claims procedures, and coordination with risk transfer providers.
Examples of Effective Evidence: 
• Draft or signed policies for AI or cyber risk insurance coverage.
• Risk transfer assessment reports and decision records.
• Contractual clauses in insurance policies addressing AI-specific scenarios.
• Coordination protocols with brokers or insurers during incident management.

Example Control 5: Regular Testing, Review, and Continuous Improvement
Description: Periodically test and review contingency plans through simulated exercises, incorporating lessons learned, changes in AI risks, and evolving risk transfer strategies.
Examples of Effective Evidence: 
• Exercise reports, debriefs, and improvement action plans.
• Updated contingency plans reflecting lessons learned.
• Schedule and records of simulation exercises.
• Management review and approval records for plan updates.


Control Objective:

	Id
	Name
	Description

	GV-6.2.2
	Failure and Incident Communication Protocols
	The organization establishes communication protocols to enable timely, accurate, and consistent notification of relevant stakeholders (e.g., customers, regulators, media) in the event of failures or incidents. These protocols utilize predefined templates, approval processes, and designated spokespeople. Regular tabletop or simulation exercises should be conducted to test and refine communication readiness.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established communication protocols to enable timely, accurate, and consistent notification of relevant stakeholders in the event of failures or incidents. These protocols utilize predefined templates, approval processes, and designated spokespeople, although their implementation may not yet be fully consistent across all high-risk third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish communication protocols for notifying relevant stakeholders in the event of failures or incidents. This is fully integrated into the organization's overall crisis communication and stakeholder management processes. These protocols are consistently maintained, regularly reviewed and updated based on stakeholder feedback and best practices, and are supported by robust stakeholder mapping, message testing, and metrics that track their impact on ensuring effective and consistent communication during high-risk third-party AI failures or incidents.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Failure and Incident Communications
	Communication protocols for failures or incidents in AI systems are inadequate



Implementation Guidelines: 

Establish clear communication protocols to enable timely, accurate, and consistent notification of relevant stakeholders in the event of failures or incidents related to high-risk third-party AI systems. Develop predefined templates for different types of communications, such as customer notifications, regulatory filings, and media statements, and ensure these templates are reviewed and approved by legal and communications teams.

Identify designated spokespeople who will be responsible for delivering communications, and provide them with appropriate training and support. Establish approval processes for all communications related to incidents, and ensure these processes are well-documented and understood by all relevant personnel. Incorporate tabletop or simulation exercises periodically to test and refine the communication process. Regularly review and update communication protocols to ensure they remain effective and aligned with the organization's overall crisis management strategy.

Example Controls and Evidence: 

Example Control 1: Development of Formal Communication Protocols
Description: Create documented protocols that specify notification procedures, stakeholder scopes, messaging templates, approval processes, and roles including designated spokespeople.
Examples of Effective Evidence: 
• Approved communication policies and procedures tailored for incidents.
• Templates and scripts for internal and external notifications.
• Flowcharts highlighting approval workflows and escalation points.
• Role and responsibility matrices for spokespeople and communicators.

Example Control 2: Clear Criteria and Trigger Events for Communication
Description: Define triggers and thresholds for initiating communications, distinguishing between incident severity levels and stakeholder groups requiring notification.
Examples of Effective Evidence: 
• Criteria documents with incident severity matrices.
• Notification checklists linked to incident types and impact thresholds.
• Decision trees guiding stakeholder prioritization and timing.
• Records of initial incident assessments with trigger evaluations.

Example Control 3: Implementation of Approval and Validation Processes
Description: Establish formal approval workflows to review, validate, and authorize communication content before dissemination.
Examples of Effective Evidence: 
• Sign-off logs for messaging templates and release approval.
• Incident communication approval records, including stakeholder review comments.
• Version control for communication scripts and templates.
• Audit trails of approval workflows and adjustments.

Example Control 4: Test, Simulation, and Refinement of Communication Readiness
Description: Conduct regular tabletop exercises and simulations to evaluate the effectiveness, timeliness, and clarity of communication protocols, refining as needed.
Examples of Effective Evidence: 
• Exercise plans, agendas, and participation logs.
• Incident simulation reports, including performance evaluations.
• After-action review documents with identified gaps and improvement actions.
• Updated protocols and templates following exercises.

Example Control 5: Continuous Monitoring and Improvement of Communication Processes
Description: Regularly review communication performance metrics, stakeholder feedback, and incident response lessons to enhance readiness and protocol effectiveness.
Examples of Effective Evidence: 
• Performance dashboards tracking notification timeliness and accuracy.
• Stakeholder satisfaction surveys regarding communication clarity and transparency.
• Lessons learned reports from exercises and real incidents.
• Records of protocol updates and process improvement activities.


Control Objective:

	Id
	Name
	Description

	GV-6.2.3
	SLAs and Contracts with AI Vendors
	The organization establishes service level agreements (SLAs) and contractual provisions with high-risk third-party AI providers, defining obligations, liabilities, remedies, performance metrics (e.g., uptime, error rates), incident reporting requirements, and corrective action procedures. Contracts should include provisions addressing specific risks, such as indemnities or coverage related to AI-related damages, and consider negotiations around AI insurance and risk transfer. These agreements are regularly reviewed and updated.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have established SLAs and contractual provisions with high-risk third-party AI providers. These agreements define obligations, liabilities, remedies, performance metrics, incident reporting requirements, and corrective action procedures, and are regularly reviewed and updated, although their implementation may not yet be fully consistent across all high-risk third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations establish SLAs and contractual provisions with high-risk third-party AI providers that are fully integrated into the organization's overall vendor management and contract lifecycle management processes. These agreements are consistently maintained, regularly reviewed and updated based on performance data and best practices, and are supported by robust contract templates, negotiation protocols, and metrics that track their impact on ensuring clear expectations and accountability for high-risk third-party AI providers.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient SLAs and Contracts with Providers
	SLAs and contracts with third-party AI providers are insufficient or not regularly reviewed



Implementation Guidelines: 

Establish service level agreements (SLAs) and contractual provisions with high-risk third-party AI providers to clearly define obligations, liabilities, remedies, and performance expectations. Work with legal and procurement teams to develop standardized contract templates that include provisions related to incident reporting, corrective action procedures, and performance metrics such as uptime and error rates.

Ensure these templates are reviewed and updated regularly to reflect changes in the regulatory landscape and industry best practices. Conduct thorough due diligence on potential third-party providers to ensure they have the necessary capabilities and controls in place to meet the organization's performance and risk management requirements. Regularly monitor third-party performance against established metrics, and take prompt action to address any issues or concerns that arise.

Consider including provisions addressing AI-specific risks, such as indemnities and coverage related to AI-related damages, and incorporate negotiation strategies around AI insurance and risk transfer in contract templates.

Example Controls and Evidence: 

Example Control 1: Development of Standard Contract Templates and SLAs
Description: Create and maintain contract templates that include AI-specific obligations, liability clauses, performance metrics, incident reporting, and risk transfer provisions aligned with organizational standards.
Examples of Effective Evidence: 
• Approved contract templates with embedded AI-specific clauses.
• SLA templates detailing uptime, error rates, and escalation procedures.
• Standard indemnity and insurance coverage clauses tailored for AI risks.
• Version-controlled templates reflecting latest policies and standards.

Example Control 2: Specification of AI-Specific Obligations and Performance Metrics
Description: Clearly specify in contracts the expectations for AI system performance, availability, error tolerance, and incident management, aligned with organizational risk appetite.
Examples of Effective Evidence: 
• Contract annexes or schedules detailing KPIs and metrics.
• Monitoring and reporting requirements included in contractual clauses.
• Penalty or incentive structures linked to performance outcomes.
• Documentation of negotiations around metrics and thresholds.

Example Control 3: Inclusion of Liabilities, Remedies, and Risk Transfer Provisions
Description: Incorporate contractual provisions that define liabilities, indemnities, damages, and remedies related to AI-specific risks, including provisions for insurance coverage and risk transfer mechanisms.
Examples of Effective Evidence: 
• Clauses covering damages, indemnities, and warranties.
• Insurance clauses addressing AI-related damages or breaches.
• Negotiation records and signed agreements on risk transfer strategies.
• Evidence of risk assessments informing contractual risk-sharing.

Example Control 4: Incident Reporting and Corrective Actions Protocols
Description: Establish clear contractual obligations for incident reporting timelines, investigation cooperation, and corrective action procedures, with escalation steps for high-severity issues.
Examples of Effective Evidence: 
• Incident response and reporting clauses with defined timelines.
• Incident logs and communication records confirming compliance.
• Corrective and remedial action plans linked to contractual requirements.
• Records of contractual compliance reviews.

Example Control 5: Regular Review, Update, and Optimization of Contracts
Description: Periodically review and update contractual provisions to reflect new risks, regulatory developments, lessons learned, and evolving organizational policies, including negotiations around AI insurance and risk transfer.
Examples of Effective Evidence: 
• Contract review schedules and update logs.
• Amendments or addendums reflecting new agreements or changes.
• Risk review meeting minutes documenting updates.
• Feedback from legal, procurement, and risk management teams on contract effectiveness.


Control Objective:

	Id
	Name
	Description

	GV-6.2.4
	Monitoring and Early Warning Systems
	The organization implements logging, monitoring, and early warning systems to detect potential failures, anomalies, or breaches in high-risk third-party AI systems, triggering investigations and responses. Regular audits and assessments drive compliance and identify areas for risk management improvement.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have implemented logging, monitoring, and early warning systems to detect potential failures, anomalies, or breaches in high-risk third-party AI systems. These systems trigger investigations and responses, and regular audits and assessments are conducted to drive compliance and identify areas for risk management improvement, although their implementation may not yet be fully consistent across all high-risk third-party AI partnerships.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations implement logging, monitoring, and early warning systems for high-risk third-party AI systems that are fully integrated into the organization's overall security operations and continuous monitoring processes. These systems are consistently maintained, regularly reviewed and updated based on emerging threats and best practices, and are supported by robust AI-specific monitoring rules, investigation playbooks, and metrics that track their impact on proactively detecting and responding to potential failures, anomalies, or breaches in high-risk third-party AI systems.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Failure to Detect Incidents
	Monitoring systems fail to detect incidents in third-party AI systems



Implementation Guidelines: 

Implement robust logging, monitoring, and early warning systems to detect potential failures, anomalies, or incidents in high-risk third-party AI systems. Collaborate with IT and security teams to identify the specific data points and indicators that should be monitored, and establish thresholds for triggering alerts and investigations.

Ensure monitoring systems are properly configured and maintained, and that alerts are promptly investigated and addressed. Conduct regular audits and assessments of third-party systems to ensure they are in compliance with established security and performance requirements, and identify areas for improvement. Use the results of these audits and assessments to inform ongoing risk management activities and drive continuous improvement in the organization's third-party risk management practices.

Example Controls and Evidence: 

Example Control 1: Deployment of Logging and Monitoring Infrastructure
Description: Establish technical logging, real-time monitoring, and alerting systems tailored to high-risk AI solutions, capturing relevant performance, security, and anomaly data.
Examples of Effective Evidence: 
• System architectures and deployment diagrams detailing logging and monitoring points.
• Log repositories with timestamped records of performance, security events, and anomalies.
• Monitoring dashboards with real-time telemetry and alert configurations.
• Alert and notification logs triggered by predefined thresholds.

Example Control 2: Early Warning and Anomaly Detection Mechanisms
Description: Develop and tune anomaly detection models and rules that identify deviations signaling potential failures or breaches, with automated alerting capabilities.
Examples of Effective Evidence: 
• Anomaly detection algorithm descriptions and tuning records.
• Alert rule definitions and threshold documentation.
• Incident logs showing early warning triggers and escalation.
• Metrics on false positives/negatives and detection accuracy.

Example Control 3: Investigation and Response Procedures
Description: Define protocols for prompt investigation, root cause analysis, and containment actions following warning alerts or detected incidents.
Examples of Effective Evidence: 
• Incident response playbooks specific to AI system anomalies or breaches.
• Records of investigation timelines, root cause analyses, and corrective measures.
• Evidence of communication within response teams.
• Post-incident review reports.

Example Control 4: Regular Audits and Compliance Assessments
Description: Schedule periodic audits and assessments to verify the effectiveness of logging, monitoring, and early warning systems, ensuring compliance with policies and evolving standards.
Examples of Effective Evidence: 
• Audit schedules and scope documents.
• Audit reports evaluating logs, alerts, and response timeliness.
• Compliance checklists assessing system capabilities against standards.
• Remediation plans addressing gaps identified in audits.

Example Control 5: Continuous Improvement of Detection and Response Capabilities
Description: Use audit findings and incident learnings to refine monitoring, detection algorithms, and response processes, maintaining high preparedness levels.
Examples of Effective Evidence: 
• Updated detection models or rules based on recent incidents.
• Improvements documented in response process procedures.
• Training records for responders on new detection and mitigation techniques.
• Lessons learned logs influencing system and protocol enhancements.
[bookmark: _Toc214874773]MAP / Understanding the Operating Context / Defining the Operating Context 

Control Objective:

	Id
	Name
	Description

	MP-1.1.1
	AI Purpose and Context Documentation
	The organization identifies and documents the AI system’s purpose, context, beneficial uses, user types and expectations, relevant laws, norms, and prospective deployment settings.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations are beginning to identify and document basic information about the AI system's purpose, context, and intended uses. The process is likely informal and high-level at this stage.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage have established a process for documenting key information about the AI system, but it may not be comprehensive or consistently applied across all systems.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have a well-defined and consistently applied process for thoroughly identifying and documenting the AI system's purpose, context, uses, applicable laws/norms, and deployment settings.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage maintain comprehensive, standardized documentation that is regularly updated, ensuring transparency and responsible AI deployment aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented AI System Purpose and Context
	AI system purpose and context are undocumented or doesn't consider deployment settings



Implementation Guidelines: 

To establish a clear understanding of the AI system's context, document its intended purpose, beneficial uses, and prospective deployment settings. Engage relevant stakeholders such as business owners, end-users, and subject matter experts to gather input on the specific goals and objectives of the AI system, as well as its potential benefits. 

Analyze the legal and regulatory landscape, and identify applicable laws, regulations, and/or industry standards. Document user types, expectations, and requirements, ensuring this information is communicated clearly and is accessible to relevant parties involved in the AI system's development and deployment.

Regularly update this documentation as needed to reflect any changes, maintaining its relevance and accuracy.

Example Controls and Evidence: 

Example Control 1: AI System Purpose and Use-Case Statement
Description: Require a formal, system-level purpose statement for every AI project that defines intended benefits, primary/secondary use-cases, business objectives, and constraints; this statement must be approved by the system owner and product sponsor before development.
Examples of Effective Evidence: 
• Approved system purpose/use-case document or PRD.
• Sign-off records from system owner, product sponsor, and relevant governance body.
• Version history showing updates when the system scope or objectives change.
• Linked registry entry in the AI catalog referencing the purpose statement.

Example Control 2: Contextual Deployment and Environment Profile
Description: Document the operational context and deployment settings for the AI system (e.g., intended users, geographic jurisdictions, technical environment, integration points, decision autonomy level) to assess constraints and risk exposure.
Examples of Effective Evidence: 
• Deployment/environment profile forms detailing jurisdictions, integration architecture, user types, and autonomy level.
• System architecture diagrams and environment inventories tied to the profile.
• Records of environment-specific legal or regulatory requirements identified for each jurisdiction.
• Approval or review notes from operations/security teams confirming environment suitability.

Example Control 3: Stakeholder and User Expectation Analysis
Description: Conduct and document stakeholder mapping and user expectation analyses (including vulnerable or special-interest groups) to identify needs, likely interactions, transparency requirements, and potential harms; include documented mitigation strategies.
Examples of Effective Evidence: 
• Stakeholder mapping documents and user personas with documented expectations and risk considerations.
• Notes or reports from stakeholder interviews, workshops, or surveys.
• Impact/risk matrices linking user expectations to mitigation strategies and owners.
• Records showing incorporation of findings into design requirements or mitigation plans.

Example Control 4: Legal, Normative and Regulatory Applicability Record
Description: Maintain a documented assessment that maps applicable laws, regulations, industry norms, contractual obligations, and guidelines to the AI system and its deployment contexts, with identified compliance actions and owners.
Examples of Effective Evidence: 
• Legal/regulatory applicability checklist or mapping for the system listing statutes, standards, and contractual clauses.
• Assigned owner records for each identified legal/contractual obligation and planned compliance actions.
• Legal review memos or compliance sign-offs referencing the mapping.
• Updates to the mapping when new jurisdictions or deployment contexts are added.

Example Control 5: Acceptable and Prohibited Use Cases and Boundary Conditions Register
Description: Publish a register for each AI system specifying acceptable uses, prohibited uses, boundary conditions, and fail-safe behavior; require owners to validate that designs and controls enforce these boundaries prior to deployment.
Examples of Effective Evidence: 
• System use register entries enumerating allowed/prohibited uses and boundary conditions with owner attestations.
• Test plans and results demonstrating enforcement of prohibited-use controls and fail-safe scenarios.
• Change-control records showing updates to acceptable uses following reviews or incidents.
• Communications and training materials sent to user groups describing acceptable uses and expectations.


Control Objective:

	Id
	Name
	Description

	MP-1.1.2
	Impact and Stakeholder Impact Assessment
	The organization considers the potential positive and negative impacts of the AI system in collaboration with a multidisciplinary set of relevant stakeholders (e.g., domain experts, human factors experts, affected communities) throughout its lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations can prioritize inclusion of multidisciplinary perspectives (e.g., domain experts, human factors experts) in first internal and vendor meetings and in planning and design work.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations are starting to consider the AI system's potential impacts, but the assessment may be limited in scope and not consistently involve a multidisciplinary set of stakeholders.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage conduct more thorough assessments of the AI system's potential impacts in collaboration with a multidisciplinary group of relevant stakeholders. The process is well-defined and consistently applied.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations incorporate ongoing, structured collaboration with a broad range of stakeholders into their standard processes, ensuring responsible and inclusive AI development aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Insufficient Stakeholder Impact Consideration
	Stakeholder collaboration is insufficient in AI impact assessment



Implementation Guidelines: 

Engage a multidisciplinary set of relevant stakeholders (e.g., domain experts, human factors experts, and representatives from potentially affected communities) to inform and support ongoing impact considerations of the AI system. These considerations should focus on ensuring that the AI system works as intended and adheres to principles of fairness, transparency, accountability, and safety, particularly in regulated environments.

Use the impact consideration results to guide the design, development, deployment, and continual improvement of the AI system. This includes identifying any risks and implementing appropriate mitigation strategies. The process should be transparent, well-documented, and communicated to stakeholders, with clear criteria for consistency. Implement a follow-up mechanism after deployment to reassess impacts as the system evolves.

The primary goal is to utilize the AI system effectively to benefit customers, ensuring that the impact considerations support valid, fit-for-purpose solutions that align with regulatory requirements related to fair treatment and non-discrimination.

Example Controls and Evidence: 

Example Control 1: Stakeholder Engagement Plan and Forum
Description: Establish a documented stakeholder engagement plan and recurring forum(s) that identify relevant internal and external stakeholders (domain experts, human factors, community representatives, civil society, regulators) and schedule consultations at key lifecycle stages to gather input on impacts and mitigation measures.
Examples of Effective Evidence: 
• Stakeholder engagement plan and roster listing participants, roles, and engagement schedule.
• Agendas, minutes, and attendee lists from stakeholder forums, workshops, or consultations.
• Submitted stakeholder feedback logs and action-tracking entries showing responses and resolutions.
• Communications confirming outreach to affected communities (invitations, outreach materials).

Example Control 2: Inclusive Impact Assessment Process
Description: Require documented impact assessments (economic, privacy, safety) that include inputs from multidisciplinary stakeholders and consider disparate impacts; assessments must be reviewed and approved before deployment.
Examples of Effective Evidence: 
• Completed impact assessment reports with sections documenting stakeholder inputs and identified impacts.
• Approval/sign-off records from a multidisciplinary review panel including external/community representatives.
• Mitigation plans derived from the assessment with assigned owners and status tracking.
• Evidence of follow-up consultations with stakeholders on proposed mitigations.

Example Control 3: Participatory Design and Co-creation Activities
Description: Integrate participatory design methods (co-creation workshops, user testing with representative populations, lived-experience advisory panels) into design and testing phases to surface real-world impacts, usability concerns, and contextual nuances.
Examples of Effective Evidence: 
• Workshop artifacts (design prototypes, user-testing scripts), participant recruitment records, and consent forms.
• Usability and feedback reports summarizing findings from representative user groups and resulting design changes.
• Records of advisory panel recommendations and documented incorporation into design specifications.
• Photographs or recordings (with consent) and debrief notes from participatory sessions.

Example Control 4: Impact Monitoring with Community-Linked Feedback Channels
Description: Implement post-deployment monitoring that tracks impact indicators and provide accessible feedback channels for affected users to report harms or concerns; ensure reports trigger investigation and remediation workflows.
Examples of Effective Evidence: 
• Monitoring dashboards capturing agreed impact indicators (complaints, equity metrics, misuse reports) and periodic impact reports.
• Public-facing feedback/contact mechanisms and logs of incoming reports from users.
• Investigation records, incident tickets, and remediation action logs tied to reported harms.
• Periodic reports to governance bodies summarizing feedback, trends, and remediation status.

Example Control 5: Community Benefit and Harm Mitigation Commitments
Description: Define and publish commitments to maximize community benefits and mitigate harms (e.g., compensation, access improvements, transparency measures), integrate these into project plans and contracts, and track fulfillment through KPIs.
Examples of Effective Evidence: 
• Documented community benefit/harm mitigation plans with KPIs, owners, and timelines included in project plans.
• Contractual clauses or MOUs with community partners outlining commitments and accountability.
• KPI reports demonstrating progress on benefit delivery and harm reduction (service access metrics, reduced complaint rates).
• Evidence of completed commitments (e.g., improved access features deployed, published transparency reports).


Control Objective:

	Id
	Name
	Description

	MP-1.1.3
	Assumptions, Risks, and TEVV Documentation
	The organization identifies and documents assumptions, limitations, and potential risks throughout the AI system’s lifecycle. Testing, evaluation, verification, and validation (TEVV) requirements and system metrics to identify, monitor, and manage associated system risks are identified.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations acknowledge that all AI systems have assumptions and limitations, and factor that knowledge into preparations for AI adoption.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage have started identifying some assumptions, limitations, and risks, but the process is not comprehensive or consistently applied throughout the AI lifecycle.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established processes for systematically identifying and documenting assumptions, limitations, and risks, including those related to TEVV and metrics, at key points in the AI lifecycle.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have integrated, automated processes for continuous assessment, verification, and validation, ensuring comprehensive risk management aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Limitations and Risks
	AI assumptions, limitations, risks, and testing requirements are undocumented



Implementation Guidelines: 

Identify and document assumptions, limitations, and potential risks associated with the AI system throughout its lifecycle. This includes assumptions about data quality, model performance, and user behavior, as well as limitations in the AI system's capabilities or context applicability. 

Conduct a risk assessment to identify potential risks during development, testing, deployment, and use of the AI system, including testing, evaluation, verification, and validation (TEVV) and system metrics. Develop and implement risk mitigation strategies for each identified risk and monitor their effectiveness throughout the AI system's lifecycle.

Regularly review and update the assumptions, limitations, and risks in collaboration with relevant stakeholders as the AI system evolves and new information becomes available.

Example Controls and Evidence: 

Example Control 1: Assumptions and Limitations Register
Description: Maintain a living register for each AI system that records documented assumptions, known limitations, boundary conditions, and accepted residual risks, reviewed and updated at key lifecycle milestones.
Examples of Effective Evidence: 
• Assumptions & limitations register entries tied to specific system versions with timestamps and owner names.
• Change logs showing updates to assumptions/limitations after design reviews, tests, or incidents.
• Review/sign-off records from system owners, product managers, and risk/legal reviewers.
• Traceability matrix linking assumptions/limitations to design documents, requirements, and test cases.

Example Control 2: TEVV Plan and Requirements Document
Description: Produce a formal Testing, Evaluation, Verification, and Validation (TEVV) plan per system that specifies TEVV objectives, scope, test methods, acceptance criteria, datasets, metrics, test schedules, and roles/responsibilities.
Examples of Effective Evidence: 
• Approved TEVV plan documents with versioning and sign-offs from QA, ML engineering, privacy, and risk owners.
• Test matrices mapping requirements/assumptions to specific TEVV activities and expected outcomes.
• Scheduled TEVV timelines and resource allocations recorded in project plans.
• Documented acceptance criteria that gate progression to production.

Example Control 3: Metric Definition and Monitoring Framework
Description: Define and instrument system-specific metrics (performance, calibration, fairness, robustness, drift, privacy leakage, reliability) with thresholds, alerting rules, and dashboards to support continuous risk detection and TEVV monitoring.
Examples of Effective Evidence: 
• Metric catalogue listing defined metrics, formulas, thresholds, and responsible owners.
• Monitoring dashboards and automated alert logs showing metric values, threshold breaches, and timestamps.
• Configuration records for alerting rules and escalation procedures.
• Sample reports showing trend analysis and metric-driven decisions (retrain/rollback).

Example Control 4: TEVV Execution Records and Validation Artifacts
Description: Execute TEVV activities per the TEVV plan and retain validation artifacts—test datasets, scripts, execution logs, results, defect/issue tickets, and remediation evidence—that demonstrate how tests mapped to risks and acceptance criteria.
Examples of Effective Evidence: 
• Test execution reports with inputs, outputs, pass/fail results, and links to datasets and scripts.
• Issue/defect trackers documenting findings, severity, assigned owners, remediation actions, and closure evidence.
• Signed validation certificates or deployment gate approvals referencing completed TEVV artifacts.
• Reproducibility artifacts (notebooks, environment manifests, random seeds) showing tests can be rerun.

Example Control 5: Risk-Based Periodic Reassessment and TEVV Feedback Loop
Description: Implement a periodic reassessment process that uses TEVV results, monitoring alerts, incident analyses, and stakeholder feedback to update risk ratings, assumptions, TEVV scopes, and mitigation plans; document lessons learned and policy/process changes.
Examples of Effective Evidence: 
• Periodic reassessment reports or risk register updates showing changes to risk ratings and updated mitigation plans.
• Lessons-learned or post-mortem documents linking TEVV findings to process or design changes.
• Updated TEVV plans or test cases created in response to monitoring/incident findings with approval records.
• Governance meeting minutes showing review of reassessments, resource decisions, and closure of remediation items.


Control Objective:

	Id
	Name
	Description

	MP-1.1.4
	Non-AI Alternatives Evaluation
	The organization considers non-AI alternatives and documents the comparative analysis and decision rationale.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations acknowledge non-AI solutions may be a better fit for certain applications, and factor that knowledge into preparations for AI adoption.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish more formal documentation of alternatives and decision rationale to support transparency.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations expand the analysis process to include comprehensive evaluations and systematic comparisons as AI projects become more strategic.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage routinely integrate non-AI alternatives into their decision workflows, with thorough documentation and consistent review, ensuring responsible and transparent AI deployment aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Alternatives Not Considered
	Non-AI alternatives are not considered or documented



Implementation Guidelines: 

Evaluate non-AI alternatives to the proposed AI system to determine if they provide more valid outcomes, considering options such as traditional rule-based systems, human decision-making processes, or other non-AI technologies. 

Conduct a comparative review of the AI system and its alternatives, using established criteria to assess factors such as accuracy, fairness, transparency, and accountability.

Document the results of this review, including the rationale for selecting the AI system, and communicate this information to relevant stakeholders. Regularly update the comparative review in collaboration with stakeholders as new information becomes available or the AI system evolves.

Example Controls and Evidence: 

Example Control 1: Alternatives Analysis and Decision Rationale Document
Description: Require formal documentation of non-AI and AI alternatives during project initiation, including criteria such as cost, complexity, accuracy, explainability, and risk, with explicit comparison and decision justifications.
Examples of Effective Evidence: 
• Completed alternatives analysis reports comparing AI and non-AI options with documented criteria and scoring.
• Decision rationale memos signed off by project sponsors, risk owners, and relevant stakeholders outlining selected options and reasoning.
• Supporting evidence such as cost estimates, performance benchmarks, and stakeholder input inform the analysis.
• Version-controlled documents including updates when project scope or options change.

Example Control 2: Alternative Options Review Workflow
Description: Implement a structured review process involving cross-functional stakeholders (e.g., technical, legal, business) to evaluate and approve or reject the use of AI versus non-AI options, with documented approval records.
Examples of Effective Evidence: 
• Review and approval checklists with documented deliberations during project initiation stages.
• Meeting minutes and sign-offs from stakeholders endorsing the chosen approach.
• Record of dissenting opinions or alternative considerations that influenced the decision.
• Action logs tracking follow-up on alternative evaluations or re-assessments when project scope evolves.

Example Control 3: Documented Criteria for AI Adoption
Description: Define and document explicit criteria for considering AI, including use-case appropriateness, transparency, data availability, risk levels, and alignment with organizational values; review criteria during assessments.
Examples of Effective Evidence: 
• Criteria checklist incorporated into project charters or proposals.
• Policy or standard referencing criteria for AI vs. non-AI decision-making.
• Training or briefing materials emphasizing the importance of comparing alternatives.
• Records of review sessions verifying criteria application in project assessments.

Example Control 4: Comparative Evaluation Framework
Description: Use a standardized framework or scoring model to evaluate alternatives systematically, capturing quantitative and qualitative factors, and documenting the resulting scores and rationale for AI adoption.
Examples of Effective Evidence: 
• Completed evaluation matrices with scores, weights, and justifications for each criterion.
• Stakeholder review reports analyzing comparisons and highlighting key decision drivers.
• Summaries or dashboards presenting the comparative analysis outcomes.
• Records of revisions or sensitivity analyses demonstrating robustness of the choice.

Example Control 5: Post-Decision Review and Justification Maintenance
Description: Conduct periodic reviews of past decisions comparing actual outcomes with the initial analysis, updating justification documentation to reflect lessons learned, and ensuring transparency and accountability.
Examples of Effective Evidence: 
• Review reports analyzing decision outcomes versus initial rationale.
• Updated decision records capturing lessons learned, arising risks, or changes in organizational priorities.
• Stakeholder feedback and audit logs confirming review effectiveness.
• Website or internal repository providing accessible history of AI vs. alternative decisions for accountability.
[bookmark: _Toc214874774]MAP / Understanding the Operating Context / Bolstering Cross-Functional Perspectives on the Operating Context 

Control Objective:

	Id
	Name
	Description

	MP-1.2.1
	Multidisciplinary AI Impact Teams
	The organization recruits, supports, and facilitates documented collaboration among multidisciplinary teams throughout the AI system lifecycle (from problem formulation to monitoring). This enhances comprehensive risk analysis, bias mitigation, and thorough consideration of potential impacts.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage begin to recognize the importance of multidisciplinary teams and make initial efforts to recruit multidisciplinary members.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations recognize the importance of different perspectives and begin forming multidisciplinary teams, although team composition may not yet reflect the full range of necessary expertise.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have well-defined processes for establishing multidisciplinary teams with a wide range of demographics, disciplines, experiences, and expertise to thoroughly inform AI system context and impacts.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically integrate multidisciplinary teams into ongoing AI risk analysis processes, with structured support and continuous improvement, ensuring responsible AI aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Ineffective AI Teams or Collaboration
	Teams are not multidisciplinary, are not effectively supported, or collaboration across disciplines is undocumented or inconsistently practiced



Implementation Guidelines: 

Form and support multidisciplinary teams with different demographics, disciplines, and expertise (e.g., engineering, legal, external stakeholders) to ensure broad perspectives that reduce risk blind spots and thoroughly consider biases and impacts. Provide these teams with necessary resources and foster effective, documented collaboration throughout the AI system lifecycle, from problem formulation to monitoring.

Prioritize establishing clear communication channels and collaboration platforms, encouraging open dialogue and psychological safety. Ensure that insights and recommendations from these collaborative efforts are carefully documented and incorporated into the AI system's design, development, and deployment. Regularly review team composition to address gaps in expertise or perspectives, and continuously monitor the effectiveness of multidisciplinary collaboration, making adjustments as needed.

Example Controls and Evidence: 

Example Control 1: Policy for Multidisciplinary AI Teams
Description: Establish and communicate a formal policy emphasizing recruitment of multidisciplinary team members across demographics, disciplines, and expertise areas involved in AI projects, with clear targets and accountability measures.
Examples of Effective Evidence: 
• Policy documentation with specific goals for multidisciplinary team composition.
• Recruitment strategies and outreach programs targeting multidisciplinary groups and varied disciplines.
• Workforce reports and hiring records demonstrating progress toward multidisciplinary teams.
• Performance reviews or accountability reports linking objectives to team development.

Example Control 2: Multidisciplinary Team Formation and Roles Documentation
Description: Mandate the formation of multidisciplinary teams for AI initiatives, and maintain documentation outlining team member roles, expertise areas, and contributions to risk and impact assessments at each lifecycle stage.
Examples of Effective Evidence: 
• Team composition records, including bios highlighting differing backgrounds, demographics, stakeholder perspectives.
• Roles and responsibilities matrices documenting expertise areas aligned to risk and bias analysis activities.
• Meeting minutes and collaboration logs showing multidisciplinary team participation in reviews and risk assessments.
• Team formation approval records tied to project initiation documentation.

Example Control 3: Support Mechanisms for Multidisciplinary Teams
Description: Provide ongoing support, training, and resources (e.g., bias awareness training, competency, stakeholder engagement workshops) to ensure team members can effectively identify and address biases and impacts.
Examples of Effective Evidence: 
• Training completion certificates and participation logs for bias-awareness programs.
• Resource repositories (guidelines, toolkits) accessible to teams for cross-functional design and impact analysis.
• Feedback surveys indicating increased awareness and application of broad concepts.
• Event records of workshops or forums fostering multidisciplinary dialogue and understanding.

Example Control 4: Bias and Impact Assessment Processes with multidisciplinary Inputs
Description: Integrate inputs from a wide range of experts into risk and impact assessment processes, with documented analyses and mitigation strategies.
Examples of Effective Evidence: 
• Impact assessment reports explicitly referencing contributions from multidisciplinary stakeholders and experts.
• Stakeholder engagement records, including interview transcripts, focus group summaries, and consultation logs.
• Sign-off records from multidisciplinary reviewers endorsing bias mitigation and impact considerations.
• Documentation of actions taken to incorporate multidisciplinary perspectives into design or policy updates.

Example Control 5: Continuous Monitoring and Feedback on Impact Effectiveness
Description: Monitor the effectiveness of cross-functional efforts and impact analyses through feedback channels, regular reviews, and metrics, and adjust team composition or processes accordingly.
Examples of Effective Evidence: 
• Metrics dashboards tracking stakeholder participation and bias mitigation effectiveness.
• Review meeting minutes and improvement plans addressing identified gaps or biases uncovered during project lifecycle.
• Stakeholder feedback and survey results regarding consideration of impacts.
• Records of process enhancements implemented in response to impact review findings.
[bookmark: _Toc214874775]MAP / Understanding the Operating Context / Defining the Mission and Goals 

Control Objective:

	Id
	Name
	Description

	MP-1.3.1
	AI Alignment with Mission and Values
	The organization identifies and documents the AI system’s alignment and contribution to organizational mission, values, goals (including relevant goals for AI technology), and AI  Trustworthy Principles.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations are starting to consider how AI systems align with and contribute to their overall mission and goals, but the process is likely informal and high-level.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage have begun documenting the AI system's alignment with mission, values, goals, and principles, but the process may not be comprehensive or consistently applied.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have established clear processes for thoroughly assessing and documenting how each AI system aligns with and contributes to the organizational mission, values, goals, and AI  Trustworthy Principles.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage systematically embed this alignment into their lifecycle management, with automated tracking and continuous updates ensuring responsible AI development aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	AI System Misalignment
	AI system alignment with mission, values, and goals is undocumented or lacking



Implementation Guidelines: 

To determine that the AI system aligns with and contributes to the organization's mission, values, goals, and AI  Trustworthy Principles, clearly document these elements. Engage with senior leadership and relevant stakeholders to gain a thorough understanding of the organization's overall direction and priorities. 

Review existing documentation, such as mission statements, strategic plans, and value statements to identify key themes and objectives. Conduct workshops or interviews with individuals across the organization to gather additional perspectives on how the AI system can support and advance the organization's mission and goals.

Document the specific ways in which the AI system aligns with and contributes to these elements, ensuring this documentation is easily accessible to relevant parties involved in the AI system's development and deployment. Regularly review and update this documentation as the organization's mission and goals evolve over time to maintain its relevance and accuracy.

Example Controls and Evidence: 

Example Control 1: Establishment of Documentation Standards for AI System Alignment
Description: Develop standards and templates for documenting how AI systems align with the organization’s mission, values, strategic goals, and AI Trustworthy Principles.
Examples of Effective Evidence: 
• Standardized templates capturing alignment with mission, values, and principles.
• Guideline documents outlining documentation requirements.
• Training materials for teams responsible for alignment documentation.
• Version-controlled repository of documented AI system alignments.

Example Control 2: Systematic Identification and Documentation of Alignment
Description: Conduct assessments to determine how each AI system supports or enhances organizational objectives, values, and AI Trustworthy Principles, then document these findings.
Examples of Effective Evidence: 
• Alignment reports correlating AI features with organizational goals and values.
• Records of stakeholder consultations assessing alignment.
• Evidence of review and approval of alignment documentation.
• Change logs when systems’ alignment status or contribution is updated.

Example Control 3: Integration of AI Contribution into Strategic Planning
Description: Incorporate AI system alignment and contribution information into strategic planning, oversight, and decision-making processes.
Examples of Effective Evidence: 
• Strategic planning documents referencing AI contribution assessments.
• Minutes from strategic review meetings discussing AI alignment.
• Reports linking AI system performance or impact to organizational goals.
• Dashboards illustrating AI contribution to key metrics aligned with AI Trustworthy Principles.

Example Control 4: Ongoing Monitoring and Updates of Alignment Documentation
Description: Regularly review and update documentation to reflect changes in AI systems or organizational priorities, ensuring continued alignment.
Examples of Effective Evidence: 
• Periodic review schedules and logs.
• Updated documentation reflecting recent system modifications or strategic shifts.
• Feedback or audit reports identifying gaps or misalignments.
• Records of re-assessment after major system changes or organizational initiatives.

Example Control 5: Transparency and Communication of AI System Alignment
Description: Communicate AI system alignment and contribution to relevant stakeholders, reinforcing transparency and trustworthiness.
Examples of Effective Evidence: 
• Internal reports or dashboards sharing alignment status with leadership.
• Communication plans or newsletters explaining AI contribution to organizational goals.
• Stakeholder feedback on transparency and understanding of AI role.
• Training sessions or workshops on organizational principles and AI alignment.


Control Objective:

	Id
	Name
	Description

	MP-1.3.2
	AI Purpose and Context Review
	The organization establishes plans to review and update the AI system’s documented purpose and context to drive ongoing alignment with the organization's evolving mission, goals, and AI  Trustworthy Principles. The organization regularly re-evaluates the business value and context of use for existing AI systems to validate alignment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin developing basic plans to periodically review and update AI system purpose and context. They begin to establish structured review processes to ensure ongoing awareness of alignment with organizational goals.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations recognize that mission and goals may evolve over time and begin establishing plans to periodically review and update AI system purpose documentation to maintain alignment.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations automate and integrate these reviews into their lifecycle management, ensuring persistent alignment with the organization’s mission, goals, and AI  Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Review Process
	Process to review and update AI system's purpose and context are insufficient



Implementation Guidelines: 

Establish plans to regularly review and update the AI system's documented purpose to ensure ongoing alignment with the organization's evolving mission and goals. Determine an appropriate frequency for these reviews based on factors such as the pace of change within the organization and the AI system's criticality and potential impact. 

Assign responsibility for conducting these reviews to an individual or team, ensuring they have the resources and support to effectively carry out this task. Develop a standardized process for conducting these reviews, which may include gathering input from relevant stakeholders, assessing the AI system's performance and impact, and identifying areas where the system's purpose may need updating or refinement.

Document any changes or updates to the AI system's purpose and communicate this information to relevant parties. Ensure that the AI system's design, testing, implementation, and deployment are updated as needed to reflect changes in its documented purpose and to maintain alignment with the organization's mission and goals.

Example Controls and Evidence: 

Example Control 1: Development of Planning Frameworks for Reviewing AI Purpose and Context
Description: Establish formal plans and schedules for periodically reviewing and updating the documented purpose and contextual use of AI systems to ensure continuous alignment with organizational evolution.
Examples of Effective Evidence: 
• Formalized review schedules and process documents outlining review frequency and scope.
• Review plans integrated into overall AI governance or lifecycle management frameworks.
• Notifications or reminders for upcoming reviews.
• Approval workflows for updated purpose and context documentation.

Example Control 2: Periodic Re-evaluation of Business Value and Use Context
Description: Conduct regular assessments of AI systems to re-evaluate their business value, intended use cases, and alignment with current organizational strategies and AI Trustworthy Principles.
Examples of Effective Evidence: 
• Re-evaluation reports comparing initial purpose versus current use and value.
• Stakeholder feedback or user surveys assessing ongoing relevance.
• Minutes from review meetings documenting conclusions and recommended adjustments.
• Updated documentation reflecting new or revised purpose and context.

Example Control 3: Validation and Adjustment of AI Use to Evolving Organizational Goals
Description: Adjust AI system deployment, purpose, or scope based on validated changes in organizational strategy, operational needs, or AI Trustworthy Principles.
Examples of Effective Evidence: 
• Change request records and approval dates for purpose or scope modifications.
• Strategic alignment reports indicating adjustments to AI use.
• Correspondence or meeting notes demonstrating decision-driven updates.
• Updated system documentation reflecting newly validated use cases.

Example Control 4: Integration of Review Outcomes into Governance and Oversight
Description: Incorporate findings and updates from purpose and context reviews into AI governance processes, oversight mechanisms, and risk management strategies.
Examples of Effective Evidence: 
• Governance committee meeting minutes discussing review outcomes.
• Updates to policies or oversight frameworks based on review results.
• Risk assessments linked to revised purpose and context.
• Monitoring dashboards showing alignment status post-review.

Example Control 5: Continuous Improvement and Feedback Loop for Purpose and Context Management
Description: Establish feedback mechanisms to capture lessons learned from reviews and re-evaluations, driving ongoing improvements in AI purpose documentation and alignment processes.
Examples of Effective Evidence: 
• Feedback forms or post-review surveys from stakeholders.
• Records of process improvements based on past review outcomes.
• Lessons learned documentation informing future reviews.
• Training or update sessions on evolving organization priorities and how they affect AI purpose management.
[bookmark: _Toc214874776]MAP / Understanding the Operating Context / Defining Real-World Business Value 

Control Objective:

	Id
	Name
	Description

	MP-1.4.1
	AI Business Value and Context Communication
	The organization clearly defines, documents, and communicates the business value, objectives, and intended context of use for each AI system to relevant stakeholders, promoting alignment with organizational goals and facilitating transparency and accountability in how the AI system supports operational success.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations begin defining and documenting the basic purpose, value, and context of each AI system.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have defined and documented the business value and context of use for AI systems, but the information may not be comprehensive or consistently communicated to all relevant stakeholders.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly defining, documenting, and communicating the business value and context of use for each AI system to promote transparency and accountability.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have automated, comprehensive processes that continuously inform stakeholders, ensuring responsible and transparent AI deployment aligned with AI Trustworthy Principles



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined Business Value
	Business value, objectives, and context of AI systems are not clearly defined



Implementation Guidelines: 

To confirm that the business value, objectives, and context of use for each AI system are clearly defined, documented, and communicated, engage with relevant stakeholders—such as business owners, end-users, subject matter experts, and other interested parties—to gather multidisciplinary input and perspectives.

Conduct workshops or interviews to identify how the AI system is expected to deliver tangible business outcomes, such as increasing efficiency, reducing costs, or enhancing customer satisfaction. Clearly articulate these value propositions, ensuring they align with and support the organization’s overall goals and strategies.

Additionally, document the specific context of use, including the intended users, operational scenarios, constraints, and key assumptions. Make this documentation readily accessible to all relevant parties and communicate it through multiple channels, such as training sessions, user manuals, and internal communications. Regularly review and update this documentation to ensure ongoing accuracy and relevance, supporting transparency and alignment with organizational objectives.

Example Controls and Evidence: 

Example Control 1: Development of Clear Documentation for AI Business Value, Objectives, and Context
Description: Establish standardized processes and templates to define and record the intended business value, objectives, and context of use for each AI system.
Examples of Effective Evidence: 
• Standardized documentation templates capturing purpose, value, and use cases.
• Approved records of initial and updated documentation reflecting current understanding.
• Training materials for teams responsible for documenting AI systems.
• Centralized repository of documented purpose and context descriptions.

Example Control 2: Communication of AI Purpose and Goals to Stakeholders
Description: Systematically disseminate AI system purpose, business value, objectives, and context of use to all relevant stakeholders through meetings, reports, or dashboards to ensure shared understanding.
Examples of Effective Evidence: 
• Stakeholder presentation slides or reports summarizing AI purpose and objectives.
• Internal newsletters or communication channels sharing updates.
• Access logs or views of dashboards displaying AI system descriptions.
• Meeting minutes documenting stakeholder briefings and feedback.

Example Control 3: Alignment with Organizational Goals and Transparency
Description: Ensure that documentation and communication explicitly link AI system objectives to broader organizational goals, promoting transparency and accountability.
Examples of Effective Evidence: 
• Documentation linking AI objectives to strategic goals in reports or portals.
• Maps or matrices showing alignment with organizational priorities.
• Audit trail of updates reflecting ongoing alignment efforts.
• Stakeholder acknowledgment or sign-off records indicating understanding and agreement.

Example Control 4: Regular Review and Updating of Documentation and Communication
Description: Periodically review and update the documented purpose, goals, and context, and re-communicate changes to ensure ongoing alignment and clarity.
Examples of Effective Evidence: 
• Review schedules and change logs for purpose and objectives documents.
• Updated communication materials or stakeholder briefings.
• Feedback records indicating clarity or gaps in understanding.
• Revision records reflecting adjustments tied to organizational changes.

Example Control 5: Facilitating Transparency and Accountability through Accessible Information
Description: Maintain accessible, transparent records of AI system purposes and objectives to foster accountability, support audits, and enable informed decision-making across the organization.
Examples of Effective Evidence: 
• Centralized, accessible documentation repositories or portals.
• Audit logs showing stakeholder access and queries.
• Reports demonstrating use of purpose and objectives for oversight and decision-making.
• Evidence of training or awareness sessions emphasizing transparency.
[bookmark: _Toc214874777]MAP / Understanding the Operating Context / Documenting Risk Tolerances 

Control Objective:

	Id
	Name
	Description

	MP-1.5.1
	AI Risk Tolerance Definitions
	The organization defines, develops, and documents risk tolerances for AI systems, considering different risk types (e.g., financial, operational, safety, reputational), sources, and levels (e.g., from negligible to critical), with awareness and oversight from senior leadership and the board where appropriate.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun defining risk tolerances for AI systems, but the process may not consider the full range of risk sources and levels or be consistently documented.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for comprehensively defining and documenting risk tolerances across different risk sources and levels for each AI system.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations integrate these risk tolerances into their governance frameworks, with continuous oversight from the leadership and board, ensuring responsible AI risk management aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Undefined AI Risk Tolerance
	AI system risk tolerances are undefined, undocumented, or not effectively communicated



Implementation Guidelines: 

To effectively define and document risk tolerances for AI systems, identify the different types of risks associated with each system, such as financial, operational, safety, and reputational risks. Engage relevant stakeholders—including business owners, risk management professionals, subject matter experts, and senior leadership or the board—to gather input on the potential risks and their relative importance.

Develop a standardized framework for categorizing risks based on their likelihood and potential impact, using scales such as negligible, low, medium, high, and critical. Document the specific risk tolerances for each AI system within this framework, clearly specifying the acceptable level of risk for each category.

Ensure that the risk tolerance documentation is easily accessible to relevant parties, including leadership and governance bodies, and communicate it through various channels, such as training sessions, risk management policies, and internal communications. Regularly review and update the risk tolerance documentation to reflect changes in the AI landscape, organizational priorities, and stakeholder expectations, with oversight from senior leadership and the board as appropriate.

Example Controls and Evidence: 

Example Control 1: Establishment of Risk Tolerance Framework for AI Systems
Description: Develop a structured framework that guides the determination of risk tolerances across various risk types, levels, and sources, ensuring comprehensiveness and relevance.
Examples of Effective Evidence: 
• Formalized risk tolerance policy documents for AI.
• Framework diagrams or matrices linking risk types, levels, and sources.
• Decision criteria or thresholds used to define tolerable versus intolerable risks.
• Training materials for risk management and leadership teams.

Example Control 2: Documentation of Risk Tolerance Levels and Criteria
Description: Clearly document the approved risk tolerance levels, criteria, and thresholds for different risk categories associated with AI systems.
Examples of Effective Evidence: 
• Risk tolerance statements approved by senior management or the board.
• Risk assessment templates incorporating tolerance levels.
• Reports or dashboards showing risk levels evaluated against documented thresholds.
• Records of policy updates reflecting evolving risk tolerances.

Example Control 3: Incorporation of Senior Leadership and Board Oversight
Description: Involve senior leadership and the board in defining, reviewing, and approving risk tolerances, ensuring strategic alignment and accountability.
Examples of Effective Evidence: 
• Meeting minutes from risk appetite or governance discussions involving leadership and board members.
• Approval records or sign-offs on risk tolerance documentation.
• Communications outlining roles and responsibilities for oversight.
• Reports or presentations reporting on risk tolerances and adherence.

Example Control 4: Regular Review and Adjustment of Risk Tolerances
Description: Periodically reassess and update risk tolerances to reflect changes in organizational strategy, risk landscape, or operational context.
Examples of Effective Evidence: 
• Review schedules and re-evaluation reports.
• Change logs documenting updates to risk tolerance levels.
• Board or leadership approval records for adjustments.

Example Control 5: Integration of Risk Tolerances into Risk Management Processes
Description: Embed defined risk tolerances within the organization’s risk management processes, risk appetite statements, and decision-making frameworks for consistent application.
Examples of Effective Evidence: 
• Risk management policies referencing and applying defined tolerances.
• Risk registers or dashboards showing conformity with tolerances.
• Training sessions or communications emphasizing the importance of risk tolerances.
• Audit or review reports verifying adherence to established risk tolerances.


Control Objective:

	Id
	Name
	Description

	MP-1.5.2
	Design Decision Rationale Documentation
	The organization documents and communicates AI design decisions and risk tolerances, ensuring they align with stakeholder requirements, values, and trustworthiness principles. This process includes input from leadership and the board to support decision-making that balances risks, intended use, and organizational risk appetite.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations recognize that AI system requirements may need to evolve and begin creating plans for periodically reviewing and updating them based on emerging risks and stakeholder feedback.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically integrate these processes into their decision frameworks, with ongoing alignment to stakeholder requirements, values, and AI Trustworthy Principles, supported by continuous oversight from leadership and the board to ensure responsible AI development.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Misaligned Design Decisions
	AI design decisions and corresponding risk tolerances lack stakeholder alignment



Implementation Guidelines: 

Document the decision-making processes for both AI risk tolerances and system design choices, ensuring alignment with stakeholder requirements, values, and AI  Trustworthy Principles. Develop a standardized framework for evaluating and prioritizing trustworthiness aspects (e.g., accuracy, fairness, transparency, security) based on the specific context of each AI system.

Consider tradeoffs among these principles and involve input from relevant stakeholders, including senior leadership and the board, to ensure decisions align with the organization’s risk appetite and strategic objectives.

Document key design decisions, ranging from data selection to deployment strategies, with a clear rationale. These decisions should demonstrate how they support risk management and enhance trustworthiness.

Ensure documentation is easily accessible and communicated through appropriate channels. Regularly review and update this information to maintain accuracy, relevance, and alignment with evolving organizational and external requirements. Engage stakeholders continuously so that decisions reflect multiple perspectives throughout the AI lifecycle.

Example Controls and Evidence: 

Example Control 1: Establishment of Documentation Processes for AI Design Decisions and Risk Tolerances
Description: Develop and implement standardized processes and templates to document design choices, rationale, and associated risk tolerances for each AI system, ensuring traceability and accountability.
Examples of Effective Evidence: 
• Formalized templates capturing design decisions and underlying rationale.
• Records of document review and approval by project teams and stakeholders.
• Version control logs tracking updates and changes.
• Centralized repository of design and risk documentation.

Example Control 2: Stakeholder and Leadership Involvement in Decision-Making
Description: Incorporate input from relevant stakeholders, including leadership and the board, into the documentation process to ensure design choices reflect organizational values and risk appetite.
Examples of Effective Evidence: 
• Minutes from stakeholder, leadership, or board review meetings.
• Signed-off decision records demonstrating approval and input.
• Communications or reports summarizing stakeholder feedback integrated into design documentation.
• Approval workflows reflecting multi-level review.

Example Control 3: Communication of Design Decisions and Risk Tolerances
Description: Clearly communicate documented design choices and associated risk tolerances across teams, ensuring understanding and alignment with organizational values and trustworthiness principles.
Examples of Effective Evidence: 
• Internal memos, newsletters, or dashboards sharing key decisions.
• Training sessions or briefings on design rationale and risk considerations.
• Stakeholder acknowledgment or feedback records indicating understanding.
• Accessible repositories with design documentation and communication logs.

Example Control 4: Regular Review and Updating of Design Decisions and Risk Tolerances
Description: Periodically review design decisions and risk tolerances to reflect evolving stakeholder requirements, organizational values, and trust principles, updating documentation accordingly.
Examples of Effective Evidence: 
• Review schedules and revision records.
• Updated documentation demonstrating revised design choices or risk tolerances.
• Records of stakeholder consultation on changes.
• Follow-up approval and validation records.

Example Control 5: Integration of Decision Documentation into Governance and Oversight Processes
Description: Embed documentation and communication of design decisions and risk tolerances into governance frameworks, risk management practices, and oversight activities.
Examples of Effective Evidence: 
• Governance meeting minutes referencing design decisions and risk tolerances.
• Risk registers or dashboards incorporating documented decisions.
• Policies requiring traceability and communication of design choices.
• Audit trails demonstrating oversight and review activities.
[bookmark: _Toc214874778]MAP / Understanding the Operating Context / Defining and Communicating User Requirements 

Control Objective:

	Id
	Name
	Description

	MP-1.6.1
	AI Requirements from Stakeholders
	The organization engages relevant AI stakeholders (e.g., end-users, domain experts, impacted communities) to elicit and document system requirements that address AI risks and promote trustworthy characteristics (e.g., security, fairness, transparency, accountability).

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations recognize the importance of engaging AI stakeholders and start the process of eliciting initial requirements.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun engaging some relevant AI stakeholders to gather system requirements, but the process may not comprehensively address AI risks and trustworthiness or be consistently documented.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for engaging a wide range of relevant AI stakeholders to thoroughly elicit and document requirements focused on mitigating AI risks and promoting trustworthy characteristics.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations embed continuous, structured engagement with multidisciplinary AI stakeholders into their workflows, ensuring ongoing, stakeholder-informed development aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unelicited AI Stakeholder Requirements
	AI stakeholder system requirements that address AI risks aren't elicited or documented



Implementation Guidelines: 

To effectively elicit and document system requirements that address AI risks and promote trustworthy characteristics, engage a multidisciplinary range of relevant AI stakeholders, including end-users, domain experts, and impacted communities. Use a variety of methods to gather input, such as interviews, focus groups, surveys, and workshops, ensuring that participants can provide feedback and raise concerns. 

Develop a standardized framework for categorizing and prioritizing system requirements based on their potential impact on AI risks and trustworthy characteristics, such as security, fairness, transparency, and accountability. Document the system requirements using clear and concise language, ensuring that this information is easily accessible to relevant parties.

Regularly review and update the system requirements to maintain their accuracy and relevance, and communicate changes to relevant stakeholders to ensure alignment.

Example Controls and Evidence: 

Example Control 1: Stakeholder Engagement Planning for AI Requirements Gathering
Description: Develop structured plans to identify and involve relevant AI Stakeholders, ensuring their input is integrated into system requirements development.
Examples of Effective Evidence: 
• Stakeholder analysis documents identifying relevant parties.
• Engagement plans and timelines outlining methods for elicitation.
• Records of outreach and communication to involved stakeholders.
• Feedback collection and response documentation.

Example Control 2: Structured Elicitation and Documentation of Requirements
Description: Use standardized methods (e.g., interviews, workshops, surveys) to elicit system requirements from AI Stakeholders, focusing on risks and trustworthiness aspects, and systematically document these inputs.
Examples of Effective Evidence: 
• Records of elicitation sessions, including agendas and participant lists.
• Requirement specification documents capturing stakeholder needs and concerns.
• Follow-up action logs for clarifications or additional input.
• Version-controlled repository of requirement documents.

Example Control 3: Alignment of Requirements with AI Trustworthy Principles
Description: Ensure that elicited requirements explicitly incorporate considerations related to security, fairness, transparency, and accountability, aligning system design with trustworthiness goals.
Examples of Effective Evidence: 
• Requirement checklists linked to AI Trustworthy Principles.
• Review and approval records demonstrating requirement alignment.
• Requirement traceability matrices mapping stakeholder inputs to trustworthiness criteria.
• Evaluation reports validating the coverage of trust factors.

Example Control 4: Validation and Approval of Requirements
Description: Obtain validation and formal approval from relevant stakeholders, including AI Stakeholders, to confirm that documented requirements adequately address risks and trustworthiness concerns.
Examples of Effective Evidence: 
• Signed requirement approval signatures or electronic endorsements.
• Validation workshop or review meeting minutes.
• Feedback or objection logs from stakeholders.
• Records of requirement revisions following stakeholder input.

Example Control 5: Integration of Requirements into System Design and Development
Description: Incorporate elicited requirements into the design, development, and testing phases of AI systems to ensure stakeholder concerns about risks and trustworthy characteristics are systematically addressed.
Examples of Effective Evidence: 
• Requirement traceability matrices linked to design specifications.
• Design review records referencing stakeholder requirements.
• Testing plans and reports confirming requirements fulfillment.
• Change management logs demonstrating requirement-based modifications.


Control Objective:

	Id
	Name
	Description

	MP-1.6.2
	Data Interdependency and Provenance Documentation
	The organization documents the AI system's internal and external data interdependencies, including data provenance from a privacy perspective. This process identifies and assesses potential negative impacts stemming from these connections, informing risk thresholds, deployment decisions, and operational management decisions.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin recognizing and documenting basic internal and external data interdependencies for AI systems, along with nascent privacy considerations related to data provenance. They conduct initial assessments of potential impacts and include these considerations in preliminary risk thresholds and deployment decisions.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations systematically document internal and external data interdependencies and their potential negative impacts, with a growing focus on data provenance from a privacy perspective. This information consistently informs risk management, deployment choices, and is used to refine operational management decisions.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically and continuously monitor, manage, and audit all data interdependencies and provenance for AI systems. Insights are fully integrated into risk thresholds, deployment decisions, and operational management, aligning comprehensively with organizational risk management policies and AI Trustworthy Principles, particularly concerning data privacy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unassessed Data Interdependencies and Provenance
	Internal and external data interdependencies, including data provenance, are unassessed or undocumented



Implementation Guidelines: 

Document the AI system's internal and external data interdependencies, including data provenance from a privacy perspective. This involves identifying and assessing potential negative impacts that may arise from how data flows, is transformed, and connects within and outside the organization. Engage relevant stakeholders, such as IT security professionals, data architects, privacy officers, legal teams, and compliance experts, to gather input on these interdependencies, provenance, and their associated risks.

Develop a standardized framework for categorizing and prioritizing the risks related to these data interdependencies and provenance, utilizing this framework to inform the organization's overall risk thresholds and deployment decisions for the AI system. Document these interdependencies, their provenance, and associated risks in clear and concise language, ensuring this information is easily accessible to relevant parties.

Regularly review and update the documentation as needed to maintain its accuracy and relevance. Communicate any changes to relevant stakeholders to facilitate ongoing understanding, compliance with privacy regulations, and effective operational management.

Example Controls and Evidence: 

Example Control 1: Data Dependency Mapping
Description: Create and maintain a comprehensive map of internal and external data dependencies related to the AI system, highlighting interactions and connections between various data sources.
Examples of Effective Evidence: 
• Dependency mapping diagrams illustrating data flow and relationships.
• Documentation of data sources, including descriptions and access permissions.
• Records of interactions among data sources, detailing frequency and context.
• Version-controlled artifacts of mapping updates reflecting changes over time.

Example Control 2: Data Provenance Assessment Framework
Description: Establish a framework for assessing data provenance that evaluates data sources and the quality of input data concerning privacy requirements.
Examples of Effective Evidence: 
• Provenance assessment criteria and guidelines documents.
• Reports detailing evaluations conducted on data sources, including provenance analyses.
• Logs of decisions made based on provenance assessments, including mitigation actions.
• Documentation evidencing compliance with privacy regulations related to data lineage.

Example Control 3: Impact Analysis on Data Interdependencies
Description: Perform regular impact analyses to evaluate potential negative effects of data interdependencies on the AI system, focusing on risks associated with privacy, security, and operational reliability.
Examples of Effective Evidence: 
• Impact analysis reports that outline identified risks and potential consequences.
• Risk assessment matrices detailing the relationship between data interdependencies and their associated risks.
• Records of decision-making processes influenced by impact analyses.
• Follow-up documentation showing changes made to mitigate identified risks.

Example Control 4: Data Governance Policies
Description: Develop and implement data governance policies that outline the management of data interdependencies and provenance, ensuring compliance with applicable laws and organizational standards.
Examples of Effective Evidence: 
• Data governance policy documents detailing roles, responsibilities, and procedures.
• Training materials for staff on adherence to data governance principles.
• Audit reports assessing compliance with established governance policies.
• Records of policy changes, including reviews and approval processes.

Example Control 5: Continuous Monitoring of Data Interdependencies
Description: Implement continuous monitoring mechanisms to track changes in data interdependencies and provenance in real-time, enabling timely identification and response to emerging risks.
Examples of Effective Evidence: 
• Real-time monitoring dashboards with indicators of data interdependencies.
• Alerts and notifications generated from monitoring systems regarding significant changes.
• Reports documenting monitoring activities and findings over specified periods.
• Records of corrective actions taken in response to monitoring alerts.


Control Objective:

	Id
	Name
	Description

	MP-1.6.3
	Context-Informed Data Design
	The organization conducts research to understand the potential limitations of data that may affect the specific uses of the AI system, and uses this understanding, along with insights on values, contexts, and systemic and historical considerations, to inform data selection and representation in the AI system design process.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations recognize the importance of understanding user values, contexts, and biases and begin conducting user research to inform AI system data selection and representation decisions.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage integrate continuous research and evaluation into their data practices, ensuring responsible data use aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Understood Data Limitations
	Data limitations and other insights are not researched or fully understood



Implementation Guidelines: 

Conduct research to understand the potential limitations of the data that may impact the specific uses of the AI system and how it can be applied. This research may include activities such as interviews, focus groups, and surveys with a multidisciplinary range of users and stakeholders. The goal is to help stakeholders understand the values, contexts, and potential for systemic and historical influences present in the data, emphasizing nondiscrimination and fair representation.

Use the insights gained from this research to inform how data is selected and represented in the AI system design process. Ensure that the data is representative of the intended user population and that the processes by which data is chosen support nondiscrimination and do not inadvertently perpetuate or amplify inequities. Document the user research findings and their implications for data selection and representation in clear and concise language, making this documentation easily accessible to relevant parties.

Regularly review and update the user research and data selection documentation to maintain its accuracy and relevance. Communicate any changes to stakeholders to ensure ongoing understanding, transparency, and compliance with nondiscrimination principles.

Example Controls and Evidence: 

Example Control 1: Research and Documentation of Data Limitations
Description: Systematically investigate and document potential limitations of data sources, including biases, gaps, and contextual constraints that could impact AI system performance and fairness.
Examples of Effective Evidence: 
• Research reports analyzing data quality, representativeness, and systemic biases.
• Data limitation assessments linked to known systemic or historical factors.
• Records of literature review, expert consultation, or field studies conducted.
• Data quality matrices documenting identified limitations and their implications.

Example Control 2: Incorporation of Values, Contexts, and Systemic Considerations into Data Selection
Description: Use insights on values, specific contexts, and systemic/historical factors to guide the choice and representation of data during the AI system design process.
Examples of Effective Evidence: 
• Data selection criteria explicitly referencing values and contextual considerations.
• Stakeholder input or community engagement reports informing data choices.
• Design review records showing how systemic or historical issues are addressed.
• Data representation models or annotations reflecting contextual factors.

Example Control 3: Data Representation and Mitigation Strategies
Description: Implement methods to represent data in ways that mitigate identified limitations, biases, or misrepresentations, aligning with intended use and values.
Examples of Effective Evidence: 
• Use of data balancing, augmentation, or bias correction techniques documented in development reports.
• Data annotation guidelines explicitly addressing systemic considerations.
• Validation or sensitivity analyses demonstrating robustness post-mitigation.
• Change logs showing adjustments based on research findings.

Example Control 4: Stakeholder Engagement and Feedback in Data Decisions
Description: Engage relevant stakeholders (e.g., affected users, domain experts) in data selection and representation decisions to ensure alignment with organizational values and minimize risks.
Examples of Effective Evidence: 
• Stakeholder consultation records and feedback summaries.
• Review meetings documenting value considerations influencing data choices.
• Correspondence or sign-offs affirming stakeholder input incorporation.
• Reports evaluating how systemic concerns are addressed.

Example Control 5: Continuous Monitoring and Updating of Data Understanding
Description: Regularly revisit research on data limitations and systemic considerations to update data selection and representation strategies throughout the AI system lifecycle.
Examples of Effective Evidence: 
• Periodic research updates incorporated into design and validation documents.
• Feedback loops from deployment reflecting emerging data limitations.
• Reassessment reports post-deployment analyzing systemic or contextual shifts.
• Training or review sessions on evolving data awareness and mitigation approaches.
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Control Objective:

	Id
	Name
	Description

	MP-2.1.1
	AI Learning and Decision Tasks
	The organization defines and documents the AI system's existing and potential future learning and decision-making tasks (e.g., classification, generation, recommendation, prediction), considering fit-for-purpose, scalability and adaptability.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage begin identifying basic learning and decision-making tasks of AI systems.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun defining and documenting the AI system's current learning and decision-making tasks, but may not yet consider future potential tasks or scalability and adaptability factors.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for comprehensively defining and documenting both current and potential future AI system tasks, taking into account scalability and adaptability considerations.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically integrate detailed task documentation into lifecycle management, ensuring responsible AI development aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Undefined Learning Tasks
	AI system learning and decision-making tasks are undefined or undocumented



Implementation Guidelines: 

To effectively define and document the AI system's existing and potential future learning and decision-making tasks, engage relevant stakeholders such as data scientists, domain experts, and business leaders to gather input on the system's intended use and capabilities. 

Consider the specific types of tasks the AI system is expected to perform, such as classification, generation, recommendation, or prediction, and document each task using clear and concise language. Assess the validity, scalability and adaptability of each task, considering factors such as the volume and complexity of data involved, the computational resources required, and the potential for the task to evolve or expand over time.

Document the scalability and adaptability considerations for each task, ensuring this documentation is easily accessible to relevant parties. Store detailed information about specific tasks and their attributes in the model documentation within the AI inventory (see GOVERN 1.6), to avoid inventory overload and to support traceability.

Regularly review and update the task documentation as needed to maintain its accuracy and relevance and communicate any changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Establishment of a Documentation Framework for AI Tasks
Description: Develop a structured approach and templates for documenting all AI system tasks, specifying scope, objectives, and technical descriptions, both current and future plans.
Examples of Effective Evidence: 
• Standardized templates capturing task type, objectives, inputs, outputs, and performance criteria.
• Policy documents outlining documentation standards for AI tasks.
• Versioned records of task descriptions aligned with system development stages.
• Guidelines for identifying potential future tasks and their evaluation criteria.

Example Control 2: Identification and Assessment of Current Tasks
Description: Inventory and evaluate existing AI tasks, assessing their purpose, fit-for-purpose, and suitability for current operational needs.
Examples of Effective Evidence: 
• Task inventories with detailed descriptions and performance metrics.
• Requirement and design documents corresponding to existing tasks.
• Assessment reports confirming task relevance and fitness for current use.
• Stakeholder review notes endorsing task deployment.

Example Control 3: Planning for Future Tasks and Scalability
Description: Outline plans for potential new tasks, scalability, and adaptability, including technical feasibility and strategic alignment considerations.
Examples of Effective Evidence: 
• Roadmaps and project proposals for future AI tasks.
• Technical feasibility studies and impact assessments.
• Scalability and adaptability criteria integrated into planning and design documents.
• Evaluation matrices for prioritizing future task development.

Example Control 4: Integration of Task Documentation into Development and Governance Processes
Description: Embed task descriptions and assessments into development workflows, risk management practices, and oversight activities to ensure alignment and traceability.
Examples of Effective Evidence: 
• Task documentation linked to design artifacts and requirements.
• Risk assessments considering new or evolving tasks.
• Traceability matrices connecting tasks to organizational goals and compliance standards.
• Periodic review records updating task descriptions.

Example Control 5: Continuous Review and Refinement Based on Feedback and Changes
Description: Regularly review and update task definitions and assessments in response to feedback, system evolution, and changing organizational strategies.
Examples of Effective Evidence: 
• Scheduled review schedules with documented updates.
• Feedback logs from users, developers, and stakeholders influencing task descriptions.
• Change management records reflecting task refinement.
• Lessons learned from deployment and maintenance activities incorporated into future planning.


Control Objective:

	Id
	Name
	Description

	MP-2.1.2
	Assumptions and Limitations Documentation
	The organization documents the assumptions and limitations associated with the AI system's existing and potential learning tasks, considering factors such as data availability, model performance, human-AI interaction, irreversibility of actions, and computational resources.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin identifying and documenting core learning and decision-making tasks of AI systems.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations begin documenting the assumptions and limitations related to AI system learning tasks, taking into account factors like data availability, model performance, and computational resource constraints.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically formalize and maintain comprehensive documentation, integrating it into lifecycle management to ensure responsible, adaptive AI systems aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Learning Limitations
	Assumptions and limitations associated with AI learning tasks are undocumented



Implementation Guidelines: 

Document the assumptions and limitations associated with the AI system's existing and potential learning tasks, considering factors such as data availability, model performance, human-AI interaction, irreversibility of actions, and computational resources. Engage relevant stakeholders, such as data scientists, domain experts, and IT professionals, to gather input on these assumptions and limitations. 

Develop a standardized framework for categorizing and prioritizing the assumptions and limitations in model documentation templates based on the system's potential impact to the AI system's performance and reliability. Use this framework to guide the documentation process, considering factors such as the quality and representativeness of the available data, the accuracy and robustness of the chosen model architecture, and the scalability and efficiency of the computational resources required to support the learning tasks.

Document the assumptions and limitations using clear and concise language, ensuring this documentation is easily accessible to relevant parties. Regularly review and update the assumptions and limitations documentation as needed to maintain its accuracy and relevance, and communicate changes to relevant stakeholders to ensure ongoing awareness and understanding.

Example Controls and Evidence: 

Example Control 1: Establishment of a Documentation Framework for Assumptions and Limitations
Description: Create standardized templates and processes for recording system assumptions and limitations, covering key factors like data quality, model capabilities, and resource constraints.
Examples of Effective Evidence: 
• Formalized templates for documenting assumptions and limitations.
• Guidelines outlining key areas to assess, such as data dependence, scalability, and resource needs.
• Version-controlled records reflecting updates over project stages.
• Checklists for reviewers to ensure completeness.

Example Control 2: Identification of Data-Related Assumptions and Limitations
Description: Assess and document assumptions about data quality, availability, and relevance, along with known data limitations impacting learning tasks.
Examples of Effective Evidence: 
• Data quality assessment reports noting gaps or biases.
• Documentation of data sourcing, provenance, and coverage assumptions.
• Risk assessments related to data limitations affecting model accuracy.
• Stakeholder reviews of data prerequisites.

Example Control 3: Model Performance and Resource Constraints Documentation
Description: Record performance benchmarks, expected accuracy, and the impact of computational resource constraints on learning tasks and outcomes.
Examples of Effective Evidence: 
• Performance evaluation reports comparing expected vs. observed metrics.
• Records of hardware or cloud resource requirements and limitations.
• Notes on model scalability and robustness considerations.
• Impact analyses documenting performance trade-offs.

Example Control 4: Integration of Assumptions and Limitations into Development and Validation Processes
Description: Incorporate documentation of assumptions and limitations into model development, validation, and deployment plans, ensuring transparency and informed decision-making.
Examples of Effective Evidence: 
• Design reviews referencing documented assumptions.
• Validation reports discussing limitations and potential biases.
• Risk logs linked to assumptions and their validation status.
• Stakeholder sign-offs acknowledging understanding of limitations.

Example Control 5: Regular Review and Updating of Assumptions and Limitations
Description: Periodically re-assess and update assumptions and limitations throughout the AI lifecycle, especially when data sources, model architectures, or resource availabilities change.
Examples of Effective Evidence: 
• Schedule and records of review sessions.
• Updated documentation following system modifications or new data acquisitions.
• Lessons learned logs capturing insights from deployment and performance monitoring.
• Change request records indicating revisions.


Control Objective:

	Id
	Name
	Description

	MP-2.1.3
	Learning Tasks Review and Updates
	The organization creates a plan for regular reviews and updates to documented learning tasks, assumptions, and limitations as the AI system evolves or as new requirements arise.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations start developing basic plans for reviewing and updating learning tasks and related documentation.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations recognize the need to keep AI system task, assumption, and limitation documentation current and begin creating plans for regular reviews and updates.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage automate and continuously integrate regular reviews, ensuring ongoing accuracy and responsible adaptation in line with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Learning Plan
	Plan for reviews and updates to learning tasks, assumptions, limitations are insufficient



Implementation Guidelines: 

Create a plan for regularly reviewing and updating the documented learning tasks, assumptions, and limitations as the AI system evolves or as new requirements arise. This plan should include activities such as periodic assessments of the system's performance and capabilities, proactive identification of emerging trends and opportunities for improvement, and engagement with relevant stakeholders to gather feedback and input. 

Develop a standardized process for incorporating updates and changes into the documentation, ensuring relevant parties are informed and trained on this process. Consider the frequency and scope of reviews, the criteria for determining when updates are necessary, and the roles and responsibilities of different stakeholders in the review and update process.

Document the plan for regular reviews and updates in clear and concise language, making it easily accessible to relevant parties. Regularly review and update the plan itself as needed to maintain its accuracy and relevance and communicate any changes to relevant stakeholders. Use the insights gained from the regular reviews and updates to inform ongoing improvements to the AI system's learning tasks and capabilities.

Example Controls and Evidence: 

Example Control 1: Formal Review Schedule and Planning
Description: Develop a formal schedule for periodic review of learning tasks, assumptions, and limitations, aligned with system lifecycle phases, updates, and organizational change triggers.
Examples of Effective Evidence: 
• Approved review calendar specifying review intervals and responsible owners.
• Review scope and checklist documentation tailored to system changes and new requirements.
• Updated project plans reflecting review activities.
• Version-controlled schedules and review logs.

Example Control 2: Monitoring Changes and Evolving Contexts
Description: Implement processes to monitor system performance, environmental changes, data updates, and organizational shifts that may impact assumptions and limitations.
Examples of Effective Evidence: 
• Change logs documenting system updates or new data sources.
• Performance monitoring reports highlighting deviations from prior assumptions.
• Impact assessments for new requirements or operational shifts.
• Stakeholder feedback indicating evolving needs or constraints.

Example Control 3: Re-evaluation and Updating Procedures
Description: Use structured procedures during reviews to re-evaluate assumptions and limitations, incorporating new data, performance insights, and stakeholder inputs for updates.
Examples of Effective Evidence: 
• Re-evaluation checklists with criteria for assumptions and limitations.
• Meeting minutes capturing discussions and decisions to revise documentation.
• Updated risk and assumptions registers with change justifications.
• Sign-off records for revised documentation.

Example Control 4: Revision and Version Control of Documentation
Description: Maintain version-controlled records of updated learning tasks, assumptions, and limitations, ensuring traceability and transparency.
Examples of Effective Evidence: 
• Version histories of documents with timestamps and change descriptions.
• Release notes or update logs linked to revisions.
• Approvals from designated reviewers or stakeholders.
• Change request records for formal updates.

Example Control 5: Continuous Improvement and Feedback Incorporation
Description: Incorporate lessons learned, incident reports, and stakeholder feedback into ongoing revisions, fostering adaptive and accurate documentation aligned with system evolution.
Examples of Effective Evidence: 
• Lessons learned documentation used to adjust assumptions.
• Feedback logs from operational monitoring or stakeholders.
• Records of process improvements following reviews.
• Updated strategies or plans responsive to new insights.
[bookmark: _Toc214874780]MAP / Understanding the AI System / Defining AI System Utility and Oversight Needs 

Control Objective:

	Id
	Name
	Description

	MP-2.2.1
	AI Usage and Boundary Documentation
	The organization documents the settings, environments, and conditions that are within the AI system’s intended use, defining the boundaries of its applicability while considering knowledge limits and areas where human intervention and irreversibility of decisions is crucial.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations begin identifying basic settings and boundaries of AI intended use.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun documenting the intended use settings and conditions for AI systems, but the boundaries and knowledge limits may not be comprehensively defined and areas for human intervention may not be clearly identified.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly documenting AI system intended use boundaries, knowledge limits, and areas requiring human intervention, providing a comprehensive picture of the system's applicability and limitations.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations integrate comprehensive boundary documentation into lifecycle management, ensuring responsible and transparent AI deployment aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Undocumented Use Boundaries
	AI system's intended use boundaries, environments, and conditions are undocumented



Implementation Guidelines: 

To effectively document the boundaries, environments, and conditions within the AI system's intended use, engage relevant stakeholders, such as data scientists, domain experts, and end-users, to gather input on the system's capabilities and limitations. Develop a clear and concise definition of the AI system's intended use, including the specific tasks it is designed to perform, the types of data it can process, and the expected outputs or outcomes.

Identify and document any known limitations or constraints on the system's applicability, such as data quality requirements, computational resource limitations, or domain-specific assumptions. Clearly define the boundaries of the AI system's knowledge and capabilities, specifying areas where human intervention or oversight are necessary to ensure safe and effective operation.

Document this information in clear and concise language, making it easily accessible to relevant parties. Regularly review and update the documentation as needed to maintain its accuracy and relevance and communicate changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of a Comprehensive Use Case Document
Description: Create a detailed record specifying the operational settings, deployment environments, and conditions under which the AI system is intended to operate, including constraints and known knowledge limits.
Examples of Effective Evidence: 
• Formal use case documents outlining environment parameters and operational boundaries.
• Specifications detailing system assumptions, scope, and knowledge limitations.
• Diagrams illustrating deployment contexts and boundary conditions.
• Stakeholder review and approval records.

Example Control 2: Definition of Boundaries and Applicability Criteria
Description: Establish explicit criteria delineating where and how the AI system is appropriate, including environmental, data, and user-related conditions, as well as areas requiring human oversight.
Examples of Effective Evidence: 
• Use boundary matrices listing allowed contexts, data types, and user roles.
• Operational manuals describing environmental parameters and limits.
• Risk assessments identifying areas where human intervention is mandatory.
• Policy documents on system scope restrictions.

Example Control 3: Identification of Knowledge Limits and Uncertainty Areas
Description: Document areas where the AI system’s knowledge is limited or unreliable, providing guidance for deployment and human oversight needs.
Examples of Effective Evidence: 
• Knowledge limit assessments noting data gaps, model uncertainties, and performance thresholds.
• Decision matrices mapping knowledge limits to acceptable use conditions.
• Operational reports highlighting areas where human reviews are essential.
• Risk registers with entries on knowledge-based uncertainties.

Example Control 4: Specification of Human Intervention Points and Responsibilities
Description: Clearly specify situations where human intervention is required, including roles, decision points, and escalation procedures.
Examples of Effective Evidence: 
• Operator guidelines delineating intervention points.
• Escalation workflows for system alerts or knowledge uncertainties.
• Training and onboarding materials emphasizing intervention responsibilities.
• Incident logs documenting human alerts and responses.

Example Control 5: Regular Review and Utilization of Use and Boundary Documentation
Description: Schedule periodic reviews to confirm that use boundaries, knowledge limits, and human intervention protocols remain accurate and appropriate, updating them based on operational feedback and system evolution.
Examples of Effective Evidence: 
• Review schedules with documented outcomes and updates.
• Feedback logs from deployment and operational teams.
• Updated use case and boundary documents with revision history.
• Lessons learned from incidents or operational changes incorporating boundary adjustments.


Control Objective:

	Id
	Name
	Description

	MP-2.2.2
	AI Interdependencies and Dependencies
	The organization documents the AI system's interdependencies, including both upstream and downstream data sources, as well as human dependencies, clearly identifying where the system relies on input from other automated systems or human operators.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, as AI systems become more interconnected, organizations begin documenting system interdependencies, including data sources and human dependencies, to clarify where the system relies on external inputs.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage embed detailed, ongoing dependency tracking into their lifecycle management processes, ensuring transparency and effective oversight aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented System Dependencies
	AI system interdependencies and human dependencies are not documented



Implementation Guidelines: 

Document the AI system's interdependencies, including both upstream and downstream data sources, as well as human dependencies. Engage relevant stakeholders, such as data engineers, system architects, and end-users, to gather input on these interdependencies and their potential impacts on the AI system's performance and reliability. 

Identify and document any external data sources on which the AI system relies, such as databases, APIs, or sensor feeds, specifying the expected format, quality, and frequency of this data. Similarly, identify and document any downstream systems or processes that consume the AI system's outputs, specifying the expected format, quality, and frequency of these outputs.

Clearly identify any areas where the AI system relies on input or intervention from human operators, such as data labeling, parameter tuning, or decision-making, and specify the roles and responsibilities of these operators. Use clear and concise language to document this information, ensuring it is easily accessible to relevant parties.

Regularly review and update the documentation as needed to maintain its accuracy and relevance and communicate changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of an Interdependency Mapping Framework
Description: Establish a structured framework to identify, document, and visualize the system's data flows, integration points, and human involvement throughout the AI lifecycle.
Examples of Effective Evidence: 
• Data flow diagrams illustrating upstream and downstream data sources.
• Dependency matrices linking data sources, processing modules, and output consumers.
• Documentation of human roles involved at various lifecycle stages.
• Version-controlled maps updated with system changes.

Example Control 2: Identification of Upstream and Downstream Data Sources
Description: Create a comprehensive inventory of all data inputs, specifying origin, quality, update frequency, and reliance levels for each source.
Examples of Effective Evidence: 
• Data source catalogs with source descriptions and metadata.
• Data provenance documentation demonstrating source credibility.
• Records of source assessments regarding reliability and risk.
• Data flow diagrams linking sources to system components.

Example Control 3: Mapping of Human Dependencies and Responsibilities
Description: Document the points where human oversight, review, or input is required, including roles, decision points, and escalation paths.
Examples of Effective Evidence: 
• Human-in-the-loop process diagrams.
• Role descriptions and responsibility matrices for human operators.
• Procedures detailing human intervention points and decision authority.
• Training records emphasizing human dependencies.

Example Control 4: Integration and Change Management of Interdependencies
Description: Implement processes to integrate dependency maps into development and operational workflows, with change control procedures to update dependencies as systems evolve.
Examples of Effective Evidence: 
• Updated dependency documentation tied to change requests.
• Change logs reflecting updates to data sources or human roles.
• Integration of dependency maps into system design reviews and risk assessments.
• Audit trails of dependency-related modifications.

Example Control 5: Regular Review and Validation of Interdependencies
Description: Schedule periodic reviews to validate and update dependency mappings, assessing new risks, evolving data sources, and changing human roles based on system updates and operational feedback.
Examples of Effective Evidence: 
• Review schedules with documented outcomes and updates.
• Re-assessment reports after operational incidents or system changes.
• Feedback logs from data owners and human stakeholders.
• Version histories showing updates to dependency diagrams and matrices.
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Control Objective:

	Id
	Name
	Description

	MP-2.3.1
	Development and Operation Documentation
	The organization documents assumptions, limitations, techniques, and metrics used for development or operation of the AI system throughout the lifecycle, aligning with data governance policies. This includes documenting data selection, curation, preparation, and analysis techniques, as well as identifying modeled constructs and methods for inferring reasonable relationships between constructs and dataset attributes.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage begin recognizing the importance of documenting key assumptions, limitations, and techniques used in AI development and operation.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun establishing TEVV protocols for AI models and systems, but they may not cover the full lifecycle or all relevant subcomponents and may not be consistently documented.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established comprehensive, well-documented TEVV protocols that cover the entire AI lifecycle and all relevant models, systems, and subcomponents, ensuring thorough testing and validation.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations systematically integrate comprehensive documentation into every phase of the AI lifecycle, enabling transparency, accountability, and responsible management aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Undocumented Development and Operation Details
	Assumptions, limitations, and techniques for AI system development and operation are undocumented



Implementation Guidelines: 

Document the assumptions, techniques, and metrics used for the development, deployment, and ongoing operation of the AI system across its entire lifecycle, ensuring consistency with the organization’s data governance policies. This includes detailed documentation of data selection, curation, preprocessing, and analysis techniques, as well as identifying modeled constructs and methods for inferring meaningful relationships between dataset attributes and constructs.

Engage relevant stakeholders, such as data scientists, data engineers, data governance professionals, and domain experts, in the documentation process to gather input on appropriate techniques and metrics at each stage of the AI lifecycle. This collaboration helps ensure that assumptions are valid, techniques are suitable, and metrics effectively measure trustworthiness and performance.

Develop a standardized framework for documenting data-related assumptions, methods, and metrics, ensuring it aligns with organizational data governance standards and best practices. This framework should be applied consistently throughout the lifecycle.

Regularly review and update the documentation to reflect changes in the system, data sources, techniques, and organizational standards, maintaining accuracy and relevance over time. Communicate updates to relevant stakeholders and provide training or support to foster organizational understanding and adherence to documented practices, supporting transparency and accountability throughout the AI lifecycle.

Example Controls and Evidence: 

Example Control 1: Development of a Comprehensive Documentation Framework
Description: Establish standardized templates and processes for recording assumptions, limitations, techniques, and metrics at each lifecycle stage, aligned with data governance standards.
Examples of Effective Evidence: 
• Formalized templates capturing assumptions, limitations, techniques, and metrics.
• Version-controlled documentation linked to system development and deployment phases.
• Guidelines aligning technical practices with data governance policies.
• Checklists ensuring completeness and consistency.

Example Control 2: Documentation of Data Selection, Curation, and Preparation Techniques
Description: Record detailed descriptions of data sourcing, selection criteria, curation processes, and preparation methods used throughout the lifecycle.
Examples of Effective Evidence: 
• Data provenance and sourcing documentation.
• Records of data cleaning, transformation, and feature engineering techniques.
• Data quality assessment reports.
• Data processing workflows with version control.

Example Control 3: Identification of Modeled Constructs and Relationships
Description: Clearly document the modeled constructs, underlying assumptions, and the methods used to infer relationships between dataset attributes and constructs, including rationale and limitations.
Examples of Effective Evidence: 
• Definitions and descriptions of key constructs and attributes.
• Modeling assumptions and hypotheses documentation.
• Methods and algorithms used for inferring relationships, with justifications.
• Rationale for model choices in relation to dataset features.

Example Control 4: Metrics and Validation Techniques
Description: Record the metrics and validation techniques used to evaluate model performance, data adequacy, and relationship inference accuracy, ensuring alignment with data governance policies.
Examples of Effective Evidence: 
• Model performance metrics and validation reports.
• Data validation reports assessing attribute quality and integrity.
• Documentation of cross-validation, sensitivity analysis, and robustness checks.
• Logs of model tuning and metric tracking over time.

Example Control 5: Periodic Review and Update of Documentation
Description: Schedule regular reviews to update assumptions, limitations, techniques, and metrics, particularly as new data sources, methods, or system features evolve.
Examples of Effective Evidence: 
• Review schedules and meeting minutes.
• Version histories of documents reflecting updates.
• Feedback from data scientists, model auditors, or governance reviews.
• Updated data governance policies incorporated into technical documentation.


Control Objective:

	Id
	Name
	Description

	MP-2.3.2
	TEVV Protocols and Standards
	The organization establishes and documents testing, evaluation, verification, and validation (TEVV) protocols for AI models, systems, and their subcomponents, covering the AI lifecycle from design to deployment and operation.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage understand the need for TEVV protocols and begin documenting basic testing and validation approaches. They begin formalizing these protocols, ensuring key aspects of AI models and systems are covered across the lifecycle.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations document the assumptions, techniques, and metrics used for AI system testing and evaluation across the lifecycle, including data-related factors and construct validation methods, aligning with data governance policies.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations embed TEVV protocols into standard operations, automating processes and continuously updating them to ensure ongoing reliability, safety, and trustworthiness in line with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient TEVV Protocols
	TEVV protocols are insufficient for AI models



Implementation Guidelines: 

Establish and document comprehensive TEVV protocols for AI models, systems, and their subcomponents, covering entire AI lifecycle from design to deployment and operation. Engage relevant stakeholders, such as data scientists, system architects, and quality assurance professionals to gather input on the appropriate TEVV methods and criteria for each lifecycle stage.

Develop a standardized framework for documenting TEVV protocols, including specific techniques, tools, and metrics to be used, as well as the expected outcomes and acceptance criteria. Ensure that the TEVV protocols align with relevant industry standards and best practices, tailoring them to the specific characteristics and requirements of the AI system being developed.

Review and update the TEVV protocols as needed to maintain their accuracy and relevance and communicate changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of TEVV Framework and Standard Protocols
Description: Develop formal TEVV frameworks and standardized protocols outlining the scope, methods, success criteria, and responsibilities for testing and validation activities at each lifecycle stage.
Examples of Effective Evidence: 
• Formal TEVV policies covering all lifecycle phases.
• Standardized test plans, checklists, and templates for design, pre-deployment, and post-deployment evaluations.
• Version-controlled protocols reflecting updates aligned with evolving standards.
• Clear assignment of roles and responsibilities.

Example Control 2: Lifecycle Coverage and Testing Scope
Description: Ensure protocols encompass all critical subcomponents, including data, algorithms, models, and system integrations, with specific criteria for each phase (e.g., performance, robustness, fairness).
Examples of Effective Evidence: 
• Test and evaluation matrices mapping activities to lifecycle phases and components.
• Conducted tests and their results documented against predefined success criteria.
• Inclusion of stress testing, bias detection, safety assurance, and security evaluation steps.
• Traceability to design requirements and performance benchmarks.

Example Control 3: Verification and Validation of Models and Components
Description: Implement procedures for verifying the correctness, reliability, and safety of models and subsystems, including techniques such as cross-validation, sensitivity analysis, and field testing.
Examples of Effective Evidence: 
• Validation and verification reports demonstrating testing outcomes.
• Test datasets, simulation results, and performance metrics.
• Records of model benchmarking against standards and benchmarks.
• Documentation of anomaly detection and failure mode analyses.

Example Control 4: Documentation of TEVV Protocols and Results
Description: Maintain detailed, version-controlled documentation of TEVV protocols, test results, and decision rationales, linked to lifecycle activities.
Examples of Effective Evidence: 
• Protocol manuals with revision histories.
• Test results logs with timestamps, responsible persons, and review comments.
• Traceability matrices linking tests to design and risk assessments.
• Review and approval records for testing outcomes.

Example Control 5: Ongoing Review and Improvement of TEVV Protocols
Description: Periodically review TEVV protocols based on system evolution, incident learnings, technological advances, and regulatory changes to ensure continued relevance and rigor.
Examples of Effective Evidence: 
• Review schedules and evaluation reports.
• Change logs documenting protocol updates.
• Lessons learned incorporated into revised protocols.
• Feedback from testing teams and stakeholders driving improvements.


Control Objective:

	Id
	Name
	Description

	MP-2.3.3
	Experimental Design and Statistical Methods
	The organization identifies valid experimental design and statistical techniques for testing complex AI systems, considering human factors, emergent risks, and dynamic contexts of use as relevant to the AI system.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, as AI systems become more complex and context-dependent, organizations begin identifying appropriate experimental design and statistical techniques for testing that account for human factors, emergent properties, and dynamic use contexts.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations fully integrate experimental design and statistical techniques into their testing frameworks, routinely applying them to ensure responsible AI development aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Unevidenced Statistical Techniques
	Valid experimental design and statistical techniques are unevidenced



Implementation Guidelines: 

Identify valid experimental design and statistical techniques for testing complex AI systems, considering human factors, emergent risks, and the dynamic contexts of use. Engage relevant stakeholders, such as data scientists, human factors experts, and domain experts to gather input on the appropriate techniques and considerations for testing these systems. 

Develop a standardized framework for documenting experimental design and statistical techniques, including specific methods, assumptions, and limitations of each approach. Ensure that the framework addresses the unique challenges associated with testing AI systems, such as the potential for emergent behaviors, the impact of human factors, and the dynamic nature of real-world contexts.

Review and update the framework as needed to maintain its accuracy and relevance and communicate changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Development of Methodology Guidance for Complex AI Testing
Description: Establish and document a set of validated experimental design and statistical methods tailored to the evaluation of complex AI systems, incorporating human factors and contextual variability.
Examples of Effective Evidence: 
• Guidelines or standards referencing experimental designs suitable for AI testing (e.g., factorial designs, A/B testing, adaptive experiments).
• Reference materials on statistical techniques for handling high-dimensional data, emergent behaviors, and adaptive systems.
• Version-controlled manuals outlining recommended methodologies.
• Expert review and endorsement records.

Example Control 2: Identification of Human Factors and Contextual Variables
Description: Identify and document relevant human factors, environment conditions, and contextual variables influencing AI performance and risks, to be incorporated into testing designs.
Examples of Effective Evidence: 
• Human factors analysis reports detailing user variables, cognitive load, or interaction patterns.
• Environmental and contextual mapping documents.
• Data collection scripts capturing environmental variables during testing.
• Risk assessments modeling emergent behaviors influenced by human/system interactions.

Example Control 3: Customization of Experimental Design to Emergent Risks and Use Variability
Description: Adapt experimental and statistical approaches to test for emergent behaviors, such as unanticipated interactions, data drift, or feedback loops, within varying user environments.
Examples of Effective Evidence: 
• Adaptive experimental designs with criteria for detecting emergent risks.
• Simulation scenarios reflecting real-world variability and stakeholder behaviors.
• Sensitivity and robustness analysis reports.
• Monitoring plans monitoring for unanticipated outcomes.

Example Control 4: Validation and Peer Review of Testing Techniques
Description: Validate experimental methods through peer review, empirical validation, or benchmarking to ensure appropriateness for complex AI systems.
Examples of Effective Evidence: 
• Peer review reports or external expert validation summaries.
• Benchmarking studies comparing techniques across similar systems.
• Documentation of field validation exercises.
• Calibration and tuning logs demonstrating method reliability.

Example Control 5: Continuous Improvement of Testing Methodologies
Description: Regularly update testing approaches based on new insights, emerging risks, technological advances, and lessons learned from deployments.
Examples of Effective Evidence: 
• Review reports and update logs.
• Lessons learned documentation incorporating new scenarios or risks.
• Feedback from testing teams and operational performance data.
• Revision notices reflecting methodological enhancements.


Control Objective:

	Id
	Name
	Description

	MP-2.3.4
	Validation Metrics and Rationale
	The organization demonstrates that AI system performance and validation metrics are interpretable, unambiguous, and relevant to the context of use, with the rationale for their selection clearly documented.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin selecting and documenting interpretable, unambiguous, context-relevant AI system performance and validation metrics, providing rationale for their choices. They expand and refine the rationale for metric selection, ensuring clarity and contextual appropriateness as systems mature.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage routinely document and justify their metrics, integrating them into ongoing monitoring and validation processes to support responsible AI governance aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Lack of Appropriate or Interpretable Metrics
	AI system performance and validation metrics lack interpretability and relevance



Implementation Guidelines: 

Demonstrate that AI system performance and validation metrics are interpretable, unambiguous, and relevant to the context of use, ensuring the rationale for their selection is clearly documented. Engage relevant stakeholders, such as data scientists, domain experts, and end-users to gather input on the appropriate metrics and criteria for evaluating AI system performance and validity. 

Develop a standardized framework for documenting performance and validation metrics in model documentation templates, including the specific definitions, calculations, and interpretations of each metric, as well as the rationale for their selection. Ensure these metrics align with the organization's overall goals and objectives for the AI system and are easily understandable and actionable for relevant stakeholders.

Review and update the metrics as needed to maintain their accuracy and relevance and communicate changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Establishment of Metric Selection Criteria
Description: Develop and document explicit criteria for selecting performance and validation metrics to ensure they are interpretable, context-relevant, and unambiguous.
Examples of Effective Evidence: 
• Criteria checklists outlining interpretability, relevance, and clarity factors.
• Policy documents specifying metric selection procedures aligned with system use cases.
• Decision trees guiding metric choice based on system purpose and stakeholder needs.
• Version-controlled guidelines with rationales for selected metrics.

Example Control 2: Documentation of Metrics and Rationale
Description: Document each chosen metric’s definition, interpretation, and relevance, along with an explanation of why it was selected given the system’s intended use and context.
Examples of Effective Evidence: 
• Metric definitions with annotations on interpretability and applicability.
• Technical reports linking metrics to user needs, safety, fairness, or efficiency.
• Rationales attached to metric selection decisions, including trade-offs considered.
• Traceability matrices connecting metrics to requirements and evaluation criteria.

Example Control 3: Validation of Metric Effectiveness and Relevance
Description: Validate that the metrics effectively measure the intended aspects and are relevant to the specific context through stakeholder review, empirical testing, or benchmarking.
Examples of Effective Evidence: 
• Stakeholder review panels endorsing metric relevance.
• Empirical analysis or benchmarking studies demonstrating interpretability and discriminative power.
• Feedback summaries from end-users and domain experts.
• Validation reports showing correlation with real-world outcomes.

Example Control 4: Transparency in Communication of Metrics and Rationale
Description: Communicate metric definitions and selection rationales clearly to stakeholders, including end-users, regulators, and oversight bodies.
Examples of Effective Evidence: 
• Public disclosures or reports explaining key metrics and their rationale.
• Training materials and documentation provided to evaluators and users.
• Stakeholder FAQs answering common questions about evaluation metrics.
• Meeting minutes from stakeholder briefings.

Example Control 5: Continuous Review and Refinement of Metrics
Description: Regularly review and update metrics and their rationales based on new insights, changing system contexts, and user feedback to maintain relevance and clarity.
Examples of Effective Evidence: 
• Review schedules with documented outcomes.
• Updated definitions and rationales reflecting lessons learned or evolving best practices.
• Feedback logs from evaluators and end-users.
• Revision records demonstrating systematic updates.


Control Objective:

	Id
	Name
	Description

	MP-2.3.5
	Design and Deployment Validation Feedback
	The organization establishes regular communication and feedback mechanisms among relevant AI stakeholders to validate design and deployment assumptions, which informs the development of TEVV approaches for detecting and assessing potential harmful impacts.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin establishing regular communication and feedback channels among AI stakeholders to validate assumptions and inform the development of impact-focused TEVV approaches.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations fully embed these mechanisms into their lifecycle processes, regularly using stakeholder feedback to refine TEVV approaches for detecting and managing potential harms, supporting responsible AI deployment aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient Feedback Mechanisms
	Feedback mechanisms among AI stakeholders are insufficient or undocumented



Implementation Guidelines: 

Establish regular communication and feedback mechanisms among relevant AI stakeholders to validate design and deployment assumptions and inform the development of TEVV approaches for detecting and assessing potential harmful impacts. Engage relevant stakeholders, such as data scientists, system architects, and end-users to gather input on the appropriate communication and feedback channels for each stage of the AI lifecycle. 

Develop a standardized framework for documenting and tracking communication, including the specific methods, frequency, and participants involved. Ensure these mechanisms facilitate open and honest dialogue among relevant stakeholders and are used regularly to validate and update assumptions and approaches related to TEVV and impact assessment.

Use the insights gained from these communication and feedback mechanisms to inform ongoing improvements to the AI system's design, development, and deployment.

Example Controls and Evidence: 

Example Control 1: Formal Communication and Feedback Framework
Description: Develop and document structured channels and schedules for ongoing dialogue with AI Stakeholders—such as end-users, subject matter experts, impacted communities—to validate assumptions and gather insights.
Examples of Effective Evidence: 
• Communication plans outlining frequency, methods, and stakeholder roles.
• Meeting agendas, discussion logs, and feedback forms from stakeholder engagement sessions.
• Online portals, surveys, or community forums used for continuous feedback.
• Records of feedback incorporated into risk assessments and design reviews.

Example Control 2: Integration of Feedback into TEVV Development
Description: Use stakeholder feedback to refine TEVV strategies, including selecting testing scenarios, risk indicators, and impact assessment criteria aimed at harmful effects.
Examples of Effective Evidence: 
• Test scenarios and criteria directly derived from stakeholder input.
• Reports showing adjustments in TEVV approaches based on feedback.
• Risk assessment updates incorporating new insights about potential harms.
• Traceability matrices linking feedback to TEVV modifications.

Example Control 3: Validation of Assumptions and Impact Assessments
Description: Conduct validations of design and deployment assumptions through stakeholder inputs and real-world data, ensuring TEVV methods effectively detect and evaluate harmful impacts.
Examples of Effective Evidence: 
• Validation reports analyzing stakeholder concerns and real-world test results.
• Comparative studies showing alignment between assumptions and observed impacts.
• Incident analyses and post-deployment reviews incorporating stakeholder insights.
• Documentation of updates to TEVV protocols based on validation findings.

Example Control 4: Continuous Feedback Loop and Monitoring
Description: Implement ongoing monitoring of stakeholder feedback and system performance to identify emerging risks or harmful impacts, adjusting TEVV practices proactively.
Examples of Effective Evidence: 
• Feedback dashboards tracking issues and concerns over time.
• Incident and harm reports linked to stakeholder inputs.
• Regular review meetings and action plans addressing new risks.
• Change logs showing iterations in TEVV based on feedback trends.

Example Control 5: Transparent Communication of Findings and Adjustments
Description: Communicate TEVV findings, risk mitigations, and assumption validations back to stakeholders, demonstrating responsiveness and fostering trust.
Examples of Effective Evidence: 
• Public reports, newsletters, or community briefings sharing impact assessment outcomes.
• Stakeholder updates detailing how feedback influenced system refinement.
• Meeting minutes and correspondence documenting feedback acknowledgment.
• Metrics indicating stakeholder satisfaction with communication transparency.


Control Objective:

	Id
	Name
	Description

	MP-2.3.6
	Testing Limits and Constraints
	The organization clearly defines and documents the limits of testing, including any claims about the system that are not falsifiable, and specifying what can and cannot be tested to maintain transparency regarding residual risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin clearly defining and documenting the boundaries of their AI system testing, identifying what is and is not tested to provide transparency about remaining risks. They expand these definitions to include claims that are not testable and clarify the scope of residual risks.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations routinely incorporate limitations into their testing and risk communication processes, ensuring ongoing transparency and responsible AI governance aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined Testing Limits
	Testing limits and unverifiable claims are undefined or undocumented



Implementation Guidelines: 

Clearly define and document the limits of testing for the AI system, specifying what can and cannot be tested to maintain transparency regarding residual risks. Engage relevant stakeholders, such as data scientists, system architects, and risk management professionals to gather input on the appropriate scope and limitations of testing. 

Develop a standardized framework for documenting testing limits, including the specific types of tests that can and cannot be performed, the reasons for these limitations, and the potential risks and uncertainties that may remain. Ensure that this documentation is clear, concise, and easily understandable for relevant stakeholders.

Review and update the documentation as needed to maintain accuracy and relevance. Communicate the testing limits to relevant stakeholders and provide necessary training and support to ensure that these limits are effectively understood and embedded in decision-making processes.

Example Controls and Evidence: 

Example Control 1: Development of Testing Scope and Limitations Documentation
Description: Create comprehensive documentation that explicitly states the boundaries of testing activities, including non-falsifiable claims or aspects that cannot be tested reliably.
Examples of Effective Evidence: 
• Formal test scope documents outlining what is tested and what is excluded.
• Profiles of claims that are inherently non-falsifiable, with justifications.
• Checklists defining test boundaries aligned with system capabilities and limitations.
• Version-controlled documentation reflecting updates based on new insights.

Example Control 2: Definition of Falsifiable and Non-Falsifiable Claims
Description: Explicitly classify claims about the AI system—such as safety, fairness, or accuracy—highlighting which are testable and which are not, with rationale provided.
Examples of Effective Evidence: 
• Claims documentation with annotations indicating testability status.
• Technical reports explaining why certain claims are non-falsifiable (e.g., subjective assessments).
• Risk assessments discussing residual risks linked to untestable claims.
• Stakeholder communication explaining the scope of testing.

Example Control 3: Transparency and Communication of Testing Boundaries
Description: Clearly communicate testing limits and residual risks to relevant stakeholders—including developers, users, and regulators—to maintain trust.
Examples of Effective Evidence: 
• Transparency reports outlining tested and untested claims.
• Stakeholder briefings and disclosures explaining scope limitations.
• FAQs or dashboards clarifying testing boundaries and residual risks.
• Documentation accompanying system releases.

Example Control 4: Ongoing Review and Adjustment of Test Boundaries
Description: Periodically review testing scope and claim classifications, updating them as systems evolve and new evidence or standards emerge.
Examples of Effective Evidence: 
• Review schedules with revision logs.
• Meeting records discussing scope adjustments.
• Updated documentation reflecting changed boundaries.
• Feedback from stakeholders informing scope refinement.

Example Control 5: Documentation of Justifications and Residual Risks
Description: Maintain detailed records explaining why certain claims are not falsifiable and documenting residual risks, ensuring accountability and informing risk management.
Examples of Effective Evidence: 
• Rationale statements linked to claims documentation.
• Residual risk assessments connecting non-falsifiable claims with potential impacts.
• Audit trails showing review and approval of scope and claim boundaries.
• Lessons learned logs incorporating scope boundary insights over time.
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Control Objective:

	Id
	Name
	Description

	MP-3.1.1
	AI Design and Deployment Alignment
	The organization considers design strategies, testing strategies, implementation strategies, and deployment of AI systems in the context of potential impacts, organizational AI system goals, and alignment with organizational objectives, values, and AI  Trustworthy Principles.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, as AI systems become more impactful, organizations begin considering potential impacts and values alignment when making decisions about design testing, implementation, and deployment strategies.

	Stage 4: Embedded
	Yes
	Organizations at the evolving stage embed design, testing, and implementation strategies and deployment considerations into their processes, ensuring ongoing alignment with organizational objectives, values, and AI  Trustworthy Principles, supporting responsible and trustworthy AI systems.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Unconsidered Impact Context
	Context of potential impacts isn't considered in AI system design



Implementation Guidelines: 

When designing, testing, implementing, and deploying AI systems, consider the potential impacts and alignment with the organization's values and objectives. Conduct a thorough impact assessment to identify and evaluate the potential consequences of the AI system on various stakeholders, including employees, customers, and partners.

Engage with a multidisciplinary range of stakeholders to gather input and perspectives on the AI system's potential impacts, utilizing this information to inform the system's design and implementation. Ensure that the AI system's design and testing strategies prioritize alignment with the organization's values and objectives, such as fairness, transparency, accountability, and safety.

Document the specific ways in which the AI system's design, testing, implementation, and deployment align with these values and objectives, and communicate this information to relevant parties. Regularly review and update the AI system's design and implementation to maintain ongoing alignment with the organization's evolving objectives.

Example Controls and Evidence: 

Example Control 1: Development of a Contextual Strategy Framework
Description: Establish a framework for integrating organizational goals, values, and AI Trustworthy Principles into strategic planning for AI system design, testing, and deployment.
Examples of Effective Evidence: 
• Policy documents outlining the strategic framework and integration points.
• Templates guiding considerations of impact and alignment during planning phases.
• Checklists ensuring inclusion of core principles at each lifecycle stage.
• Version-controlled process documents.

Example Control 2: Incorporation of Impact and Principles During Design and Development
Description: Embed impact considerations, organizational values, and AI Trustworthy Principles into system design specifications and development criteria.
Examples of Effective Evidence: 
• Design reviews referencing impact assessments and principles alignment.
• Design documents including impact mitigation measures.
• Stakeholder feedback linked to design trade-offs and value considerations.
• Traceability matrices connecting design choices to core principles.

Example Control 3: Testing and Validation in Context
Description: Ensure testing strategies consider impacts, organizational values, and potential risks, validated against the system’s intended context and principles.
Examples of Effective Evidence: 
• Test plans including impact scenarios aligned with organizational values.
• Validation reports demonstrating performance against safety and fairness criteria.
• Adjustments made following impact-focused testing.
• Testing results linked back to principles adherence.

Example Control 4: Implementation and Deployment Aligned with Strategic Goals
Description: Deploy AI systems in ways that respect organizational objectives, values, and principles, with deployment plans including impact mitigation and stakeholder engagement.
Examples of Effective Evidence: 
• Deployment checklists referencing impact mitigation and principles.
• Stakeholder communication plans about deployment rationale.
• Implementation reviews verifying alignment with organizational goals.
• Change management records reflecting impact considerations.

Example Control 5: Continuous Monitoring and Reassessment
Description: Regularly review the system’s real-world impacts, alignment with organizational principles, and strategic fit throughout its lifecycle, updating strategies accordingly.
Examples of Effective Evidence: 
• Impact monitoring reports and feedback loops.
• Periodic impact assessments including stakeholder input.
• Lessons learned and improvement plans linked to strategic goals.
• Updated procedures reflecting organizational learning.


Control Objective:

	Id
	Name
	Description

	MP-3.1.2
	Impact Feedback from Multidisciplinary Teams
	The organization solicits feedback from a multidisciplinary design and development team, augmented by additional stakeholders as needed, to identify and document the potential positive impacts of the AI system within its intended context of use.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun assembling multidisciplinary teams to identify and document potential AI system benefits and positive impacts, but the process may not yet comprehensively consider the full context of use.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage maintain well-established multidisciplinary teams that thoroughly examine and document the potential benefits and positive impacts of AI systems within their comprehensive intended use contexts.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage incorporate the feedback process into their development lifecycle, ensuring continuous stakeholder involvement and thorough documentation aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Unidentified Positive Impacts
	Potential positive impacts of the AI system are unidentified or undocumented



Implementation Guidelines: 

To effectively identify and document the potential benefits and positive impacts of the AI system within its intended context of use, maintain a multidisciplinary team of relevant stakeholders. This team should include individuals with different backgrounds and expertise, such as data scientists, domain experts, end-users, and representatives from potentially impacted communities. 

Establish regular meetings and collaboration channels for the team to discuss and assess the AI system's potential benefits, considering factors such as improved efficiency and enhanced decision-making. Encourage open and honest dialogue among team members, fostering a culture of continuous learning and improvement.

Document the potential benefits using clear and concise language, ensuring this documentation is easily accessible to relevant parties. Regularly review and update the team composition and the documented potential benefits as needed to maintain their accuracy and relevance and communicate any changes to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Formal Stakeholder Engagement and Feedback Process
Description: Establish a structured process for engaging multidisciplinary teams and stakeholders to gather insights on potential positive impacts, ensuring comprehensive input.
Examples of Effective Evidence: 
• Stakeholder engagement plan outlining involved groups and methods (workshops, interviews, surveys).
• Meeting agendas, discussion summaries, and feedback forms from engagement sessions.
• Records of stakeholder participation and contributions.
• Integration of feedback into impact documentation templates.

Example Control 2: Multidisciplinary Perspectives and Impact Identification
Description: Ensure the engagement process captures perspectives across technical and organizational domains to thoroughly identify positive impacts.
Examples of Effective Evidence: 
• Variety of stakeholders involved (e.g., data scientists, end-users, community representatives).
• Impact identification matrices linking stakeholder insights to impact categories.
• Documentation of cross-disciplinary discussions on impact opportunities.
• Stakeholder-specific impact contribution logs.

Example Control 3: Documentation of Potential Positive Impacts
Description: Record potential benefits and positive impacts in a structured, accessible format aligned with the system's intended context.
Examples of Effective Evidence: 
• Impact registers with categorized positive impacts, assumptions, and contextual relevance.
• Impact assessment reports linking stakeholder input to impact statements.
• Visual impact maps or diagrams illustrating areas of benefit.
• Version control logs of impact documentation updates.

Example Control 4: Validation and Review of Impact Documentation
Description: Periodically review and validate impact assessments with stakeholders to ensure accuracy, completeness, and relevance to evolving system use.
Examples of Effective Evidence: 
• Review minutes or stakeholder validation sessions.
• Updated impact documentation reflecting new insights or system changes.
• Feedback surveys measuring stakeholder confidence in impact assessments.
• Review logs demonstrating ongoing impact validation.

Example Control 5: Integration of Impact Insights into Design and Deployment Planning
Description: Incorporate documented positive impacts into system design, deployment strategies, and stakeholder communications to reinforce value propositions.
Examples of Effective Evidence: 
• Design review reports referencing impact documentation.
• Deployment plans aligned with identified benefits.
• Stakeholder communication materials highlighting positive impacts.
• Records of impact considerations influencing decision-making.


Control Objective:

	Id
	Name
	Description

	MP-3.1.3
	User Interface and Interpretability Design
	The organization designs and documents the AI system's user interface, workflows, and interpretability criteria in collaboration with end users, incorporating their feedback to enhance system benefits and understanding while recognizing the role of human interaction in interpreting system outputs.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin designing and documenting AI system user interfaces, workflows, and interpretability criteria with end user input to improve usability and output interpretation, recognizing the importance of human interaction.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage fully integrate these practices into their development processes, ensuring ongoing user involvement and interpretation criteria that promote transparency and responsible AI use aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Suboptimized User Interface
	AI system's user interface, workflows, and interpretability criteria are insufficient



Implementation Guidelines: 

Design and document the AI system's user interface, workflows, and interpretability criteria in collaboration with end-users, incorporating their feedback to enhance usability and understanding while acknowledging the importance of human interaction in interpreting system outputs. Engage end-users throughout the design process using techniques such as interviews, focus groups, and usability testing to gather input on the system's interface and workflows.

Develop clear and intuitive user interfaces that present the AI system's outputs in an easily understandable manner, using visualizations, natural language explanations, or other appropriate techniques. Document the design decisions and rationale behind the user interface and workflows, specifying assumptions or limitations that may impact their effectiveness.

Clearly define the criteria and methods used to interpret the AI system's outputs, outlining the role of human operators in this process, such as validating results, providing context, or making final decisions. Use clear and concise language to document this information, ensuring it is easily accessible to relevant parties.

Regularly review and update the documentation as needed to maintain its accuracy and relevance and communicate changes to relevant stakeholders. Continuously gather feedback from end-users on the effectiveness and usability of the AI system's interface and workflows, using this feedback to inform ongoing improvements.

Example Controls and Evidence: 

Example Control 1: Collaborative Design and Documentation Process
Description: Establish a structured process for engaging end users throughout design, including documenting interface features, workflows, and interpretability criteria based on their input.
Examples of Effective Evidence: 
• Stakeholder engagement plans outlining involvement in design phases.
• Meeting minutes, workshop summaries, and feedback logs from user sessions.
• Design documents with annotations reflecting user input.
• Version-controlled interface and workflow prototypes.

Example Control 2: Collection and Integration of User Feedback on Usability and Interpretability
Description: Implement mechanisms such as surveys, usability testing, and focus groups to gather user feedback on system interfaces, workflows, and explanation requirements, integrating insights into design improvements.
Examples of Effective Evidence: 
• Feedback forms, interview transcripts, or usability test reports.
• Action logs translating feedback into system refinements.
• Records of iterative testing and recall of usability adjustments.
• Stakeholder sign-offs on interface revisions.

Example Control 3: Definition of Interpretability Criteria in Collaboration with Users
Description: Develop and document interpretability criteria (e.g., transparency, explanation clarity) in collaboration with users to ensure outputs are understandable and useful in human decision-making.
Examples of Effective Evidence: 
• Interpretability guidelines co-created with user input.
• Use case scenarios illustrating explanation needs.
• User feedback on interpretability effectiveness.
• Documentation of criteria linked to specific interface features or output explanations.

Example Control 4: Incorporation of Human Interaction into System Design
Description: Design workflows and interfaces that explicitly support human-in-the-loop reviews, overrides, and explanations, documenting how human roles influence system operation.
Examples of Effective Evidence: 
• Workflows and UI prototypes including human review points.
• User manuals specifying interaction protocols.
• Logs of human interactions, overrides, or feedback sessions.
• Training materials emphasizing human-system interplay.

Example Control 5: Ongoing Review and Iterative Improvement Based on User Feedback
Description: Regularly review user feedback and system performance, updating interfaces and interpretability features to meet evolving needs and ensuring continuous usability and understanding.
Examples of Effective Evidence: 
• Feedback review reports and update logs.
• User satisfaction surveys over time.
• Version histories showing iterative interface improvements.
• Training and awareness sessions on new features or interpretability enhancements.
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Control Objective:

	Id
	Name
	Description

	MP-3.2.1
	AI System Justification and Cost-Benefit
	The organization documents the rationale for using an AI system, including a comparative analysis of the benefits, risks, and costs associated with the AI system versus non-AI alternatives.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage document the rationale for using AI systems, including a basic comparative analysis of benefits, risks, and costs versus non-AI alternatives, but the analysis may not be comprehensive, as AI systems are not yet critical to their operations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations thoroughly document the rationale for using AI systems, including a comprehensive comparative analysis of benefits, risks, and costs versus non-AI alternatives.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage maintain dynamic, continuously updated documentation of the rationale for using AI systems, with real-time comparative analysis of benefits, risks, and costs versus non-AI alternatives, informed by data-driven insights.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient Rationale Documentation
	Comparative analysis and rationale for using an AI system is insufficient or undocumented



Implementation Guidelines: 

Document the rationale for using an AI system, including a comparative analysis of the benefits, risks, and costs associated with the AI system versus non-AI alternatives. This documentation should be clear, concise, and easily understandable to all relevant stakeholders.

Engage with subject matter experts, such as data scientists, domain experts, and risk management professionals, to conduct a thorough analysis of the AI system and its alternatives. Use a standardized template for documenting the comparative analysis, and ensure that the documentation is regularly reviewed and updated as the AI system and its operating environment evolve.

Example Controls and Evidence: 

Example Control 1: Development of a Rationale and Decision Documentation Framework
Description: Establish a structured process and template for documenting the decision rationale, including comparative analyses, to ensure transparency and consistency.
Examples of Effective Evidence: 
• Formal templates for documenting the justification for AI adoption, including benefit-risk-cost trade-offs.
• Decision records with detailed analyses comparing AI versus non-AI options.
• Version-controlled documents capturing the evolution of the rationale.
• Approval logs from governance bodies endorsing the decision.

Example Control 2: Comparative Analysis of Benefits, Risks, and Costs
Description: Conduct a thorough analysis comparing AI solutions to traditional or non-AI alternatives, evaluating tangible and intangible benefits, associated risks, and total costs.
Examples of Effective Evidence: 
• Benefit vs. risk vs. cost assessment reports.
• Financial models estimating ROI, TCO, and value-add scenarios.
• Risk assessments highlighting specific AI-related risks versus alternative options.
• Stakeholder review and approval records.

Example Control 3: Inclusion of Non-AI Alternatives in Evaluation Processes
Description: Explicitly document and evaluate non-AI options, ensuring the decision considers all feasible approaches aligned with organizational goals and risk appetite.
Examples of Effective Evidence: 
• Evaluation matrices including both AI and non-AI options.
• Records of alternative solution testing or piloting.
• Trade-off analysis reports demonstrating choice rationale.
• Comparative scoring sheets with rationales for selected options.

Example Control 4: Integration of Rationale into Governance and Oversight
Description: Incorporate the documented rationale into decision-making processes, project proposals, and governance reviews to ensure transparency and accountability.
Examples of Effective Evidence: 
• Meeting minutes and decision approvals referencing the rationale.
• Project submission packages including comparative analysis reports.
• Audit trails tying choices to documented benefits, risks, and costs.
• Reports used in risk or compliance reviews.

Example Control 5: Periodic Review and Update of Decision Rationale
Description: Regularly review and update the rationale based on new data, technology developments, post-implementation reviews, or changing organizational priorities.
Examples of Effective Evidence: 
• Reassessment reports with updated benefit-risk-cost profiles.
• Revision logs reflecting changes in analysis due to new insights.
• Feedback from implementation and operations teams.
• Updated decision documentation aligned with evolving business contexts.


Control Objective:

	Id
	Name
	Description

	MP-3.2.2
	Cost and Impact Assessment
	The organization considers and documents potential monetary and non-monetary costs and potential impacts, including system performance, functionality, and trustworthiness, in alignment with its risk tolerance.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun assessing and documenting potential costs and negative impacts of AI systems, but the process may not yet comprehensively consider all relevant factors or align fully with risk tolerance.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage conduct thorough, well-documented assessments of potential AI system costs and negative impacts, including a wide range of factors such as errors, limitations, failures, and trustworthiness issues, in close alignment with their established risk tolerance.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations integrate cost and impact considerations into continuous risk management processes, ensuring responsible AI deployment aligned with AI Trustworthy Principles



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Unconsidered Monetary Impacts
	Monetary and non-monetary costs and impacts of AI not considered or documented



Implementation Guidelines: 

To effectively assess and document potential monetary and non-monetary impacts associated with the AI system, conduct risk assessments that align with the organization's risk tolerance. Engage relevant stakeholders, such as data scientists, domain experts, financial analysts, and risk management professionals, to identify and evaluate potential impacts, including system performance, functionality, and trustworthiness factors.

Develop a standardized framework for documenting risk assessment results, including the specific methods, tools, and criteria used, as well as the identified risks, their likelihood and potential impact, and recommended mitigation strategies. Ensure that the risk assessment process and documentation align with the organization's overall risk management policies and procedures, and that they are regularly reviewed and updated to maintain accuracy and relevance.

Use the insights gained from the risk assessments to inform ongoing development, testing, and deployment decisions for the AI system. Prioritize risk mitigation efforts based on the organization's risk tolerance to ensure informed decision-making throughout the AI system’s lifecycle.

Example Controls and Evidence: 

Example Control 1: Development of a Cost and Impact Assessment Framework
Description: Establish a structured process and templates for identifying, evaluating, and documenting potential costs and impacts, ensuring consistency and alignment with organizational risk appetite.
Examples of Effective Evidence: 
• Standardized assessment templates capturing financial, operational, reputational, and trust-related impacts.
• Guidelines outlining criteria for evaluating costs and impacts relative to risk tolerance levels.
• Impact and cost registers with linked risk assessments.
• Version-controlled documentation for transparency.

Example Control 2: Identification of Monetary and Non-Monetary Costs and Impacts
Description: Systematically identify potential direct and indirect costs (e.g., maintenance, downtime, reputational harm) and impacts (e.g., system limitations, user trust, other considerations).
Examples of Effective Evidence: 
• Risk registers including cost and impact estimates tied to system features.
• Stakeholder input sessions highlighting potential impacts on trust, reputation, or compliance.
• Analyses of operational scenarios and their associated costs and impacts.
• Documentation of assumptions and source data used.

Example Control 3: Alignment of Cost and Impact Considerations with Risk Tolerance
Description: Evaluate costs and impacts in the context of organizational risk appetite, setting thresholds for acceptable levels and triggers for mitigation actions.
Examples of Effective Evidence: 
• Risk appetite statements referencing monetary and non-monetary impacts.
• Impact vs. tolerance threshold matrices guiding decision-making.
• Management approval documents or risk review reports indicating accepted impact levels.
• Trade-off analyses demonstrating alignment with organizational standards.

Example Control 4: Integration into Design, Deployment, and Monitoring Processes
Description: Incorporate cost and impact considerations into system design, deployment planning, and operational monitoring to proactively manage risks.
Examples of Effective Evidence: 
• Design review checklists including impact and cost considerations.
• Deployment plans with impact mitigation strategies.
• Monitoring dashboards tracking actual costs and impacts over time.
• Incident review reports including cost/impact assessments.

Example Control 5: Periodic Review and Updating of Cost and Impact Documentation
Description: Schedule regular reviews to update impact and cost assessments, incorporating new data, lessons learned, and evolving stakeholder expectations.
Examples of Effective Evidence: 
• Review schedules and meeting records.
• Updated impact registers reflecting system changes or new impacts.
• Lessons learned from deployment or incidents influencing assessments.
• Change logs showing revisions and approvals.
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Control Objective:

	Id
	Name
	Description

	MP-3.3.1
	AI Application Scope Definition
	The organization defines, specifies, and assesses the AI system's targeted application scope, considering its capabilities, limitations, context, and categorization. The organization engages relevant stakeholders (e.g., domain experts, end users) to validate the targeted application scope, aligning it with the AI system's intended purpose and organizational goals and AI  Trustworthy Principles.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun defining and specifying the targeted application scope for AI systems, but the assessment of appropriateness and documentation of risks may not yet be comprehensive or consistent.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly defining, specifying, and assessing the appropriateness of AI system targeted application scopes based on a comprehensive consideration of capabilities, limitations, context, and categorization, with well-documented risk assessments.

	Stage 4: Embedded
	Yes
	Organizations at the fully embedded stage integrate stakeholder engagement and scope assessment into their development lifecycle, continuously validating and aligning AI deployment with organizational goals and AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined Application Scope
	AI system's application scope lacks definition and validation



Implementation Guidelines: 

To effectively define, specify, and assess the appropriateness of the AI system's targeted application scope, conduct a thorough analysis of the system's capabilities, limitations, context, and categorization. Engage relevant stakeholders, such as data scientists, domain experts, and system architects, to gather input on the system's technical specifications, performance metrics, and intended use cases. 

Evaluate the system's capabilities and limitations considering its intended context of use, as well as factors such as data availability and quality, computational resources, and potential risks or unintended consequences. Document the results of this analysis, including a clear and concise definition of the targeted application scope, as well as identified risks or limitations.

Ensure the documentation is easily accessible to relevant parties, and that it is regularly reviewed and updated as needed to maintain accuracy and relevance.

Example Controls and Evidence: 

Example Control 1: Formal Definition and Specification of Application Scope
Description: Develop a structured process and documentation template to clearly define and specify the AI system’s intended application scope, including capabilities, limitations, and contextual boundaries.
Examples of Effective Evidence: 
• Scope documents outlining system purpose, target tasks, and environmental conditions.
• Use case descriptions with boundaries and constraints.
• Categorization frameworks classifying the AI’s application domain and risk levels.
• Version-controlled specification documents.

Example Control 2: Stakeholder Engagement and Validation of Scope
Description: Conduct engagement sessions with relevant stakeholders (e.g., domain experts, end users) to review, validate, and refine the specified application scope, ensuring alignment with organizational goals and AI Trustworthy Principles.
Examples of Effective Evidence: 
• Meeting agendas, interview transcripts, or workshops with stakeholder input.
• Feedback forms and validation logs confirming stakeholder agreement.
• Records of discussions aligning scope with organizational objectives.
• Sign-off documentation from key stakeholders.

Example Control 3: Assessment of Capabilities, Limitations, and Context
Description: Perform and document assessments of the system’s actual capabilities and limitations within the specified scope, considering operational environment and broader implications.
Examples of Effective Evidence: 
• Capability and limitation assessment reports.
• Risk analysis focusing on misapplication or scope creep.
• Contextual analysis considering external factors.
• Evaluation matrices comparing specifications with real-world performance.

Example Control 4: Alignment with Organizational Goals and AI Trustworthy Principles
Description: Verify that the targeted application scope aligns with organizational goals, policies, and AI Trustworthy Principles such as fairness, transparency, and safety.
Examples of Effective Evidence: 
• Alignment matrices showing the relationship between scope and principles.
• Stakeholder review and sign-off records affirming consistency.
• Policy compliance checklists applied during scope validation.
• Internal reports demonstrating decision traceability.

Example Control 5: Periodic Review and Adjustment of Application Scope
Description: Regularly review the scope in light of operational feedback, technological evolution, and emerging risks, updating specifications and stakeholder consensus as needed.
Examples of Effective Evidence: 
• Scheduled review agendas and meeting minutes.
• Updated scope documents reflecting re-assessment outcomes.
• Feedback logs from users and domain experts informing scope adjustments.
• Change management records documenting scope revisions.
[bookmark: _Toc214874785]MAP / Understanding Costs and Benefits / Defining Operator Proficiency 

Control Objective:

	Id
	Name
	Description

	MP-3.4.1
	Operator and Practitioner Proficiency Levels
	The organization defines and documents required proficiency levels for operators and practitioners interacting with the AI system, considering performance and trustworthiness characteristics, as well as relevant technical standards and certifications.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun defining and documenting proficiency requirements for AI system operators and practitioners, but the process may not yet comprehensively consider all relevant factors or align fully with technical standards and certifications.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly defining and documenting required proficiency levels for AI system operators and practitioners based on a comprehensive consideration of performance, trustworthiness, and relevant technical standards and certifications.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations embed proficiency standards into training and certification programs, ensuring consistent expertise and responsible AI operation aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined Proficiency Levels
	Required proficiency levels for interacting with the AI system are not defined or documented



Implementation Guidelines: 

To effectively define and document the required proficiency levels for operators and practitioners interacting with the AI system, conduct an analysis of the system's performance and trustworthiness characteristics, as well as relevant technical standards and certifications. Engage relevant stakeholders, such as data scientists, domain experts, and system architects, to gather input on the specific skills, knowledge, and competencies required to safely and effectively operate the AI system.

Consider factors such as the system's complexity, potential risks and limitations, and the context of use during this analysis. Document the results of this analysis, including clear and concise definitions of the required proficiency levels for each relevant role, as well as any applicable technical standards or certifications.

Ensure the documentation is easily accessible to relevant parties and regularly reviewed and updated as needed to maintain accuracy and relevance.

Example Controls and Evidence: 

Example Control 1: Development of Competency and Proficiency Framework
Description: Establish a formal framework for defining proficiency levels, including knowledge, skills, and certifications required for operators, practitioners, and relevant personnel.
Examples of Effective Evidence: 
• Competency matrices outlining required knowledge, skills, and certification levels.
• Role-based proficiency level definitions aligned with system complexity and risk.
• Certification or training program outlines linked to proficiency levels.
• Version-controlled proficiency frameworks.

Example Control 2: Documentation of Performance and Trustworthiness Criteria
Description: Explicitly document performance, safety, and trustworthiness criteria that influence proficiency requirements, ensuring alignment with organizational standards to create a clear framework that guides personnel development and AI system interaction.
Examples of Effective Evidence: 
• Performance benchmarks and trustworthiness standards incorporated into proficiency definitions.
• Training materials explaining the relationship between skills and trustworthiness characteristics.
• Assessment rubrics evaluating proficiency against critical system attributes.
• Certification prerequisites linked to system trust and safety.

Example Control 3: Certification, Training, and Assessment Procedures
Description: Implement structured training, certification, and evaluation processes to verify personnel attainment of proficiency levels, maintaining records of assessment to ensure accountability and track the progress of operators and practitioners.
Examples of Effective Evidence: 
• Training curricula with assessments aligned to proficiency levels.
• Certification records or digital badges indicating proficiency achievement.
• Exam or practical test results demonstrating skill levels.
• Periodic re-assessment and recertification logs.

Example Control 4: Integration into Role Management and Performance Reviews
Description: Implement structured training, certification, and evaluation processes to verify personnel attainment of proficiency levels, maintaining records of assessment to ensure accountability and track the progress of operators and practitioners.
Examples of Effective Evidence: 
• Role descriptions referencing proficiency and certification prerequisites.
• Performance review documentation evaluating proficiency in system interactions.
• Career development plans linking skill levels to progression pathways.
• Recruitment assessments verifying required proficiencies.

Example Control 5: Continuous Review and Updating of Proficiency Standards
Description: Regularly review and update proficiency levels and certification requirements to reflect system changes, emerging standards, and lessons learned to maintain relevance and effectiveness in the training and evaluation of operators and practitioners.
Examples of Effective Evidence: 
• Review schedules with documented updates.
• Feedback from practitioners and trainers on proficiency adequacy.
• Changes incorporated into training modules and certification criteria.
• Archived versions showing evolution of proficiency standards.


Control Objective:

	Id
	Name
	Description

	MP-3.4.2
	Proficiency Assessment and Maintenance Plan
	The organization maintains the proficiency of operators and practitioners concerning the AI system's operation, risks, limitations, and knowledge boundaries. This is achieved through a structured proficiency assessment and maintenance plan encompassing regular training, certification, and evaluation programs. The plan incorporates continuous monitoring and performance metrics to identify areas for improvement and adapt training as needed, ensuring sustained capability for safe and effective AI system management within its sector and context of use.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin establishing processes for assessing and maintaining AI system operator and practitioner proficiency through training, certification, and evaluation programs that cover key topics such as risks, limitations, and safe operation.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage integrate continuous training, certification, and performance monitoring into their operational routines, ensuring ongoing proficiency in managing AI risks and supporting responsible AI use aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Proficiency Assessment and Maintenance Plan
	Proficiency levels of operators and practitioners are not adequately assessed, maintained, or sustained over time



Implementation Guidelines: 

Establish and implement a comprehensive plan for assessing and maintaining the proficiency of operators and practitioners concerning the AI system. This plan should include regular training, certification, and evaluation programs designed to address system risks, limitations, knowledge boundaries, and safe operation.

Develop and continuously update a training curriculum that covers relevant aspects of the AI system, such as its technical specifications, performance metrics, potential risks and limitations, and best practices for safe and effective use. Tailor this training to the specific roles and responsibilities, utilizing various delivery methods like classroom instruction, hands-on workshops, and online modules to ensure ongoing learning.

Implement a certification and evaluation program that regularly assesses and validates proficiency. This should require operators and practitioners to demonstrate sustained capability through a combination of written exams, practical assessments, and ongoing performance evaluations. Integrate continuous monitoring and performance metrics to identify evolving proficiency gaps, adapt training content and methods as needed, and ensure that certification remains current and relevant to the latest technical standards, best practices, and organizational requirements.

Example Controls and Evidence: 

Example Control 1: Formal Definition of Competency and Proficiency Standards
Description: Establish clear, sector-specific criteria describing proficiency levels, including knowledge of system risks, limitations, and boundaries, documented for assessment and development purposes.
Examples of Effective Evidence: 
• Proficiency standards aligned with sector norms, safety, and risk management standards.
• Documentation of proficiency levels linked to roles and responsibilities.
• Definitions of knowledge boundaries related to system operation and risk mitigation.
• Version control of standards and criteria.

Example Control 2: Assessment Methodologies and Documentation of Results
Description: Develop and implement assessment methods (tests, practical exercises, simulations) to evaluate practitioners’ and operators’ proficiency, recording and analyzing results to ensure that all personnel are adequately equipped to handle the AI system's complexities and risks.
Examples of Effective Evidence: 
• Assessment plans and rubrics cover technical skills and risk awareness.
• Records of assessments, tests, certifications, and performance scores.
• Logbooks of practical exercises and scenario-based evaluations.
• Evaluation reports highlighting strengths and gaps.

Example Control 3: Continuous Training, Certification, and Reassessment Programs
Description: Conduct regular training sessions, certifications, and re-evaluations to ensure ongoing proficiency in managing risks, with documented findings and improvement actions to reinforce knowledge and skills required for safe and effective AI system management.
Examples of Effective Evidence: 
• Training curricula aligned with proficiency standards and risk topics.
• Certification issuance and expiry records.
• Reassessment schedules and performance tracking.
• Records of training adjustments based on findings.

Example Control 4: Monitoring Metrics and Feedback for Continuous Improvement
Description: Use performance metrics and feedback from assessments, incidents, and observations to identify proficiency gaps and improve training and assessment programs to promote continuous learning and ensure that all operational challenges are addressed effectively.
Examples of Effective Evidence: 
• Dashboards tracking assessment scores and incident reports related to operator performance.
• Feedback surveys from participants and supervisors.
• Root cause analyses of proficiency-related errors or failures.
• Improvement action logs and updates to training content.

Example Control 5: Documentation and Review of Proficiency Findings
Description: Maintain records of assessment results, training outcomes, and improvement plans, reviewing regularly to adapt programs and maintain proficiency standards aligned with evolving risks and standards to ensure that the organization remains compliant and competitive in its approach to AI management.
Examples of Effective Evidence: 
• Assessment result archives with analysis summaries.
• Training revision records and update logs.
• Review minutes demonstrating program updates based on findings.
• Action plans for addressing identified deficiencies.


Control Objective:

	Id
	Name
	Description

	MP-3.4.3
	Operator and End-User Testing and Feedback
	The organization involves operators, practitioners, and end users in AI system prototyping and testing activities to gather feedback on performance and trustworthiness, validating human-AI configurations and identifying requisite proficiency levels and training needs.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage fully incorporate stakeholder engagements into their development processes, continuously refining training needs and proficiency requirements, supporting responsible and trustworthy AI deployment aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Users Not Involved in Testing
	Operators, practitioners, and end users are not involved in AI system testing



Implementation Guidelines: 

Involve operators, practitioners, and end-users in AI system prototyping and testing activities to gather feedback on performance and trustworthiness, validating human-AI configurations. Establish a user-centered design process that engages these stakeholders throughout the development and deployment of the AI system, from early prototyping to final testing and validation. 

Conduct regular user testing sessions, focus groups, and surveys to gather feedback on the system's usability, reliability, and overall performance. Use this feedback to identify areas for improvement and validate the effectiveness of human-AI configurations, such as user interfaces, decision support tools, and collaborative workflows.

Document the results of these activities, including identified issues or recommendations, and ensure that they are communicated to relevant stakeholders and incorporated into ongoing system development and refinement efforts.

Example Controls and Evidence: 

Example Control 1: Stakeholder Involvement in Prototyping
Description: Engage operators, practitioners, and end users in the prototyping phase of AI system development, ensuring their perspectives shape the design and functionality of the system.
Examples of Effective Evidence: 
• Documentation of stakeholder involvement strategies during prototyping.
• Records of meetings or workshops held with stakeholders for feedback collection.
• Feedback forms and summaries documenting stakeholder inputs on prototypes.
• Iteration logs showing how stakeholder feedback influenced design changes.

Example Control 2: Testing Protocol Development
Description: Establish testing protocols that outline the procedures and metrics for evaluating AI system performance and trustworthiness during operator and end-user testing phases.
Examples of Effective Evidence: 
• Testing protocol documents detailing procedures and evaluation criteria.
• Test case scenarios that incorporate operator and end-user requirements.
• Logs of test execution that record results against established metrics.
• Reports summarizing testing outcomes and identified issues.

Example Control 3: User Experience and Satisfaction Surveys
Description: Conduct surveys to assess user experience and satisfaction during testing, capturing insights on system usability, trustworthiness, and effectiveness.
Examples of Effective Evidence: 
• Survey instruments used to collect user feedback on AI systems.
• Summary reports analyzing survey responses and feedback trends.
• Action plans developed based on user survey results to address concerns.
• Follow-up surveys indicating changes in user satisfaction over time.

Example Control 4: Training Needs Assessment
Description: Perform assessments to identify proficiency levels and training needs of operators and end users, ensuring they are equipped to effectively utilize AI systems.
Examples of Effective Evidence: 
• Training needs assessment surveys or instruments administered to users.
• Documentation of identified proficiency gaps and associated training requirements.
• Training plans developed in response to assessed needs.
• Records of completed training sessions, including participant feedback.

Example Control 5: Continuous Feedback Mechanism
Description: Implement mechanisms for ongoing feedback from operators and end users post-deployment to continuously enhance AI system performance and user trust.
Examples of Effective Evidence: 
• Documentation of feedback collection methods (e.g., surveys, interviews).
• Records of feedback submissions from users, including patterns and themes.
• Improvement logs indicating changes made based on user feedback over time.
• Reports summarizing the impact of iterative changes on system performance and user satisfaction.
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Control Objective:

	Id
	Name
	Description

	MP-3.5.1
	Human Oversight Roles and Responsibilities
	The organization defines and documents roles and responsibilities for human oversight of the AI system, considering its capabilities, context of use, potential risks, and knowledge limits.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun defining and documenting roles and responsibilities for human oversight of AI systems, but the process may not yet comprehensively consider all relevant factors or align fully with established governance practices.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly defining and documenting roles and responsibilities for human oversight of AI systems based on a comprehensive consideration of capabilities, context of use, risks, and knowledge limits, in close alignment with governance practices established by the GOVERN function.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations integrate roles and responsibilities into operational procedures, continuously refining oversight practices to ensure responsible AI use aligned with AI Trustworthy Principles.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undefined or Poorly Defined Human Oversight Roles
	Roles and responsibilities for human oversight of AI system are undefined or poorly defined



Implementation Guidelines: 

To effectively define and document roles and responsibilities for human oversight of the AI system, conduct a thorough analysis of the system's capabilities, context of use, potential risks, and knowledge limits. Engage relevant stakeholders, such as data scientists, domain experts, and risk management professionals, to gather input on the specific oversight needs and requirements for the AI system. 

Ensure that the defined roles and responsibilities align with the governance practices established by the GOVERN function, such as policies for accountability, transparency, and risk management. Document the results of this analysis, providing clear and concise descriptions of each oversight role, its associated responsibilities, and the required skills and qualifications.

Ensure the documentation is easily accessible to relevant parties, and regularly review and update it as needed to maintain accuracy and relevance.

Example Controls and Evidence: 

Example Control 1: Establishment of Role Definitions and Responsibilities
Description: Develop formal role descriptions and responsibilities for personnel involved in human oversight, explicitly aligning oversight duties with system capabilities, risks, and context.
Examples of Effective Evidence: 
• Role matrices and responsibility charts specifying oversight duties across teams.
• Written role descriptions delineating decision authority, review points, and escalation paths.
• Clear documentation of oversight responsibilities aligned with system design and risk profiles.
• Sign-off records from responsible personnel.

Example Control 2: Documentation of Oversight Procedures and Decision Points
Description: Create detailed procedures outlining oversight activities, including key decision points where human judgment is critical, based on the system’s capabilities and knowledge limits.
Examples of Effective Evidence: 
• Standard Operating Procedures (SOPs) describing oversight tasks and decision requirements.
• Flowcharts illustrating oversight workflows, review, and escalation steps.
• Checklists for human review during system operation.
• Training materials for personnel on oversight procedures.

Example Control 3: Alignment of Roles with System Capabilities and Risks
Description: Ensure oversight responsibilities are tailored to the AI system’s known limitations, potential risks, and appropriate levels of human intervention.
Examples of Effective Evidence: 
• Risk and knowledge gap assessments linked to role responsibilities.
• Oversight plans emphasizing critical control points based on system limitations.
• Monitoring reports highlighting areas requiring increased human oversight.
• Documentation linking role responsibilities to system risk profiles.

Example Control 4: Implementation of Oversight Tools and Documentation
Description: Equip personnel with tools, dashboards, and documentation to facilitate effective oversight, with records of oversight activities, reviews, and decision-making processes that ensure accountability and traceability in AI system management.
Examples of Effective Evidence: 
• Oversight dashboards showing system status and review points.
• Activity logs capturing oversight actions, reviews, and approvals.
• Incident reports or anomalies flagged during oversight.
• Updated oversight manuals and training.

Example Control 5: Periodic Review and Adjustment of Oversight Roles and Responsibilities
Description: Regularly review and update oversight roles and responsibilities to reflect system changes, lessons learned, and evolving risks, ensuring ongoing alignment and effectiveness.
Examples of Effective Evidence: 
• Review schedules with documented updates and approvals.
• Feedback from oversight personnel and stakeholders.
• Revision logs of roles, procedures, and responsibilities.
• Records of lessons learned incorporated into oversight practice updates.


Control Objective:

	Id
	Name
	Description

	MP-3.5.2
	Oversight Training and Resources
	The organization provides training and resources to individuals responsible for human oversight of the AI system, equipping them with the necessary skills, knowledge, and authority to perform their roles effectively.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin providing training and resources to individuals responsible for human oversight of AI systems, aiming to equip them with the necessary skills, knowledge, and authority to perform their roles effectively.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations fully integrate ongoing training and comprehensive resource provisions into their operations, ensuring oversight is performed effectively and responsibly.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Oversight Resources
	Training and resources for human oversight of AI systems are inadequate



Implementation Guidelines: 

Provide training and resources to individuals responsible for human oversight of the AI system, equipping them with the necessary skills, knowledge, and authority to perform their roles effectively. Develop a training curriculum that encompasses relevant aspects of the AI system, including its technical specifications, performance metrics, potential risks and limitations, and best practices for effective oversight. 

Ensure that the training is tailored to the specific roles and responsibilities of each oversight professional, and deliver it through a variety of methods, such as classroom instruction, hands-on workshops, and online modules.

Provide ongoing support and resources, including reference materials, case studies, and access to subject matter experts, to help oversight professionals stay informed about the latest developments and best practices in AI governance. Regularly review and update the training and resource offerings to maintain their effectiveness and relevance as the AI system and its context of use evolve.

Example Controls and Evidence: 

Example Control 1: Development of Role-Specific Training Programs
Description: Create tailored training curricula that address the responsibilities, skills, and knowledge required for oversight roles, aligned with system capabilities, risks, and organizational standards.
Examples of Effective Evidence: 
• Role-specific training modules covering system operation, risk management, and decision-making.
• Training outlines, schedules, and attendance records.
• Certification or proficiency assessments demonstrating preparedness.
• Updated training content reflecting system changes or lessons learned.

Example Control 2: Provision of Resources and Support Materials
Description: Offer manuals, checklists, decision-support tools, and reference materials tailored for oversight personnel to support effective monitoring and decision-making.
Examples of Effective Evidence: 
• Operations manuals, oversight checklists, and quick reference guides.
• Access logs indicating resource utilization.
• Digital toolkits or dashboards enabling effective monitoring.
• Knowledge bases and FAQs for ongoing support.

Example Control 3: Training on Authority and Escalation Procedures
Description: Ensure oversight personnel are trained on their decision-making authority, escalation paths, and protocols for addressing issues or anomalies.
Examples of Effective Evidence: 
• Training modules emphasizing authority levels and escalation steps.
• Role-playing exercises simulating response scenarios.
• Protocol review attendance rosters.
• Acknowledgment and sign-off on authority levels.

Example Control 4: Regular Refresher and Continuing Education Programs
Description: Conduct ongoing training and refresher sessions to keep oversight personnel updated on system changes, emerging risks, and best practices.
Examples of Effective Evidence: 
• Scheduled refresher courses and attendance records.
• Updated training materials incorporating lessons learned.
• Feedback surveys on training relevance and effectiveness.
• Records of certifications or ongoing professional development.

Example Control 5: Monitoring and Feedback for Training Effectiveness
Description: Assess training impact through performance metrics, simulation exercises, and feedback, and adjust programs as necessary to address gaps.
Examples of Effective Evidence: 
• Post-training evaluations and testing outcomes.
• Simulated oversight scenarios and debrief reports.
• Performance dashboards tracking oversight effectiveness.
• Feedback logs from participants and supervisors.


Control Objective:

	Id
	Name
	Description

	MP-3.5.3
	Criteria and Thresholds for Intervention
	The organization documents and communicates criteria and thresholds for human intervention in AI system operation, procedures for escalating issues, and guidelines for making oversight decisions. Wherever possible, these criteria are embedded within the AI systems to facilitate timely human intervention.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin documenting and communicating criteria and thresholds for human intervention in AI system operation, along with issue escalation procedures and oversight decision guidelines, and start embedding these criteria within the systems where possible.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations utilize autonomous decision-making and high-sensitivity data processing, so they enhance the documentation and communication from the evolving stage to cover the expanded scope of the AI systems. Embedding human intervention criteria within AI systems becomes a standard practice to ensure timely and effective oversight in critical business functions.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Intervention Criteria
	Criteria for human intervention in AI system operation are undocumented



Implementation Guidelines: 

Document and communicate clear criteria and thresholds for human intervention in AI system operation, procedures for escalating issues, and guidelines for making oversight decisions. Engage relevant stakeholders, such as data scientists, domain experts, and risk management professionals, to define these criteria and thresholds based on the AI system's capabilities, context of use, and potential risks.

Ensure the criteria are specific, measurable, and actionable, aligning them with the organization's overall risk appetite and tolerance. Wherever possible, embed these criteria within the AI system itself, using automated monitoring and alerting tools to facilitate timely human intervention when necessary.

Establish clear communication channels and escalation paths for reporting issues or concerns related to the AI system's operation, ensuring relevant parties are informed and trained on these procedures. Regularly review and update the intervention criteria and escalation procedures to maintain their effectiveness and relevance as the AI system and its context of use evolve over time.

Example Controls and Evidence: 

Example Control 1: Development of Human Intervention Criteria and Thresholds
Description: Create clear, documented criteria and thresholds signaling when human oversight and intervention are required, aligned with system risks and operational objectives.
Examples of Effective Evidence: 
• Official policies or protocols defining escalation thresholds for various risk levels.
• Decision matrices linking system alerts to required human actions.
• Technical specifications embedding thresholds for automatic alerts or intervention triggers.
• Version-controlled criteria documents.

Example Control 2: Procedures for Escalation and Oversight Decisions
Description: Develop formal procedures articulating steps for escalating issues, roles involved, and decision points to ensure consistent and timely oversight responses.
Examples of Effective Evidence: 
• Escalation flowcharts and action plans.
• Incident response playbooks with escalation criteria.
• Role-specific procedures and responsibilities documentation.
• Training materials emphasizing escalation processes.

Example Control 3: Embedding Criteria and Procedures into Systems and Workflows
Description: Integrate escalation thresholds and oversight guidelines directly into AI systems and operational workflows, enabling automatic alerts and facilitating timely human actions.
Examples of Effective Evidence: 
• System configurations with embedded alert rules and thresholds.
• Workflow diagrams showing automated and manual intervention points.
• User interface alerts, notification templates, and decision-support tools.
• Audit logs of system-triggered alerts and human responses.

Example Control 4: Communication and Awareness of Oversight Criteria
Description: Ensure all relevant personnel are aware of the criteria, thresholds, and procedures through training, documentation, and regular updates.
Examples of Effective Evidence: 
• Training sessions, manuals, and quick-reference guides.
• Internal communications or newsletters highlighting criteria and procedures.
• Acknowledgment logs from staff confirming understanding.
• Regular briefings or refreshers focusing on escalation policies.

Example Control 5: Review and Fine-tuning of Criteria and Guidelines
Description: Periodically review and update intervention criteria, thresholds, and procedures based on system performance data, incident lessons learned, and evolving risks.
Examples of Effective Evidence: 
• Review schedules with documented updates.
• Incident analysis reports leading to threshold adjustments.
• Feedback from oversight teams on criteria effectiveness.
• Revision logs signifying ongoing improvements.


Control Objective:

	Id
	Name
	Description

	MP-3.5.4
	Oversight Effectiveness Evaluation and Improvement
	The organization documents and reviews processes to regularly evaluate the effectiveness of human oversight mechanisms through qualitative and quantitative methods, such as audits, performance evaluations, and stakeholder feedback, while implementing a plan to assess human oversight and update documentation based on changes in the AI system's capabilities, context of use, or identified risks. These evaluations inform continuous improvement efforts and maintain alignment with governance policies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin establishing processes to regularly assess the effectiveness of human oversight mechanisms for AI systems using a combination of qualitative and quantitative methods, such as audits, performance evaluations, and stakeholder feedback.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations expand documentation and review processes to ensure human oversight remains effective as AI systems become more complex and integrated. These evaluations inform continuous improvement efforts and maintain alignment with governance policies across all scalable and interconnected AI systems.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unevaluated Oversight Effectiveness
	Effectiveness of human oversight is not regularly evaluated



Implementation Guidelines: 

Document and review the effectiveness of human oversight mechanisms using both qualitative and quantitative methods, such as audits, performance evaluations, and feedback from relevant stakeholders. Develop a set of key performance indicators (KPIs) and metrics to track the effectiveness of human oversight over time, including response times, decision accuracy, and stakeholder satisfaction. 

Implement automated monitoring tools and processes to collect and analyze this data on an ongoing basis, establishing regular reporting and review cycles to ensure that issues or trends are promptly identified and addressed. Conduct periodic audits or assessments of the human oversight processes, using independent third-party experts where appropriate, to identify areas for improvement and ensure compliance with relevant standards.

Gather feedback from relevant stakeholders, such as end-users, domain experts, and regulatory bodies, to gain additional insights into the effectiveness and appropriateness of the human oversight mechanisms. Use the results of these assessments to inform ongoing improvements and updates to the oversight processes and documentation, ensuring they remain effective and relevant.

Example Controls and Evidence: 

Example Control 1: Formal Documentation of Oversight Evaluation Processes
Description: Develop and maintain clear procedures for evaluating the effectiveness of human oversight mechanisms, including methods, frequency, and responsible parties.
Examples of Effective Evidence: 
• Process documents outlining audit, evaluation, and feedback methods.
• Checklists for qualitative and quantitative assessment activities.
• Defined roles and responsibilities for oversight evaluations.
• Version-controlled procedures and schedules.

Example Control 2: Use of Qualitative and Quantitative Evaluation Methods
Description: Apply a mix of qualitative (e.g., stakeholder interviews, reviews) and quantitative (e.g., performance metrics, incident rates) methods to assess oversight effectiveness.
Examples of Effective Evidence: 
• Audit reports assessing compliance and effectiveness of oversight.
• Performance dashboards tracking key oversight metrics.
• Stakeholder feedback summaries.
• Evaluation results documented in systematic reports.

Example Control 3: Ongoing Review and Update of Oversight Processes and Documentation
Description: Schedule periodic reviews of oversight processes and documentation, ensuring updates are made in response to system changes, operational experience, or new risks.
Examples of Effective Evidence: 
• Review schedules, meeting minutes, and change logs.
• Updated procedures reflecting lessons learned and system evolution.
• Records of process improvement initiatives.
• Change approval documentation.

Example Control 4: Incorporation of Lessons Learned and Feedback
Description: Utilize insights from evaluations, incident analysis, and stakeholder feedback to refine oversight processes and documentation continuously, ensuring they remain effective and relevant in adapting to changes in the AI system's capabilities, context of use, or identified risks.
Examples of Effective Evidence: 
• Lessons learned reports and action plans.
• Feedback from oversight teams, users, or external stakeholders.
• Updated criteria, thresholds, or oversight procedures.
• Training revision records based on evaluation findings.

Example Control 5: Performance Monitoring and Continuous Improvement Initiatives
Description: Track oversight performance over time through dashboards and KPIs, and initiate continuous improvement projects to enhance oversight effectiveness and governance alignment.
Examples of Effective Evidence: 
• KPIs showing trends in oversight effectiveness.
• Improvement project records with implemented actions.
• Review presentation materials or dashboards for governance review.
• Stakeholder satisfaction surveys related to oversight practices.
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Control Objective:

	Id
	Name
	Description

	MP-4.1.1
	Legal Risk Management Processes
	The organization documents processes for identifying, mapping, assessing, and managing potential legal risks associated with the AI system and its components, including, but not limited to, fair lending practices, model risk, data privacy, intellectual property, third-party rights, and the use of third-party data or software, as available.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun establishing processes for identifying, mapping, and assessing legal risks associated with AI systems and their components, but the processes may not yet be comprehensive, well-documented, or consistently followed.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear, well-documented processes for thoroughly identifying, mapping, and assessing legal risks associated with AI systems and their components, including data privacy, intellectual property, third-party rights, and the use of third-party data or software. These processes are consistently followed.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations comprehensively document and manage legal risks associated with AI systems. This involves a sophisticated approach to legal risk management that encompasses all aspects of AI, from fair lending practices in autonomous financial systems to data privacy in high-sensitivity applications, intellectual property, and third-party dependencies, ensuring that the scalability and interconnectedness of AI across the organization do not introduce unacceptable legal exposures.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmanaged Legal Risks
	Legal risks associated with the AI system are not managed or documented



Implementation Guidelines: 

To effectively identify, map, and assess potential legal risks associated with the AI system and its components, document clear processes outlining the steps, responsibilities, and tools involved. Conduct a thorough inventory of AI system components, including data sources, algorithms, third-party software, and other relevant elements. 

For each component, identify potential legal risks, such as data privacy violations, intellectual property infringement, or breach of third party rights. Develop a standardized risk assessment framework that considers factors such as the likelihood and impact of each risk, as well as any mitigating controls or safeguards in place.

Document the results of the risk assessment, providing a clear mapping of each component to its associated legal risks and ensure this documentation is regularly updated as the AI system evolves or new risks emerge. Assign clear roles and responsibilities for conducting and maintaining the risk assessment, and provide training and resources to ensure that relevant parties have the necessary skills and knowledge to effectively identify and manage legal risks.

Example Controls and Evidence: 

Example Control 1: Development of Legal Risk Identification and Mapping Procedures
Description: Establish formal procedures to identify and map legal risks associated with AI components, including relevant laws, regulations, and contractual obligations.
Examples of Effective Evidence: 
• Process documents outlining steps for legal risk identification and mapping.
• Checklists covering data privacy, IP rights, third-party data use, and fair lending.
• Legal and compliance stakeholder engagement records.
• Version-controlled process manuals.

Example Control 2: Implementation of Risk Assessment and Tracking
Description: Conduct assessments to evaluate the severity, likelihood, and potential impact of identified legal risks, linking them to risk registers or dashboards that facilitate ongoing tracking and management of these risks.
Examples of Effective Evidence: 
• Risk assessment reports with legal risk ratings and impact analysis.
• Matrices linking risks to legal requirements and controls.
• Issue logs tracking legal risk mitigation actions.
• Regular updates based on new legal developments.

Example Control 3: Management of Legal Risks through Contracts and Controls
Description: Develop and document contractual provisions, policies, and controls to mitigate identified legal risks, including data rights, licensing, compliance, and liability clauses that ensure alignment with legal and regulatory requirements.
Examples of Effective Evidence: 
• Standard contract templates with legal risk mitigation clauses.
• Negotiation records and contractual amendments addressing legal concerns.
• Data sharing and third-party agreement documentation.
• Compliance checklists and approval workflows.

Example Control 4: Ongoing Monitoring and Legal Compliance Review
Description: Integrate legal risk monitoring into ongoing system oversight, periodically reviewing legal risk exposure, compliance with evolving regulations, and re-assessing mitigation effectiveness to ensure that risks are managed proactively.
Examples of Effective Evidence: 
• Compliance monitoring reports and audit logs.
• Legal risk dashboards reflecting current risk levels.
• Incident reports related to legal violations or IP disputes.
• Policy review and update records aligned with legal developments.

Example Control 5: Training and Awareness on Legal Risks
Description: Provide regular training to relevant teams on legal requirements, contractual obligations, and risk mitigation strategies concerning AI systems and components, fostering a culture of compliance and awareness of legal obligations.
Examples of Effective Evidence: 
• Training modules, attendance records, and certifications.
• Internal memos or newsletters highlighting legal risk updates.
• Guidelines on legal considerations incorporated into development and procurement workflows.
• Feedback surveys assessing awareness levels.


Control Objective:

	Id
	Name
	Description

	MP-4.1.2
	Third-Party Resource Documentation
	The organization maintains documentation of third-party AI resources used in its AI systems, including information on provenance, functionality, limitations, and potential risks, regularly updating this documentation as new information becomes available.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage maintain documentation of third-party AI resources used in their AI systems, including information on provenance, functionality, limitations, and potential risks. However, this documentation may not be fully comprehensive or consistently updated as new information becomes available, as AI systems are not yet critical to their operations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations maintain comprehensive documentation of third-party AI resources used in their AI systems, including detailed information on provenance, functionality, limitations, and potential risks. This documentation is regularly updated as new information becomes available, ensuring accuracy and relevance.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for maintaining dynamic, real-time documentation of third-party AI resources used in their AI systems, with comprehensive information on provenance, functionality, limitations, and potential risks continuously updated based on data-driven insights and collaboration with third-party providers. This documentation is seamlessly integrated with organizational risk management processes and used to proactively optimize risk mitigation strategies and inform strategic decision-making.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Incomplete Third-Party Documentation
	Documentation of third-party AI resources is incomplete or not maintained



Implementation Guidelines: 

Maintain documentation of third-party AI resources used in the organization's AI systems, including information on provenance, functionality, limitations, and potential risks. Ensure that this documentation is regularly updated as new information becomes available, and that it is easily accessible to all relevant personnel.

Establish clear procedures for documenting third-party AI resources, including templates, workflows, and approval processes. Ensure that the documentation process is consistent and thorough, and that it captures all relevant information needed to effectively manage risks and benefits associated with these resources.

Example Controls and Evidence: 

Example Control 1: Development of a Centralized Third-Party AI Resource Registry
Description: Create and maintain a formal repository documenting all third-party AI components, sources, and providers, including key details and risk information.
Examples of Effective Evidence: 
• An inventory database with fields for provenance, function, limitations, and known risks.
• Version-controlled records of resource entries reflecting updates over time.
• Access logs demonstrating ongoing reviews and data integrity checks.
• Guidelines for adding or updating entries.

Example Control 2: Documentation of Provenance, Function, and Limitations
Description: For each third-party resource, document its origin, intended function, data sources, known limitations, and any associated risks or vulnerabilities that could impact the organization’s AI system performance.
Examples of Effective Evidence: 
• Provenance reports citing source data and development history.
• Data sheets or white papers describing capabilities and limitations.
• Risk assessments associated with each resource.
• User manuals or technical documentation.

Example Control 3: Regular Review and Update Processes
Description: Schedule periodic reviews of the resource documentation to incorporate new information, such as updates on provenance, changes in function, or emerging risks, ensuring the documentation remains current and comprehensive.
Examples of Effective Evidence: 
• Review schedules with documented updates.
• Meeting records reviewing and revising resource documentation.
• Change logs reflecting updates with rationales.
• New assessment reports following resource modifications or new findings.

Example Control 4: Risk Management Integration and Alerts
Description: Link resource documentation to risk management systems and enable alerts for significant updates or identified vulnerabilities, allowing for timely responses to changes that may affect the AI system.
Examples of Effective Evidence: 
• Risk registers referencing specific third-party resources.
• Automated alerts triggered by documentation updates or new risk findings.
• Incident logs related to third-party resource vulnerabilities.
• Action plans addressing newly identified risks.

Example Control 5: Stakeholder Communication and Transparency
Description: Ensure relevant stakeholders are informed of updates to third-party resource documentation, especially regarding risks, provenance changes, or limitations impacting system performance or compliance, promoting awareness and proactive management.
Examples of Effective Evidence: 
• Communication records and release notes.
• Stakeholder update reports or dashboards.
• Training or briefing records explaining resource updates.
• Feedback or confirmation from internal teams on document accuracy.


Control Objective:

	Id
	Name
	Description

	MP-4.1.3
	Legal Risk Communication and Updates
	The organization communicates identified legal risks associated with the AI system, and relevant changes in laws, regulations, and industry standards, to relevant stakeholders (e.g., developers, users, decision-makers), facilitating informed decision-making and effective risk mitigation.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun establishing policies and procedures for managing AI system legal risks, including obtaining necessary licenses, permissions, and consents for third-party data or software usage, but these policies and procedures may not yet be comprehensive or consistently implemented.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear, comprehensive policies and procedures for managing AI system legal risks, including obtaining necessary licenses, permissions, and consents for third-party data or software usage. These policies and procedures are consistently implemented.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations ensure comprehensive communication of legal risks and regulatory changes to all relevant stakeholders. This communication is a dependency for informed decision-making and effective risk mitigation across the organization, supporting the responsible deployment of AI systems in all interconnected areas.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Uncommunicated Legal Changes
	Legal risks and relevant changes are not communicated to stakeholders



Implementation Guidelines: 

Communicate identified legal risks associated with the AI system, along with relevant changes in laws, regulations, and industry standards, to stakeholders such as developers, end-users, and decision-makers. This communication facilitates informed decision-making and effective risk mitigation. 

Establish clear communication channels and protocols for sharing risk information, such as regular reports, briefings, or alerts. Tailor the content and format of the communications to the needs and preferences of each stakeholder group, using plain language and visual aids where appropriate to enhance understanding.

Provide opportunities for stakeholders to ask questions, provide feedback, and raise concerns about legal risks. Establish processes for addressing and incorporating this input into ongoing risk management activities. Develop training and awareness programs to ensure that stakeholders have a fundamental understanding of the legal risks associated with the AI system and their roles in mitigating these risks. Regularly review and update the communication plan to maintain its effectiveness and ensure alignment with changing stakeholder needs and expectations.

Example Controls and Evidence: 

Example Control 1: Establishment of a Legal Risk Communication Framework
Description: Develop and formalize processes and channels for regularly communicating legal risks and regulatory updates impacting the AI system.
Examples of Effective Evidence: 
• Written communication protocols and templates for legal risk notifications.
• Distribution lists for stakeholders including developers, users, and management.
• Scheduled updates via email newsletters, dashboards, or internal portals.
• Record of communications sent and stakeholder acknowledgments.

Example Control 2: Timely Notification of Legal Risks and Regulatory Changes
Description: Implement mechanisms to detect and promptly notify relevant stakeholders about new or changing legal risks, compliance obligations, and industry standards, ensuring timely awareness and responsiveness.
Examples of Effective Evidence: 
• Monitoring reports or alerts for legal and regulation updates.
• Incident logs triggered by legal or compliance issues, with notification records.
• Regulatory change tracking dashboards.
• Documentation of notification dispatches and stakeholder feedback.

Example Control 3: Clear and Accessible Communication Content
Description: Ensure that communication content clearly explains the nature of legal risks, the implications, and recommended risk mitigation steps, using accessible language for all stakeholder levels, to foster understanding and effective action.
Examples of Effective Evidence: 
• Summary reports, FAQs, or briefings explaining legal risks and updates.
• Training modules on legal compliance and risk mitigation.
• Internal newsletters highlighting key legal developments.
• Feedback forms evaluating clarity and usefulness.

Example Control 4: Integration with Decision-Making and Risk Management Processes
Description: Incorporate legal risk information into decision-making processes, project planning, and risk mitigation activities, ensuring that communication supports proactive action and aligns with organizational goals.
Examples of Effective Evidence: 
• Meeting minutes where legal risks are discussed and decisions made.
• Updated risk assessments including recent legal updates.
• Policy documents referencing legal risk considerations.
• Action plans implementing mitigation strategies.

Example Control 5: Ongoing Review and Refinement of Communication Practices
Description: Regularly review communication effectiveness and update content, channels, and processes to address evolving legal landscapes and stakeholder information needs, promoting continual improvement in risk communication strategies.
Examples of Effective Evidence: 
• Feedback surveys from stakeholders on communication clarity and timeliness.
• Review schedule logs with documented improvements.
• Records of reviewing and updating communication templates and channels.
• Lessons learned captured from incident or audit findings.
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Control Objective:

	Id
	Name
	Description

	MP-4.2.1
	Internal Controls for AI Components
	The organization identifies and documents internal controls for AI system components, including third-party technologies, to mitigate potential risks and drive system integrity. This includes mapping identified risks to the corresponding internal controls.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun identifying and documenting internal controls for AI system components, including third-party technologies, and mapping identified risks to corresponding controls, but the process may not yet be comprehensive or consistently applied.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear processes for thoroughly identifying and documenting internal controls for AI system components, including third-party technologies, and comprehensively mapping identified risks to corresponding controls. These processes are consistently applied.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have a comprehensive and integrated approach to identifying and documenting internal controls for all AI system components, including third-party technologies. This involves mapping risks to controls in a way that supports the integrity of AI systems driving critical business functions and autonomous decision-making.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified Internal Controls
	Internal controls for AI system components are not identified or documented



Implementation Guidelines: 

To effectively identify and document internal controls for AI system components, including third party technologies, conduct a risk assessment of the AI system. This process should involve mapping components of the system, including data sources, algorithms, models, and third party technologies or services that are integrated into the system. 

For each component, identify specific risks that could impact the integrity, security, or performance of the AI system, such as data breaches, model bias, or system failures. Once the risks have been identified, develop internal controls designed to mitigate or manage each risk. These controls may include technical safeguards, such as encryption or access controls, as well as procedural controls, such as regular testing and monitoring.

Document each control in detail, including its purpose, implementation details, and relevant metrics or KPIs that will be used to measure its effectiveness. Ensure that this documentation is regularly updated as the AI system evolves and new risks or controls are identified.

Example Controls and Evidence: 

Example Control 1: Development of an Internal Control Framework for AI Components
Description: Create a structured framework defining key internal controls related to AI system components, including data management, model validation, security, and compliance.
Examples of Effective Evidence: 
• Control matrices specifying controls for each component and process.
• Policy documents outlining control standards and implementation requirements.
• Checklists for assessing control effectiveness during development and deployment.
• Version-controlled control framework documents.

Example Control 2: Risk Identification and Control Mapping
Description: Identify potential risks associated with AI components, particularly third-party technologies, and map these risks to appropriate internal controls to mitigate the identified vulnerabilities, ensuring a comprehensive understanding of risk management.
Examples of Effective Evidence: 
• Risk registers with entries linked to specific controls.
• Impact assessments identifying vulnerabilities and corresponding controls.
• Control mapping matrices demonstrating linkages between risks and controls.
• Documented risk control assessment reports.

Example Control 3: Implementation and Documentation of Controls
Description: Implement controls such as access restrictions, validation procedures, and audit mechanisms, ensuring they are fully documented and integrated into the system lifecycle to protect the integrity and functionality of the AI system.
Examples of Effective Evidence: 
• Control implementation manuals and standard operating procedures (SOPs).
• Audit logs showing control enforcement activities.
• Validation reports confirming controls’ effectiveness against identified risks.
• Change management records for control updates.

Example Control 4: Monitoring and Testing of Controls
Description: Regularly monitor and test controls to verify their ongoing effectiveness, with results documented and linked to risk mitigation objectives, ensuring that controls remain relevant and effective against identified risks.
Examples of Effective Evidence: 
• Control testing plans, execution logs, and testing results.
• Internal audit reports assessing control performance.
• Dashboards tracking control KPIs and breach incidents.
• Corrective action records for control deficiencies.

Example Control 5: Continuous Review and Improvement of Controls and Risk Mapping
Description: Periodically review risk assessments and control mappings to adapt to evolving threats, system changes, or new third-party risk factors, updating documentation accordingly to maintain an accurate and effective risk management framework.
Examples of Effective Evidence: 
• Review schedules and meeting minutes.
• Updated risk and control matrices reflecting recent assessments.
• Lessons learned reports from incidents or audits.
• Process change logs demonstrating control enhancements.


Control Objective:

	Id
	Name
	Description

	MP-4.2.2
	Controls Effectiveness and Incident Response
	The organization regularly documents and reviews the effectiveness of internal risk controls and incident response procedures for both AI system components and third-party technologies, documenting results and implementing improvements to drive secure and reliable operation.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations' AI begins interacting with external users and handling sensitive data, so regularly documenting and reviewing internal risk controls and incident response for both in-house and third‑party components is critical to identify gaps and ensure coordinated mitigation before harms affect customers or operations. Formal reviews and improvement cycles build assurance that controls keep pace with evolving threats and third‑party behaviors as deployments broaden.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI is embedded in critical functions and internal model development, so comprehensive, documented evaluation of controls and incident procedures across all components — including vendor systems — is mandatory to preserve safety, continuity, and regulatory compliance. Continuous improvement based on review findings ensures enterprise-wide resilience, traceability for audits, and that third‑party integrations meet the organization’s rigorous operational and security standards.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Control Effectiveness
	Effectiveness of internal risk controls is not regularly documented or reviewed



Implementation Guidelines: 

Regularly document and review the effectiveness of internal risk controls and incident response procedures for both AI system components and third-party technologies. Develop a set of metrics and KPIs that can be used to measure the performance and effectiveness of each control. Metrics may include the number of incidents detected and resolved, the time required to respond to and mitigate incidents, and the overall impact of incidents on the AI system and the organization. 

Review testing and monitoring of the controls to ensure they function as intended and that any issues or weaknesses are identified and addressed promptly. Engage with internal and external stakeholders, such as end-users, auditors, and regulators, to gather feedback on the effectiveness of the controls and to identify areas for improvement.

Document the results of each assessment, including any identified gaps or weaknesses, and develop a plan to implement improvements or updates to the controls. Ensure that the assessment process is transparent and that relevant stakeholders are involved in the review and decision-making process. Regularly review and update the assessment plan to maintain its effectiveness and ensure alignment with the evolving risks and requirements of the AI system and the organization.

Example Controls and Evidence: 

Example Control 1: Establishment of a Control and Incident Review Schedule
Description: Develop a formal schedule for periodic review of control effectiveness and incident response procedures, including roles, scope, and review criteria.
Examples of Effective Evidence: 
• Approved review calendar indicating review intervals.
• Meeting agendas and minutes from control and incident review sessions.
• Revisions to control and response documentation based on review findings.
• Feedback logs from review participants.

Example Control 2: Documentation of Control and Response Effectiveness
Description: Maintain detailed records of control testing, audit results, incident evaluations, and effectiveness assessments, including root causes and mitigation actions to document the performance of internal controls comprehensively.
Examples of Effective Evidence: 
• Control testing reports and audit findings with effectiveness ratings.
• Incident post-mortem analyses and cause-effect diagrams.
• Validation reports verifying control performance against standards.
• Corrective action logs with status updates.

Example Control 3: Incident Response Procedure Evaluation and Improvement
Description: Regularly evaluate incident response procedures, including scenario testing, drills, or simulations, and document lessons learned and process improvements to enhance future response efforts and readiness.
Examples of Effective Evidence: 
• Test plans, exercise logs, and debrief reports from drills.
• Lessons learned documents capturing gaps, strengths, and recommended changes.
• Updated response procedures reflecting insights.
• Training records on revised processes.

Example Control 4: Integration of Improvements into System Operations
Description: Implement identified improvements in controls and procedures, update documentation accordingly, and communicate changes to relevant teams to ensure all personnel are informed and aligned with current practices.
Examples of Effective Evidence: 
• Change logs indicating updates and approvals of procedures.
• Revised control and incident response manuals.
• Communication records to affected teams.
• Implementation plans with tracking of corrective actions.

Example Control 5: Continuous Monitoring and Feedback Loop
Description: Use control reviews and incident lessons to refine risk management and response strategies continuously, demonstrating the organization's ongoing commitment to security and reliability in AI system operations.
Examples of Effective Evidence: 
• Monitoring dashboards tracking control and response KPIs.
• Feedback surveys from operational and incident response teams.
• Progress reports on improvement initiatives.
• Periodic review reports demonstrating adaptive changes.
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Control Objective:

	Id
	Name
	Description

	MP-5.1.1
	AI Risk Identification, Assessment, and Prioritization
	The organization documents processes for identifying, assessing, and prioritizing AI system-specific risks, including the likelihood and magnitude of potential impacts (beneficial and harmful), using structured methodologies (e.g., risk matrices, RAG ratings, econometric approaches), TEVV practices, and adversarial testing to uncover potential misuse, vulnerabilities, unintended consequences, and content provenance harms (e.g., misinformation, deepfakes).

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun establishing processes for identifying, assessing, and prioritizing the likelihood and magnitude of potential AI system impacts using structured methodologies, TEVV practices, and adversarial testing, but these processes may not yet be comprehensive, well-documented, or consistently applied.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear, well-documented processes for thoroughly identifying, assessing, and prioritizing the likelihood and magnitude of potential AI system impacts using structured methodologies, TEVV practices, and adversarial testing. These processes are comprehensive and consistently applied.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations refine and expand upon the risk identification, assessment, and prioritization processes established in the evolving stage to address the complexities of AI systems driving critical business functions and autonomous decision-making. This involves sophisticated risk management techniques, including the use of econometric approaches, TEVV practices, and comprehensive adversarial testing, to uncover potential misuse, vulnerabilities, unintended consequences, and content provenance harms (e.g., misinformation, deepfakes).



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified AI System Risks
	AI system-specific risks are not identified, assessed, or prioritized



Implementation Guidelines: 

To effectively identify, assess, and prioritize the likelihood and magnitude of potential impacts (both beneficial and harmful) of the AI system, establish and document clear processes that leverage structured methodologies, TEVV practices, and adversarial testing. Define the scope of the impact assessment, including the specific use cases, stakeholders, and contexts that will be considered. 

Develop criteria for evaluating the likelihood and impact, based on factors such as the impact severity, probability of occurrence, and the ability to detect and mitigate the impact. Use structured methodologies, such as risk matrices or red, amber, green (RAG) ratings, to systematically evaluate each potential impact and assign a risk rating based on the defined criteria.

Incorporate TEVV practices, such as model validation, fair lending testing, and performance monitoring, to identify potential technical vulnerabilities or unintended consequences of the AI system. Conduct adversarial testing, such as penetration testing or red-teaming exercises, to uncover potential misuse, abuse of the AI system, or content provenance harms such as misinformation or deepfakes.

Document the results of the impact assessment, including a clear prioritization of the identified risks based on their likelihood and magnitude, ensuring this documentation is regularly updated as the AI system evolves or new risks emerge.

Example Controls and Evidence: 

Example Control 1: Development of Risk Identification and Prioritization Framework
Description: Create structured processes and documentation detailing methods for identifying, assessing, and prioritizing AI risks, including criteria, methodologies, and tools.
Examples of Effective Evidence: 
• Risk assessment templates incorporating likelihood, impact, and prioritization scales.
• Risk matrices, RAG (Red/Amber/Green) ratings, or econometric models used in risk evaluation.
• TEVV protocols addressing misuse, vulnerabilities, and content risks.
• Documentation of adversarial testing procedures targeting specific risk areas.

Example Control 2: Systematic Risk Evaluation and Ranking
Description: Use structured methodologies to evaluate the likelihood and potential impact of risks, generating prioritized risk registers and dashboards for decision-making that facilitate effective risk management.
Examples of Effective Evidence: 
• Risk registers with scores and rankings based on predefined criteria.
• Automated risk scoring dashboards displaying risk levels and trends.
• Reports from threat modeling or adversarial testing exercises.
• Evidence of stakeholder review and endorsement of risk prioritization.

Example Control 3: Incorporation of TEVV and Adversarial Testing Results
Description: Integrate findings from TEVV activities, adversarial testing, and misuse simulations into risk assessments and risk management strategies, ensuring that vulnerabilities and potential misuse are proactively addressed.
Examples of Effective Evidence: 
• Test reports identifying vulnerabilities and potential misuse scenarios.
• Risk assessment updates integrating adversarial testing outcomes.
• Action plans addressing identified vulnerabilities.
• Root cause analysis documents related to system weaknesses.

Example Control 4: Content Provenance and Harm Assessment
Description: Conduct specific assessments of content provenance risks, such as misinformation and deepfakes, including potential impacts and mitigation strategies to safeguard against harmful consequences on AI outputs.
Examples of Effective Evidence: 
• Content risk assessment reports with mitigation measures.
• Documentation of provenance tracking mechanisms and their effectiveness.
• Adversarial example testing results related to misinformation/harm scenarios.
• Monitoring dashboards for content integrity and provenance issues.

Example Control 5: Regular Review, Validation, and Process Improvement
Description: Periodically review and validate risk assessment processes, methodologies, and risk scores, updating tools and approaches based on emerging threats, lessons learned, and evolving standards to maintain an effective risk management framework.
Examples of Effective Evidence: 
• Review schedules and meeting minutes documenting updates.
• Version histories of risk assessment protocols.
• Feedback from risk teams and stakeholders.
• Lessons learned from incidents and testing activities informing refinements.


Control Objective:

	Id
	Name
	Description

	MP-5.1.2
	AI Risk Profile Development
	The organization develops comprehensive risk profiles (from all risks identified throughout MAP) that outline known and potential adverse outcomes, direct costs, indirect costs, potential systemic risks to markets and consumers, and the degree of impact on the AI system and its stakeholders, and the speed of onset of these risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin developing comprehensive risk profiles that outline known and potential vulnerabilities, likelihood of occurrence, and potential impacts on the AI system and its stakeholders, based on risks identified throughout the MAP function.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations enhance and expand upon the comprehensive risk profiles to provide a detailed understanding of potential adverse outcomes, costs, systemic risks, and the speed of impact on the AI system and its stakeholders in an interconnected way.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undeveloped Risk Profiles
	Comprehensive risk profiles outlining adverse outcomes are not developed



Implementation Guidelines: 

Develop risk profiles for the AI system that outline known and potential adverse outcomes, direct costs, and indirect costs, likelihood of occurrence, and potential impacts on the system and its stakeholders. Aggregate and synthesize the risks identified throughout the MAP function, including those related to data quality, model performance, security, and privacy. 

For each identified risk, document the specific vulnerability or weakness that could be exploited, as well as the potential consequences if the risk were to materialize. Assess the likelihood of occurrence for each risk based on factors such as the system’s complexity, the level of security controls in place, and the potential motivations of attackers or adversaries.

Evaluate the potential impact of each risk by considering both direct and indirect consequences for the AI system, its users, and other stakeholders. Use a standardized risk rating framework to assign a risk level to each identified vulnerability, based on the combination of likelihood and impact.

Document the risk profiles in a centralized repository, ensuring they are regularly reviewed and updated as the AI system evolves or new risks emerge. Share the risk profiles with relevant stakeholders, such as system owners, developers, and risk management teams, to facilitate informed decision-making and effective risk mitigation strategies.

Example Controls and Evidence: 

Example Control 1: Creation of a Centralized Risk Profile Repository
Description: Establish a formal process and documentation framework for compiling all risks into comprehensive profiles, integrating data from multiple MAP phases.
Examples of Effective Evidence: 
• Risk profile templates capturing outcomes, costs, impact levels, and onset speed.
• Consolidated risk register linked to system models and assessments.
• Version-controlled profiles with updates following reviews.
• Centralized database or tools with access controls.

Example Control 2: Documentation of Known and Potential Adverse Outcomes and Costs
Description: Record in detail both identified adverse outcomes and potential future impacts, including direct costs (e.g., system failures), indirect costs (e.g., reputation), and systemic risks to markets and consumers to create a thorough understanding of risk implications.
Examples of Effective Evidence: 
• Impact analysis reports listing adverse outcomes and their severity.
• Cost estimation models for direct and indirect impacts.
• Scenario analyses showing systemic risk pathways.
• Stakeholder input documenting potential harms.

Example Control 3: Assessment of Impact Severity and Speed of Onset
Description: Document the degree of impact on the AI system and stakeholders, including how quickly risks could manifest, supporting prioritization and response planning to ensure timely and effective risk management actions.
Examples of Effective Evidence: 
• Risk matrices indicating severity levels and onset timelines.
• Monitoring dashboards with real-time risk impact indicators.
• Scenario planning exercises outlined with onset assumptions.
• Review records for impact level calibration.

Example Control 4: Integration of Risk Profiles into Decision-Making Processes
Description: Use comprehensive risk profiles to inform design, deployment, and mitigation planning, ensuring risks are explicitly considered in operational and strategic decision-making processes to enhance system resilience.
Examples of Effective Evidence: 
• Risk profiles incorporated into project risk assessments and decision logs.
• Mitigation strategies directly linked to risk profiles.
• Management review meeting notes referencing risk profile insights.
• Updated policies aligning with systemic risk considerations.

Example Control 5: Regular Review and Updating of Risk Profiles
Description: Schedule ongoing reviews of risk profiles, incorporating new data, lessons learned, and evolving risk landscapes to maintain accuracy and relevance, ensuring that risk management practices adapt to changing conditions.
Examples of Effective Evidence: 
• Review schedules with documented outcomes and updates.
• Version histories of risk profiles reflecting recent assessments.
• Lessons learned from incidents or new external threats incorporated into profiles.
• Stakeholder feedback informing profile refinement.


Control Objective:

	Id
	Name
	Description

	MP-5.1.3
	Decision Rationale and Stakeholder Validation
	The organization documents the rationale behind its risk prioritization decisions and risk tolerance, including the factors considered, trade-offs made between different risk response options, and input received from relevant stakeholders, while also engaging these stakeholders (e.g., technical experts, domain specialists, impacted communities) to validate its decisions on risk prioritization, risk appetite and tolerance, and resource allocation, thereby incorporating multidisciplinary perspectives into the risk response process.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations thoroughly document risk prioritization decisions and rationale, including factors, trade-offs, and stakeholder input. Stakeholders are actively engaged to validate decisions.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage maintain comprehensive, transparent documentation of risk prioritization decisions and rationale that is continuously updated. Stakeholder engagement is extensive and deeply integrated into the validation process.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Risk Rationale
	Rationale behind risk prioritization decisions and risk tolerance are undocumented



Implementation Guidelines: 

Document the rationale behind risk prioritization decisions and risk tolerance, including the factors considered, trade-offs made between different risk response options, and input received from relevant stakeholders. Maintain clear and concise records of these decisions and their justifications, ensuring that they are easily accessible and understandable to relevant parties.

Engage stakeholders, such as technical experts, domain specialists, and impacted communities, to validate decisions on risk prioritization, risk appetite and tolerance, and resource allocation. Establish mechanisms for soliciting and incorporating their feedback, such as regular meetings, surveys, or workshops, to ensure that multidisciplinary perspectives are considered in the risk response process.

Example Controls and Evidence: 

Example Control 1: Formal Documentation of Risk Prioritization and Tolerance
Description: Develop templates and processes for capturing the factors, trade-offs, and stakeholder inputs that inform risk prioritization and risk tolerance decisions.
Examples of Effective Evidence: 
• Decision logs with detailed explanations of factors and trade-offs.
• Risk prioritization matrices showing stakeholder input and decision criteria.
• Versioned risk tolerance documents with review notes.
• Stakeholder sign-offs on risk prioritization rationale.

Example Control 2: Stakeholder Engagement and Validation Processes
Description: Conduct structured engagement activities (workshops, interviews, reviews) to validate and challenge risk prioritization, resource allocation, and risk appetite assumptions, ensuring a comprehensive examination of decision-making processes.
Examples of Effective Evidence: 
• Agendas, attendance records, and summaries from stakeholder workshops.
• Feedback forms and interview transcripts documenting stakeholder perspectives.
• Validation meeting minutes indicating stakeholder agreement or concerns.
• Follow-up records showing incorporation of feedback.

Example Control 3: Consideration of Multidisciplinary Perspectives and Trade-offs
Description: Document how different stakeholder viewpoints, including technical considerations, influenced risk trade-offs and decision-making, capturing the rationale behind prioritization and resource allocation choices.
Examples of Effective Evidence: 
• Comparative analyses illustrating stakeholder inputs and their impact on trade-offs.
• Records of deliberations balancing competing priorities (e.g., safety vs. performance).
• Reports summarizing consensus-building outcomes.
• Documentation of divergent views and how they were addressed.

Example Control 4: Integration of Stakeholder Validation into Decision-Making Processes
Description: Incorporate stakeholder validations into formal risk management workflows, approval processes, and resource planning, ensuring transparency and accountability in the risk response process.
Examples of Effective Evidence: 
• Approval workflows with embedded stakeholder review steps.
• Meeting minutes reflecting stakeholder validation points.
• Records of sign-offs demonstrating stakeholder endorsement.
• Updated risk registers reflecting validated decisions.

Example Control 5: Continuous Review and Improvement Based on Stakeholder Input
Description: Periodically revisit risk prioritization and resource allocation decisions, incorporating ongoing stakeholder feedback, changing contextual factors, and lessons learned to adapt strategies
Examples of Effective Evidence: 
• Review schedules with documented stakeholders' feedback consideration.
• Updated decision rationale and stakeholder validation records.
• Lessons learned reports highlighting stakeholder-driven adjustments.
• Process improvement logs for refining stakeholder engagement practices.
[bookmark: _Toc214874790]MAP / Understanding AI System Impacts / Collecting Feedback on AI System Impacts 

Control Objective:

	Id
	Name
	Description

	MP-5.2.1
	Structured AI stakeholder Engagement
	The organization documents processes for regularly engaging relevant AI stakeholders (e.g., end-users, domain experts, potentially impacted communities) using structured methodologies such as value sensitive design (VSD) to gather feedback on the specific AI system's performance, impacts, and unanticipated consequences.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations have begun establishing practices for engaging relevant AI stakeholders to gather feedback on the AI system's performance, impacts, and unanticipated consequences, but these practices may not yet be well-structured, regularly conducted, or comprehensively documented.

	Stage 3: Evolving
	Yes
	Organizations at the evolving stage have established clear, well-documented practices for regularly engaging relevant AI stakeholders using structured methodologies such as value sensitive design (VSD) to gather feedback on the AI system's performance, impacts, and unanticipated consequences. These practices are consistently implemented.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations enhance and formalize processes for regularly engaging relevant AI stakeholders across the enterprise. This involves leveraging methodologies like VSD to gather comprehensive feedback on the performance, impacts, and unanticipated consequences of AI, ensuring that these insights are integrated into the continuous improvement and risk management processes.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Actor Engagement
	AI stakeholder engagement is insufficient to gather feedback and capture impacts



Implementation Guidelines: 

To effectively gather feedback on the AI system's performance, impacts, and unanticipated consequences, document clear practices for regularly engaging with relevant AI stakeholders, such as end-users, domain experts, and potentially impacted communities. 

Identify the specific stakeholder groups that are most relevant to the AI system, considering factors such as their level of interaction with the system, their domain expertise, and their potential to be impacted by the system's outputs or decisions. Develop a structured engagement plan that outlines the specific methods and channels for gathering feedback from each stakeholder group, such as surveys, focus groups, or user testing sessions.

Consider using value sensitive design (VSD) or other structured methodologies to ensure that the engagement process is inclusive and aligned with the organization's values and priorities. Document the engagement plan in detail, including the frequency and duration of each engagement activity, the specific questions or prompts that will be used to elicit feedback, and the process for analyzing and incorporating the feedback into the AI system's development and deployment.

Ensure that the engagement plan is regularly reviewed and updated as the AI system evolves or new stakeholder groups emerge, maintaining its effectiveness and relevance.

Example Controls and Evidence: 

Example Control 1: Development of Structured Engagement Procedures
Description: Create formal procedures for involving AI Stakeholders through structured methods like VSD, ensuring consistent stakeholder participation throughout the AI lifecycle.
Examples of Effective Evidence: 
• Engagement process documents detailing steps, methods, and responsibilities.
• Templates for stakeholder interviews, workshops, and feedback collection aligned with VSD principles.
• Communication plans scheduling regular engagement activities.
• Version-controlled process manuals.

Example Control 2: Implementation of Methodologies for Valuing Stakeholder Perspectives
Description: Use structured methodologies such as VSD to systematically incorporate stakeholder values, preferences, and concerns into system design, performance evaluation, and impact assessment, ensuring alignment with user needs.
Examples of Effective Evidence: 
• Data collection tools and guides applying VSD principles.
• Feedback analysis reports mapping stakeholder values to system features.
• Records of value-centered design iterations influenced by stakeholder input.
• Decision logs connecting stakeholder feedback to design modifications.

Example Control 3: Regular and Ongoing Stakeholder Engagement Activities
Description: Schedule and conduct ongoing engagement sessions—interviews, focus groups, co-design workshops—at key lifecycle stages to solicit feedback on performance, impacts, and unintended consequences, fostering active stakeholder participation throughout the AI system lifecycle.
Examples of Effective Evidence: 
• Meeting agendas and participation records.
• Workshop summaries, interview transcripts, and feedback forms.
• Engagement schedules and calendars.
• Feedback logs and responses documenting incorporation.

Example Control 4: Documentation and Integration of Stakeholder Feedback into Development
Description: Record stakeholder inputs, analyze findings, and integrate insights to modify system design, evaluate impacts, and mitigate risks accordingly, ensuring that user feedback effectively informs decision-making processes.
Examples of Effective Evidence: 
• Feedback and analysis reports linked to design change documentation.
• Traceability matrices connecting stakeholder inputs to system adjustments.
• Revised system specifications reflecting stakeholder values and concerns.
• Impact assessment updates that incorporate stakeholder feedback.

Example Control 5: Continuous Review and Improvement of Engagement Processes
Description: Regularly evaluate the effectiveness of stakeholder engagement activities, incorporate lessons learned, and refine processes to better capture unanticipated issues and stakeholder values, enhancing the organization's ability to respond to emerging concerns.
Examples of Effective Evidence: 
• Post-engagement surveys and feedback on process effectiveness.
• Lessons learned reports from stakeholder interactions.
• Process review schedules with documented updates.
• Records of improved methodologies or tools based on previous feedback.


Control Objective:

	Id
	Name
	Description

	MP-5.2.2
	Stakeholder Engagement and Mitigation
	The organization engages with relevant stakeholders to solicit context-specific insights and to develop action plans that detect, prevent, and mitigate potential risks, costs, or adverse impacts.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations begin engaging with relevant stakeholders to gain context-specific insights and develop targeted action plans for detecting, preventing, and mitigating AI system risks and impacts.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations enhance and formalize stakeholder engagement processes to ensure robust action plans are in place to detect, prevent, and mitigate potential risks, costs, or adverse impacts. This involves a comprehensive approach to soliciting context-specific insights from relevant stakeholders across the enterprise.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unused Context-Specific Insights
	Stakeholder context-specific insights are not used to develop action plans



Implementation Guidelines: 

Engage relevant stakeholders to enable context-specific insights and develop action plans that detect, prevent, and mitigate potential risks and impacts associated with the AI system. Involve stakeholders with different perspectives and expertise, such as end-users, domain experts, community representatives, and risk management professionals. 

Establish regular communication and collaboration channels to facilitate open and honest dialogue about potential risks and impacts, and to gather input on effective mitigation strategies. Develop a standardized framework for documenting the stakeholder engagement process and outcomes, including the specific methods, frequency, and participants involved, as well as identified risks, concerns, or suggestions for improvement.

Use the insights gained from stakeholder engagement to inform the development of targeted action plans for detecting, preventing, and mitigating potential risks and impacts. Ensure that these action plans are clearly documented, with specific roles, responsibilities, and timelines assigned. Regularly review and update the action plans as needed to maintain their effectiveness and relevance.

Example Controls and Evidence: 

Example Control 1: Structured Stakeholder Engagement Process
Description: Establish formal procedures for identifying stakeholders, defining engagement objectives, and selecting methods tailored to context-specific risk considerations.
Examples of Effective Evidence: 
• Stakeholder identification and engagement plans with defined objectives.
• Methodologies for targeted feedback collection such as interviews, workshops, or surveys.
• Engagement schedules and participation records.
• Documentation of stakeholder roles and responsibilities.

Example Control 2: Collection and Analysis of Context-Specific Insights
Description: Utilize tailored approaches to gather insights relevant to specific risk areas, analyzing data to identify potential risks, costs, or impacts, ensuring a comprehensive understanding of the context in which risks may arise.
Examples of Effective Evidence: 
• Feedback summaries highlighting particular risks or impacts based on stakeholder input.
• Data analysis reports identifying causes or sources of potential harm.
• Risk registers incorporating stakeholder insights.
• Structured analysis frameworks linking insights to mitigation strategies.

Example Control 3: Development of Action Plans for Risk Detection and Mitigation
Description: Create targeted action plans that address identified risks, costs, or impacts, including responsibilities, timelines, and measurable objectives to facilitate clear implementation and accountability.
Examples of Effective Evidence: 
• Formalized action plans with clear tasks, owners, and deadlines.
• Protocols for ongoing risk detection and control measures.
• Monitoring and review schedules to track plan implementation.
• Records demonstrating stakeholder input shaping action plans.

Example Control 4: Integration of Insights into Organizational Processes
Description: Incorporate stakeholder insights and resulting action plans into relevant risk management, operational, and compliance workflows to ensure proactive risk handling and alignment with organizational goals.
Examples of Effective Evidence: 
• Risk management reports reflecting stakeholder-derived risks and mitigation activities.
• Process maps showing integration of insights into decision-making workflows.
• Meeting minutes discussing stakeholder inputs and impact mitigation.
• System change logs aligned with action plans.

Example Control 5: Continuous Feedback and Improvement
Description: Regularly review engagement effectiveness, stakeholder feedback, and outcomes, updating strategies and action plans to adapt to new risks or changing contexts, fostering an agile approach to risk management.
Examples of Effective Evidence: 
• Feedback surveys on engagement effectiveness.
• Lessons learned reports from response activities.
• Updated engagement strategies based on past experiences.
• Records of plan adjustments addressing emerging or residual risks.
[bookmark: _Toc214874791]MEASURE / Methods and Metrics / Selecting and Prioritizing Measurements 

Control Objective:

	Id
	Name
	Description

	MS-1.1.1
	AI Risk Metrics and Measurement Selection
	The organization selects and prioritizes significant AI risks for measurement and monitoring, defining metrics and measurement approaches that consider the AI system's specific context, intended use, and potential impacts on stakeholders. The organization documents the rationale for the selection of specific metrics and measurement approaches, including their relevance, feasibility, and limitations in relation to the AI system and its associated risks. The organization determines that measurement and testing are complete when prioritized risks have been tested, measured, and tracked, and no new or serious risks have emerged.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin selecting and prioritizing significant AI risks associated with their limited AI applications for basic measurement and monitoring. This includes defining initial metrics and measurement approaches, considering the AI system's specific context, intended use, and potential impacts. The organization starts documenting the rationale for these selections, including relevance, feasibility, and limitations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently select and prioritize significant AI risks for measurement and monitoring, defining context-specific metrics and measurement approaches. The rationale for the selection of metrics and approaches is well-documented, considering relevance, feasibility, and limitations.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously selecting and prioritizing significant AI risks for measurement and monitoring, with real-time definition of context-specific metrics and measurement approaches based on data-driven insights. The rationale for the selection of metrics and approaches is dynamically documented, ensuring the highest level of relevance, feasibility, and transparency.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Inadequate Contextual Risk Measurement
	AI risk measurement and monitoring lacks specific context and stakeholder impacts



Implementation Guidelines: 

Identify and prioritize the most significant AI risks for measurement and monitoring based on the AI system's specific context, intended use, and potential impacts on stakeholders. Engage relevant stakeholders, such as domain experts, end-users, and risk management professionals, to gather input on the selection of risks and the development of appropriate metrics and measurement approaches.

Define clear, actionable, and context-specific metrics for each selected AI risk, considering factors such as data availability, technical feasibility, and alignment with organizational goals and values.

Note that measurement and testing are ongoing processes until prioritized risks have been tested, tracked, and monitored thoroughly, and no new or serious risks remain unaddressed. Ensure this is revisited regularly, especially when significant changes or new risks emerge, to confirm that testing and measurement are sufficient and comprehensive.

Document the rationale for the selection of specific metrics and measurement approaches, including their relevance, feasibility, limitations, and the criteria for determining when testing and measurement are complete, in relation to the AI system and its associated risks.

Example Controls and Evidence: 

Example Control 1: Risk Prioritization and Metrics Selection Framework
Description: Develop a structured framework for identifying, prioritizing, and selecting core risks based on severity, likelihood, stakeholder impact, and system context; include criteria for metrics relevance, feasibility, and limitations.
Examples of Effective Evidence: 
• Formal risk prioritization matrices with rationale for risk scores and assigned weights.
• Documented criteria and scoring scales used during risk prioritization sessions.
• Stakeholder input records informing risk importance and impact considerations.
• Revised risk assessments showing updated priorities as system or context evolve.

Example Control 2: Defined Metrics and Measurement Approaches Document
Description: Maintain comprehensive documentation detailing selected metrics, measurement methods, data sources, benchmarks, frequency, and acceptability thresholds, with explicit rationale and acknowledged limitations for each risk.
Examples of Effective Evidence: 
• Measurement plan or matrix linking risks to specific metrics, data sources, and collection methods.
• Documentation of the rationale for metric selection, relevance, and feasibility with limitations noted.
• Sample measurement reports demonstrating data collection and interpretation aligned with specified metrics.
• Review and approval records from risk, technical, and stakeholder representatives.

Example Control 3: Implementation and Tracking of Measurement Activities
Description: Execute measurement activities across prioritized risks, systematically tracking results over time, including dashboards, logs, and periodic assessment reports to detect emerging risks and changes in risk levels.
Examples of Effective Evidence: 
• Dashboards displaying metrics trends, thresholds, and alert triggers.
• Logs of measurement activities with timestamps, personnel, and data inputs/outputs.
• Periodic risk measurement reports summarizing findings and risk level updates.
• Risk tracking tools or repositories linking measurements to mitigation actions.

Example Control 4: Evidence of No New or Serious Risks and Risk Closure Criteria
Description: Establish and document criteria for declaring measurement completeness, confirming that all prioritized risks have been tested, tracked, and closed when severity diminishes or no new risks are identified—maintaining comprehensive records.
Examples of Effective Evidence: 
• Completion checklists and formal approval records indicating measurement closure for prioritized risks.
• Risk review meeting minutes validating that no new or serious risks have emerged.
• Assessment reports showing stability or reduction of risks post-measurement.
• Updated risk registers reflecting risk closure decisions with documented rationale.

Example Control 5: Continuous Review and Improvement of Metrics and Monitoring Approach
Description: Regularly review the effectiveness of selected metrics and measurement approaches, incorporate feedback, adjust as system or context changes, and document lessons learned for ongoing risk management refinement.
Examples of Effective Evidence: 
• Review reports evaluating metric relevance, limitations, and data quality.
• Stakeholder feedback logs on measurement process effectiveness.
• Revisions to measurement and monitoring protocols, with change records and approval documentation.
• Metrics dashboards or reports demonstrating improved risk detection accuracy over time.


Control Objective:

	Id
	Name
	Description

	MS-1.1.2
	Unmeasurable Risks and Rationale Documentation
	The organization identifies and documents AI risks and/or trustworthiness characteristics that cannot or will not be measured, along with the reasons for exclusion. Recognizing that some risks may be difficult to measure quantitatively, the organization also considers tracking these risks qualitatively to ensure they are acknowledged and monitored as appropriate.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage identify and document some AI risks and/or trustworthiness characteristics that cannot or will not be measured, along with reasons for the exclusion, although the documentation may not be comprehensive.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently identify and document AI risks and/or trustworthiness characteristics that cannot or will not be measured, providing clear and comprehensive reasons for the exclusion.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously identifying and documenting AI risks and/or trustworthiness characteristics that cannot or will not be measured, with real-time updates on reasons for exclusion based on data-driven insights. The documentation is seamlessly integrated into the organization's risk management framework, ensuring the highest level of transparency and accountability.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Excluded Risks
	AI risks excluded from measurement are undocumented and qualitative tracking is lacking



Implementation Guidelines: 

Identify AI risks and/or trustworthiness characteristics that cannot or will not be measured quantitatively due to technical limitations, resource constraints, or other factors. For risks that are difficult to quantify, establish qualitative tracking methods to document and monitor their potential impact and emergence over time.

Engage relevant stakeholders (e.g., technical experts, risk management professionals, business leaders) to gather input on the identification and assessment of these risks and characteristics. Document the reasons for excluding certain risks from measurement, providing clear justifications based on factors like technical feasibility, resource availability, and organizational priorities.

Establish a process for regularly reviewing and updating the list of excluded risks and characteristics to ensure it remains relevant and appropriate as the AI system and its context evolve. For further guidance on qualitative tracking approaches, refer to MEASURE 3.2.

Example Controls and Evidence: 

Example Control 1: Risks and Trustworthiness Characteristics Exclusion Log
Description: Maintain a documented register of AI risks and trustworthiness characteristics that are excluded from quantitative measurement, including detailed reasons for their exclusion and the context of their assessment.
Examples of Effective Evidence: 
• Exclusion log with entries specifying the risk/characteristic, reason for exclusion, and responsible owner.
• Supporting analysis documents explaining measurement challenges or criteria for exclusion.
• Periodic review records where excluded risks are reassessed for potential measurement options or changes in context.
• Sign-off documentation from risk and technical owners on the exclusions.

Example Control 2: Qualitative Monitoring Plan for Unmeasurable Risks
Description: Develop and maintain a plan that defines qualitative indicators, review activities, and stakeholder inputs to monitor excluded risks/traits, ensuring ongoing recognition and oversight.
Examples of Effective Evidence: 
• Qualitative monitoring framework describing indicators, review frequency, and responsible parties.
• Meeting minutes and review logs documenting qualitative assessments and stakeholder discussions.
• Reports summarizing qualitative assessments, emerging concerns, and actions taken.
• Methodologies, such as expert judgment, scenario analysis, or stakeholder interviews, documented and applied.

Example Control 3: Justification and Rationale Documentation
Description: For every excluded risk or characteristic, document the specific reasons such as measurement complexity, data limitations, or contextual constraints, with rationale approved by relevant governance or risk committees.
Examples of Effective Evidence: 
• Records of decision memos or approval forms outlining reasons for exclusion.
• Reference documents or risk assessment reports with explicit mention of measurement challenges or decision justifications.
• Audit trails demonstrating periodic review of exclusion rationale.
• Linkages between exclusion rationale and organizational policies or standards.

Example Control 4: Stakeholder Engagement and Feedback on Exclusions
Description: Incorporate feedback from cross-functional stakeholders (e.g., domain experts, community representatives) regarding unmeasured risks or trustworthiness traits, and document their input and resultant actions.
Examples of Effective Evidence: 
• Stakeholder meeting records or interviews discussing unmeasured but acknowledged risks.
• Feedback logs with documented concerns and responses related to unmeasurable characteristics.
• Updated risk or trustworthiness registers reflecting stakeholder input or suggested measurement approaches.
• Reports showing incorporation of stakeholder insights into ongoing monitoring activities.

Example Control 5: Escalation and Review Process for Unmeasured Risks and Characteristics
Description: Establish a formal process for escalating concerns about unmeasured risks or trustworthiness traits, including periodic reviews, to ensure continued acknowledgment and appropriate oversight.
Examples of Effective Evidence: 
• Escalation protocols and review schedules documented in governance policies.
• Meeting minutes and review records confirming discussions and decisions about unmeasurable risks or traits.
• Remediation or mitigation plans developed following recognition of high-impact unmeasured risks.
• Tracking logs demonstrating review cycles, updates, and action closure related to unmeasurable characteristics.
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Control Objective:

	Id
	Name
	Description

	MS-1.2.1
	Error and Incident Data Analysis
	The organization collects and analyzes error reports, incidents, and potential impacts associated with its AI systems, using this information to assess the effectiveness of existing risk controls and the validity of current metrics. Recognizing that metrics can be subject to issues such as calibration drift, bias, measurement uncertainty, and Goodhart's law, the organization regularly reviews whether the metrics remain meaningful and reliable in the evolving context.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin collecting and analyzing error reports, incidents, and potential impacts associated with their limited AI systems to assess the effectiveness of existing risk controls and the validity of basic metrics. They begin to recognize that metrics can be subject to issues and start the process of regularly reviewing whether the metrics remain meaningful and reliable.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently collect and analyze error reports, incidents, and potential impacts associated with their AI systems, using this information to assess the effectiveness of existing risk controls, identify areas for improvement, and regularly review the appropriateness of AI metrics. Assessments consider changes in the AI system, its context of use, and the evolving risk landscape.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously collecting and analyzing error reports, incidents, and potential impacts associated with their AI systems in real-time, dynamically assessing the effectiveness of existing risk controls, identifying areas for improvement, and reviewing the appropriateness of AI metrics based on data-driven insights. These processes are seamlessly integrated into the organization's risk management framework, ensuring proactive optimization and adaptation to changes in the AI system, its context of use, and the evolving risk landscape.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Unvalidated Risk Metrics
	Error reports and incidents are not analyzed to validate risk metrics



Implementation Guidelines: 

Establish processes and systems to collect and analyze error reports, incidents, and potential impacts related to the organization’s AI systems. Develop standardized templates and procedures to capture relevant information, including the nature of errors, their potential impacts, and the effectiveness of risk controls.

Pay particular attention to issues within the measurement process itself (e.g., calibration problems, bias, measurement uncertainty, and the risk of metrics becoming gamified or less meaningful due to Goodhart's law). To address these concerns, involve technical experts, impacted entities and stakeholders to understand whether metrics remain valid and aligned with real-world outcomes.

Regularly review the collected data and assess the appropriateness of existing metrics, engaging technical experts, risk management professionals, and impacted communities to gain different perspectives. Use insights from these reviews to update and refine metrics, risk controls, and management strategies, ensuring they stay relevant and effective as the AI system and its environment evolve.

Example Controls and Evidence: 

Example Control 1: Error and Incident Reporting and Analysis Process
Description: Implement a formal process to systematically collect, categorize, and analyze error reports, system incidents, and impact assessments, linking findings to existing risk controls and metrics for ongoing effectiveness evaluation.
Examples of Effective Evidence: 
• Incident and error logs with detailed descriptions, timestamps, and root cause analyses.
• Analysis reports connecting incidents to specific metrics or controls, including effectiveness assessments.
• Corrective action records and follow-up reviews demonstrating how findings led to control improvements.
• Periodic summaries showing trends, recurring issues, and areas needing attention.

Example Control 2: Metrics Validity and Reliability Review Framework
Description: Establish a structured review process to periodically evaluate the relevance, calibration, and reliability of metrics against observed incidents, errors, and stakeholder feedback, adjusting or replacing metrics as needed.
Examples of Effective Evidence: 
• Review schedules and assessment reports evaluating metric relevance, bias, and calibration accuracy.
• Documentation highlighting issues such as drift, bias, or measurement uncertainty identified during review.
• Adjusted metrics, revised thresholds, or replaced measurement approaches with documented rationales.
• Stakeholder feedback/validation records confirming metric meaningfulness.

Example Control 3: Calibration and Measurement Uncertainty Monitoring
Description: Implement ongoing calibration checks and measurement uncertainty assessments for key metrics, using control samples, benchmarks, and external data sources to detect drift or degradation over time.
Examples of Effective Evidence: 
• Chemistry or statistical control charts tracking metric stability over time.
• Calibration reports and validation datasets demonstrating ongoing measurement accuracy.
• Records of recalibration activities or adjustments based on drift detection.
• Inclusion of measurement uncertainty estimates in reporting metrics and decision thresholds.

Example Control 4: Goodhart's Law and Bias Mitigation Measures
Description: Document the consideration of Goodhart’s law, recognizing that optimizing for specific metrics can distort system behavior, and implement mitigation strategies such as multi-metric approaches, adversarial testing, and stakeholder validation.
Examples of Effective Evidence: 
• Strategy documents describing multi-metric evaluation approaches and adversarial testing procedures.
• Recorded strikes or simulation exercises probing metric manipulation or unintended system behaviors.
• Analysis reports indicating metrics’ susceptibility to gaming or bias and corresponding mitigation actions.
• Demonstrations of stakeholder review sessions validating that metrics still reflect real-world performance.

Example Control 5: Continuous Improvement and Feedback Loop
Description: Use insights from incident analysis and metric evaluations to update, replace, or refine metrics and control measures, ensuring continued relevance aligned with system evolution and stakeholder needs; document lessons learned and process adjustments.
Examples of Effective Evidence: 
• Change logs documenting metric updates, criteria modifications, or control enhancements.
• Review meeting minutes discussing lessons learned and decisions regarding metric adaptations.
• Onboarding and training updates incorporating lessons on metric limitations and new measurement strategies.
• Periodic management review reports confirming ongoing assessment and adaptation efforts.
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Control Objective:

	Id
	Name
	Description

	MS-1.3.1
	Independent Expert Evaluation and Stakeholder Consultation
	The organization involves internal experts (external to front-line development) and independent assessors, including robust testing functions, in the regular assessment and updating of AI metrics and risk controls. Concurrently, it determines the need for consultation with domain experts, users, AI stakeholders external to the development team, and affected communities, based on risk appetite. This approach leverages multidisciplinary, unbiased insights to ensure a comprehensive understanding of potential impacts and the adequacy of risk management measures.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage begin the foundational process of involving internal experts (separate from the development team) and/or independent assessors in the basic assessment of AI metrics and risk controls.

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations more formally involve internal experts and/or independent assessors in the assessment and update AI metrics and risk controls for their limited AI applications. This includes engaging a broader range of domain experts and users to gather multidisciplinary perspectives on the appropriateness and effectiveness of these controls.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently involve internal experts who were not part of the front-line development team and/or independent assessors in the regular assessment and updating of AI metrics and risk controls, leveraging their insights for an unbiased evaluation. This includes engaging domain experts, users, and other relevant AI stakeholders external to the development and deployment team to gather multidisciplinary perspectives on the appropriateness and effectiveness of AI metrics and risk controls.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for seamlessly involving internal experts who were not part of the front-line development team and/or independent assessors in the continuous assessment and updating of AI metrics and risk controls, with real-time leveraging of their insights for an unbiased evaluation based on data-driven insights. The engagement of domain experts, users, and other relevant AI stakeholders external to the development and deployment team is deeply integrated into these processes, ensuring the highest level of multidisciplinary perspectives, appropriateness, and effectiveness of AI metrics and risk controls.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Inadequate Independent Review and Stakeholder Consultation
	Independent experts are not involved in AI metrics and risk controls, or stakeholder consultation is insufficient



Implementation Guidelines: 

Identify and engage internal experts (e.g., risk management, legal, compliance, independent testing functions) who were not part of the front-line development team, to participate in the regular assessment and updating of AI metrics and risk controls. Establish processes for involving independent assessors, such as third-party auditors or dedicated testing units with clear authority and independence, defining clear selection criteria based on expertise, reputation, and independence.

Determine the need for consultation with domain experts, users, AI stakeholders external to the development and deployment team, and affected communities during assessments, aligning with the organization's risk appetite and tolerance. Identify specific stakeholder groups based on the AI system's nature, potential impact, and risk management priorities.

Develop a comprehensive framework for collaboration among internal experts, independent assessors, and the AI development/deployment team. Concurrently, create stakeholder engagement plans outlining methods and frequency of consultation, considering system complexity, potential adverse impacts, and stakeholder interest. Establish clear communication channels and feedback mechanisms to effectively capture and incorporate all expert and stakeholder input into the assessment process.

Example Controls and Evidence: 

Example Control 1: Independent Expert Assessment of AI Metrics
Description: Engage independent experts to conduct regular evaluations of AI performance metrics and risk controls, ensuring objectivity and adherence to industry best practices in risk management.
Examples of Effective Evidence: 
• Reports detailing the findings from independent assessments of AI metrics.
• Documentation of metrics evaluated, including historical comparisons and performance trends.
• Records of expert qualifications, including credentials and areas of expertise.
• Action plans developed in response to expert recommendations, including implementation timelines.

Example Control 2: Stakeholder Consultation Framework
Description: Establish a framework for consulting with stakeholders, including domain experts, users, and affected communities, to gather insights and feedback on AI system performance and associated risks.
Examples of Effective Evidence: 
• Consultation plans that outline stakeholder engagement strategies and timelines.
• Minutes or summaries of meetings held with stakeholders detailing discussions and insights.
• Feedback surveys distributed to stakeholders, including analysis of responses received.
• Documentation of how stakeholder feedback influenced risk management decisions or practices.

Example Control 3: Comprehensive Risk Assessment Processes
Description: Implement robust risk assessment processes that involve multidisciplinary teams, including both internal experts and independent assessors, to evaluate potential impacts and effectiveness of existing risk controls.
Examples of Effective Evidence: 
• Risk assessment reports generated from team evaluations, including methodologies used.
• Risk matrix or dashboard tracking identified risks versus implemented controls.
• Records of team composition, including roles and expertise areas represented in assessments.
• Follow-up actions taken based on assessment results, with corresponding documentation.

Example Control 4: Training and Development for Expert Evaluators
Description: Provide ongoing training and professional development for internal experts to ensure they remain knowledgeable about the latest trends, challenges, and best practices in AI risk management and assessment.
Examples of Effective Evidence: 
• Training materials and agendas used in professional development sessions for experts.
• Attendance records showing participation in training programs and workshops.
• Feedback from participants regarding the relevance and effectiveness of training provided.
• Certifications or qualifications obtained by internal experts through completed training.

Example Control 5: Documentation and Review of Consultation Outcomes
Description: Maintain comprehensive documentation of all stakeholder consultations and expert evaluations, regularly reviewing outcomes to enhance risk management practices and adapt to evolving contexts.
Examples of Effective Evidence: 
• Comprehensive records of consultation sessions, including participant lists and discussion points.
• Evaluation reports summarizing the integration of stakeholder input into AI system design or risk management.
• Change logs that detail modifications made to risk controls based on expert and stakeholder feedback.
• Reviews conducted on the effectiveness of consultation processes, including actions taken to address identified gaps.
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Control Objective:

	Id
	Name
	Description

	MS-2.1.1
	TEVV Test Data and Metrics Documentation
	The organization documents test sets and metrics used during the testing, evaluation, verification, and validation (TEVV) of its AI systems. The documentation includes relevant information on test sets, such as data sources, preparation techniques, data splits (e.g., training, validation, and testing), and identified constraints or limitations. Metrics are documented with clear definitions, formulas, and rationale, along with any assumptions and limitations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage document test sets, metrics, and tools used during the TEVV of their AI systems, including some relevant information on test sets, metrics, and acknowledged assumptions, limitations, or potential biases, although the documentation may not be comprehensive.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations comprehensively document test sets, metrics, and tools used during the TEVV of their AI systems, including detailed information on test sets, metrics, and acknowledged assumptions, limitations, or potential biases. The documentation is well-structured, regularly updated, and easily accessible to relevant stakeholders.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously documenting test sets, metrics, and tools used during the TEVV of their AI systems in real-time, with comprehensive information on test sets, metrics, and acknowledged assumptions, limitations, or potential biases dynamically updated based on data-driven insights. The documentation is seamlessly integrated into the organization's knowledge management systems, ensuring the highest level of transparency, accessibility, and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Incomplete Test Documentation
	Documentation of test sets and metrics is incomplete or lacking



Implementation Guidelines: 

Establish a standardized process for documenting test sets and metrics used during the testing, evaluation, verification, and validation (TEVV) of AI systems. Develop templates or guidelines that specify the required information to be captured, such as data sources, preparation techniques, data splits, and identified constraints or limitations for test sets.

Define a consistent format for documenting metrics, including clear definitions, formulas, and rationale, along with acknowledged assumptions, limitations, or potential biases. Assign responsibility for maintaining and updating this documentation to designated individuals or teams, and establish a review process to ensure accuracy and completeness.

Example Controls and Evidence: 

Example Control 1: Comprehensive Documentation of Test Sets
Description: Maintain detailed documentation of all test sets used during the TEVV processes, including information on data sources, preparation techniques, data splits, and any identified constraints or limitations.
Examples of Effective Evidence: 
• Test set documentation including data source citations and preparation details.
• Records of data splits, including quantities for training, validation, and testing sets.
• Limitations and constraints reports related to each test set, identifying potential impacts on outcomes.
• Version control logs showing updates made to test set documentation.

Example Control 2: Metric Definition and Rationale Documentation
Description: Document all metrics utilized during the TEVV processes, providing clear definitions, formulas, and the rationale for their selection, including assumptions and limitations related to their use.
Examples of Effective Evidence: 
• Metric reference guides that include definitions, formulas, and applicability contexts.
• Documentation of selection criteria used to choose specific metrics for evaluation.
• Records of stakeholder reviews of metric definitions and rationales, including feedback provided.
• Revision logs indicating changes made to metric documentation and the reasoning behind them.

Example Control 3: Testing Tools and Environment Configuration
Description: Document the tools and environments used during the testing, evaluation, verification, and validation of AI systems, outlining configurations and settings relevant to the TEVV processes.
Examples of Effective Evidence: 
• Configuration documentation detailing software and hardware settings used during testing.
• Logs of testing tool versions and updates applied throughout the testing lifecycle.
• Test environment specifications, including data storage, computational resources, and dependencies.
• Records of tool evaluations or validations to ensure they meet intended testing requirements.

Example Control 4: Process for Data Preparation and Cleaning
Description: Document the processes employed for data preparation and cleaning before testing, including techniques used, transformation methods, and any challenges encountered.
Examples of Effective Evidence: 
• Data preparation protocols that outline steps taken to clean and prepare data.
• Transformation logs detailing specific changes made to the original data set.
• Reports on challenges faced during data preparation and solutions implemented.
• Validation reports indicating that prepared data meets quality benchmarks for testing.

Example Control 5: Continuous Review of TEVV Documentation
Description: Implement periodic reviews of TEVV documentation to ensure completeness, accuracy, and relevance, making updates as necessary to reflect current practices and findings.
Examples of Effective Evidence: 
• Scheduled review records showing timelines and participants involved in documentation assessments.
• Updated documentation reflecting revisions made based on review findings.
• Feedback forms from reviewers assessing the clarity and completeness of TEVV documentation.
• Audit trails showing historical changes and the reasoning behind updates.


Control Objective:

	Id
	Name
	Description

	MS-2.1.2
	2. TEVV Tools and Configuration Documentation
	The documentation of tools used during TEVV includes details on the software packages, libraries, frameworks, and hardware components employed, specifying their versions, configurations, and implemented customizations. The organization confirms that the tools and their configurations are appropriate for the specific AI system and its intended use case.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage document tools used during TEVV, including some details on the software packages, libraries, frameworks, and hardware components employed, specifying their versions, configurations, and implemented customizations, although the documentation may not be comprehensive. The organization ensures that the tools and their configurations are appropriate for the specific AI system and its intended use case to some extent.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations comprehensively document tools used during TEVV, including detailed information on the software packages, libraries, frameworks, and hardware components employed, specifying their versions, configurations, and implemented customizations. The organization consistently ensures that the tools and their configurations are appropriate for the specific AI system and its intended use case.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously documenting tools used during TEVV in real-time, with comprehensive information on the software packages, libraries, frameworks, and hardware components employed, specifying their versions, configurations, and implemented customizations dynamically updated based on data-driven insights. The organization dynamically ensures that the tools and their configurations are appropriate for the specific AI system and its intended use case, with seamless integration into the organization's development and deployment frameworks.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Inappropriate or Undocumented Tool Use
	TEVV tool documentation is incomplete and appropriateness unconfirmed



Implementation Guidelines: 

Document the details of tools used during TEVV, including software packages, libraries, frameworks, and hardware components. Specify the versions, configurations, and implemented customizations for each tool to ensure reproducibility and traceability.

Establish a process for evaluating and selecting appropriate tools for each AI system and its intended use case. This process should consider factors such as the tool's capabilities, compatibility with existing infrastructure, and alignment with industry best practices and regulatory requirements. Maintain records of the tool selection process, including the rationale for chosen tools and any identified limitations or risks.

Example Controls and Evidence: 

Example Control 1: Establishment of Tool Documentation Standards
Description: Develop templates and procedures for recording comprehensive details of all TEVV tools, ensuring consistent and complete documentation.
Examples of Effective Evidence: 
• Tool inventory templates including version, configuration, and customization details.
• Standard procedures for documentation and revision control.
• Version-controlled records of tool configurations and updates.
• Checklists for required documentation elements.

Example Control 2: Documentation of Tool Details and Configurations
Description: Record precise information on each tool’s version, configuration parameters, and any customizations or tuning applied to ensure clarity and retrievability for future reference.
Examples of Effective Evidence: 
• Configuration files and logs with version and parameter details.
• Change logs documenting modifications and their justifications.
• Tool setup manuals aligned with system use case requirements.
• Audit trails of configuration changes.

Example Control 3: Validation of Tool Appropriateness for System and Use Case
Description: Assess and document that each tool and configuration is suitable for the AI system’s characteristics, performance needs, and risk considerations before deployment or testing, ensuring alignment with operational requirements.
Examples of Effective Evidence: 
• Evaluation reports confirming tool suitability against system requirements.
• Validation checklist comparing tool capabilities to use case needs.
• Sign-offs from technical leads verifying appropriateness.
• Test results demonstrating effective operation with selected configurations.

Example Control 4: Regular Review and Maintenance of Tool Documentation
Description: Schedule ongoing reviews to ensure documentation remains up-to-date with system changes, new tool versions, and evolving use cases, thus maintaining the accuracy and relevance of information.
Examples of Effective Evidence: 
• Review schedules with review completion logs.
• Updated documentation following tool upgrades or configuration changes.
• Change approval records for modifications.
• Feedback logs from system operators or testers.

Example Control 5: Implementation of Controls for Tool Integrity and Validation
Description: Implement procedures to verify the integrity, compatibility, and correct configurations of tools over time, including periodic audits and validation activities to ensure they continue to meet operational needs.
Examples of Effective Evidence: 
• Validation reports assessing tool integrity and configuration correctness.
• Audit logs of configuration checks and validations.
• Monitoring dashboards tracking tool performance and compliance.
• Records of corrective actions following validation findings.


Control Objective:

	Id
	Name
	Description

	MS-2.1.3
	Centralized TEVV Repository and Access
	The organization maintains a centralized repository for TEVV documentation, promoting accessibility to relevant stakeholders and enabling updates and version control as the AI system evolves. The repository is organized to facilitate efficient retrieval and review of TEVV documentation, and access controls are implemented to ensure data security and privacy.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations maintain a centralized repository for TEVV documentation, promoting accessibility to relevant stakeholders and enabling updates and version control as the AI system evolves. The repository is well-organized, facilitating efficient retrieval and review of TEVV documentation, and access controls are consistently implemented to ensure data security and privacy.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for maintaining a dynamic, centralized repository for TEVV documentation, with real-time accessibility to relevant stakeholders and seamless updates and version control as the AI system evolves. The repository is intelligently organized, enabling efficient retrieval and review of TEVV documentation based on data-driven insights, and access controls are dynamically optimized to ensure the highest level of data security and privacy.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient Centralized Repository
	Centralized TEVV documentation repository and access controls are insufficient



Implementation Guidelines: 

Establish a centralized, secure repository for storing, managing, and linking TEVV documentation to the AI inventory, ensuring comprehensive management and traceability of AI systems and their validation processes. Organize the repository using a clear structure with categories such as AI system, development stage, and document type to facilitate efficient retrieval, review, and updates.

Implement access controls and security measures to safeguard sensitive information, ensuring that only authorized personnel can access or modify the documentation. Enforce version control mechanisms to accurately track changes, updates, and maintain an audit trail of modifications and approvals over time.

Example Controls and Evidence: 

Example Control 1: Establishment of a Centralized TEVV Documentation Repository
Description: Develop and implement a digital repository that consolidates all TEVV-related documents with organized structure, version control, and user access management.
Examples of Effective Evidence: 
• Approved platform or system for document storage with role-based access controls.
• Folder structures and metadata tags for efficient retrieval.
• Version control logs showing updates over time.
• User access logs and permission settings.

Example Control 2: Organization and Structuring of Documentation for Ease of Use
Description: Organize the TEVV documents logically (e.g., by system component, lifecycle stage, or assessment type) to enable quick and easy retrieval for review and update by relevant stakeholders.
Examples of Effective Evidence: 
• Clear folder and naming conventions.
• Indexes or catalogs summarizing document contents and locations.
• Search functionality supporting keyword and metadata searches.
• Indexing tools and tagging systems.

Example Control 3: Support for Updates and Version Management
Description: Implement procedures and tools to manage document revisions, track updates, and maintain a complete history of change to ensure transparency and accountability in the documentation process.
Examples of Effective Evidence: 
• Version histories linked to document files.
• Change logs indicating updates, authors, and approval dates.
• Revision approval workflows.
• Release notes for major updates.

Example Control 4: Access Controls and Data Privacy Measures
Description: Enforce role-based access controls and data confidentiality policies to protect sensitive information stored within the repository from unauthorized access and potential breaches.
Examples of Effective Evidence: 
• Access control lists and permissions configuration logs.
• Authentication and login records.
• Data masking or encryption measures for confidential information.
• Audit logs documenting access and activity.

Example Control 5: Periodic Review and Maintenance of the Repository
Description: Schedule regular audits and reviews to verify repository integrity, completeness, and relevance of TEVV documentation, and to implement improvements as systems evolve in response to organizational needs and regulatory requirements.
Examples of Effective Evidence: 
• Review schedules and audit reports.
• Updated metadata and documentation indexing.
• Feedback from users on repository usability.
• Records of system upgrades or reorganization activities.
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Control Objective:

	Id
	Name
	Description

	MS-2.2.1
	Human Subject Use and Consent
	The organization conducts evaluations involving human subjects—potentially including focus groups, small group studies, UI/UX research, surveys for publications, structured experiments, large-scale A/B testing, or extensive human data collection—in compliance with relevant laws, regulations, guidelines, and organizational policies. It ensures clear communication of the purpose, nature, risks, and benefits to participants, protection of any human-subjects data, and obtaining informed consent prior to participation. The organization documents the specific requirements followed, the consent procedures used, and the nature of the research to ensure transparency and adherence to standards.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin conducting basic evaluations involving human subjects for their limited AI applications, ensuring compliance with fundamental guidelines and data privacy regulations. This includes communicating the purpose and nature of the evaluation to participants, protecting any human-subjects data, and obtaining informed consent.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently conduct evaluations involving human subjects in compliance with relevant laws, regulations, guidelines, and organizational policies related to human subject protection and informed consent. This includes providing clear information to subjects about the purpose, nature, and potential risks and benefits of the evaluation, and obtaining informed consent before proceeding. The organization comprehensively documents the specific requirements followed and consent procedures used.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting evaluations involving human subjects in compliance with relevant laws, regulations, guidelines, and organizational policies related to human subject protection and informed consent, with real-time monitoring and dynamic adjustments based on data-driven insights. This includes providing clear, accessible information to subjects about the purpose, nature, and potential risks and benefits of the evaluation, and obtaining informed consent before proceeding. The organization dynamically documents the specific requirements followed and consent procedures used, with seamless integration into the organization's research and development frameworks, ensuring the highest level of  conduct and human subject protection.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Non-Compliant Human Evaluations
	Evaluations involving human subjects are non-compliant and lack consent or transparency



Implementation Guidelines: 

Establish a clear process for conducting evaluations involving human subjects (e.g., focus groups, small studies, UI/UX research, surveys, structured experiments, large-scale A/B testing, or extensive data collection) that complies with relevant laws, regulations, guidelines, and organizational policies on human subject protection and informed consent. Develop standardized templates for informed consent and participant information sheets, ensuring they provide clear, accessible information about the purpose, nature, risks, and benefits of the evaluation. 

Assign responsibility for overseeing this process to a designated individual or team, such as an institutional review board, equipped with the necessary expertise and authority to review, approve, monitor ongoing evaluations, and address any issues. Maintain detailed documentation of the requirements followed, the consent procedures used, and the nature of each evaluation to ensure transparency and compliance.

Example Controls and Evidence: 

Example Control 1: Development of Human Subjects Research Policies and Procedures
Description: Create formal policies and procedures for conducting human-involved evaluations, ensuring adherence to legal and organizational standards.
Examples of Effective Evidence: 
• Approved research policies referencing relevant laws, regulations, and standards.
• Standard operating procedures (SOPs) for planning, conducting, and documenting human evaluations.
• Checklists for compliance verification prior to study initiation.
• Policy review and update schedules.

Example Control 2: Clear Communication and Informed Consent Processes
Description: Develop standardized communication materials and procedures to inform participants of purpose, risks, benefits, data use, and their rights, ensuring informed consent is obtained prior to participation in any evaluations or research activities.
Examples of Effective Evidence: 
• Consent forms detailing purpose, risks, benefits, and data handling.
• Scripts used to explain research to participants.
• Records of participant disclosures and consent signatures.
• Scripts or FAQs addressing participant questions.

Example Control 3: Protecting Human-Subject Data and Ensuring Confidentiality
Description: Implement measures to secure personal data, anonymize or pseudonymize data, and control access, in accordance with privacy regulations and organizational policies to protect participant confidentiality and ensure proper handling of sensitive information.
Examples of Effective Evidence: 
• Data handling policies detailing privacy protections.
• Data anonymization or pseudonymization procedures.
• Access control logs and data security audit reports.
• Confidentiality agreements with personnel.

Example Control 4: Documentation of Requirements, Procedures, and Research Details
Description: Record the specific requirements followed, including review approvals, procedures used for informed consent, and detailed descriptions of the study scope and method to maintain transparency and accountability in the research process.
Examples of Effective Evidence: 
• Review approval documents (e.g., IRB or equivalent).
• Consent procedure protocols and participant records.
• Study design and methodology documentation.
• Logs of protocol adherence and deviations.

Example Control 5: Ongoing Review and Compliance Monitoring
Description: Regularly review evaluation practices, update processes based on lessons learned or regulatory updates, and monitor compliance with standards to enhance the integrity and effectiveness of research involving human subjects.
Examples of Effective Evidence: 
• Review schedules, meeting minutes, and audit reports.
• Updated policies and procedures reflecting changes.
• Feedback from participants and stakeholders.
• Records of adverse events or protocol violations and corrective actions.


Control Objective:

	Id
	Name
	Description

	MS-2.2.2
	Representation and Recruitment Process
	The organization takes steps to ensure human subjects involved in AI system evaluations are sufficiently representative of the relevant population. It documents the recruitment and selection process used, including the criteria applied to promote a balanced and representative sample. The organization acknowledges limitations or potential biases in the subject population that could not be fully addressed.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin taking initial steps to ensure that human subjects involved in AI system evaluations for their limited AI applications are generally representative of the intended user base. This includes basic documentation of the recruitment and selection process and a general awareness of potential biases.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently take steps to ensure human subjects involved in AI system evaluations are sufficiently representative of the relevant population, considering factors such as demographics, background, and domain expertise. The organization comprehensively documents the recruitment and selection process used, including the criteria applied to promote a balanced and representative sample, and acknowledges limitations or potential biases in the subject population that could not be fully addressed.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously ensuring human subjects involved in AI system evaluations are sufficiently representative of the relevant population, considering factors such as demographics, background, and domain expertise, with real-time monitoring and dynamic adjustments based on data-driven insights. The organization dynamically documents the recruitment and selection process used, including the criteria applied to promote a balanced and representative sample, and proactively acknowledges limitations or potential biases in the subject population that could not be fully addressed, with seamless integration into the organization's research and development frameworks, ensuring the highest level of representativeness and transparency.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Unrepresentative Human Subjects
	Human subjects are not sufficiently representative of relevant populations



Implementation Guidelines: 

Develop a recruitment and selection process for human subjects involved in AI system evaluations that promotes a balanced and representative sample of the relevant population. Identify the key demographic and domain-specific factors to consider when selecting participants, and establish clear criteria for inclusion and exclusion based on these factors.

Utilize a variety of recruitment methods, such as targeted advertising, community outreach, and partnerships with relevant organizations, to reach a multidisciplinary pool of potential participants. Document the recruitment and selection process, including the specific criteria applied and any challenges or limitations encountered in achieving a fully representative sample. Acknowledge any remaining limitations or potential biases in the subject population and consider strategies for mitigating their impact on the evaluation results.

Example Controls and Evidence: 

Example Control 1: Development of a Recruitment and Selection Framework
Description: Establish formal processes and criteria for recruiting and selecting human subjects that aim to ensure representativeness and balance relative to the target population.
Examples of Effective Evidence: 
• Recruitment and selection policies emphasizing representativeness.
• Criteria checklists applied during participant selection.
• Sampling strategies documented in protocols (e.g., stratified sampling, quotas).
• Version-controlled recruitment guidelines.

Example Control 2: Documentation of Participant Recruitment and Selection Process
Description: Record specific methods, criteria, and procedures used in recruiting and selecting subjects, including demographic and contextual considerations to ensure transparency and reproducibility in the recruitment process.
Examples of Effective Evidence: 
• Recruitment logs and screening questionnaires.
• Inclusion/exclusion criteria documentation.
• Sampling plans demonstrating attempts to promote representativeness.
• Records of outreach efforts to various subpopulations.

Example Control 3: Acknowledgment of Limitations and Biases
Description: Clearly document any known limitations, biases, or gaps in the participant population that could not be fully mitigated, and describe the potential impact on evaluation results to inform stakeholders and contextualize findings.
Examples of Effective Evidence: 
• Bias assessment reports highlighting representativeness gaps.
• Limitations section in evaluation reports.
• Stakeholder or reviewer acknowledgments of potential biases.
• Action plans for future mitigation where possible.

Example Control 4: Evaluation and Validation of Sample Representativeness
Description: Conduct analyses to compare participant demographics and characteristics against the target population to assess representativeness, and document findings to identify disparities and inform future recruitment strategies.
Examples of Effective Evidence: 
• Statistical comparison reports (e.g., demographic distributions).
• Traceability matrices linking sample characteristics to target population features.
• Gap analysis reports with recommendations for future sampling.
• Validation dashboards displaying representativeness metrics.

Example Control 5: Continuous Improvement and Reporting of Sampling Practices
Description: Periodically review recruitment and sampling processes, incorporate lessons learned, and update procedures to improve representativeness in future evaluations to enhance the validity and generalizability of research outcomes.
Examples of Effective Evidence: 
• Review meeting minutes and improvement action logs.
• Updated recruitment and sampling protocols reflecting best practices.
• Feedback from participants and evaluators.
• Records of adjustments made to address biases or gaps.


Control Objective:

	Id
	Name
	Description

	MS-2.2.3
	Adverse Event Monitoring and Review
	The organization has procedures in place to monitor for and document adverse events or unintended consequences experienced by human subjects during the evaluation process, such as errors in testing or negative impacts. It takes appropriate measures to address and mitigate these issues when they occur. The organization conducts post-evaluation reviews to identify lessons learned from any adverse events in order to drive improvements to its human subject evaluation practices.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have well-established procedures in place to monitor for and document adverse events or unintended consequences experienced by human subjects during the evaluation process, such as errors in testing or negative impacts. The organization consistently takes appropriate measures to address and mitigate these issues when they occur and conducts post-evaluation reviews to identify lessons learned from any adverse events in order to drive improvements to its human subject evaluation practices.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated procedures in place to continuously monitor for and document adverse events or unintended consequences experienced by human subjects during the evaluation process, such as errors in testing or negative impacts, with real-time alerts and dynamic adjustments based on data-driven insights. The organization proactively takes appropriate measures to address and mitigate these issues when they occur and conducts post-evaluation reviews to identify lessons learned from any adverse events in order to drive improvements to its human subject evaluation practices, with seamless integration into the organization's research and development frameworks, ensuring the highest level of human subject protection and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Human Impact Monitoring
	Procedures are inadequate to monitor and document adverse events with human subjects



Implementation Guidelines: 

Establish procedures for monitoring and documenting adverse events or unintended consequences experienced by human subjects during the evaluation process. Develop clear definitions and criteria for identifying and classifying adverse events, and train evaluation staff to recognize and report these incidents promptly.

Implement a system for tracking and investigating reported adverse events, including procedures for providing appropriate support and follow-up to affected participants. Establish a process for conducting post-evaluation reviews to identify lessons learned from any adverse events and develop recommendations for improving the organization's human subject evaluation practices. Ensure that these recommendations are communicated to relevant stakeholders and incorporated into future evaluation plans and protocols.

Example Controls and Evidence: 

Example Control 1: Establishment of Incident Monitoring and Documentation Procedures
Description: Develop formal processes for real-time monitoring, recording, and documenting adverse events, errors, or negative impacts on human subjects during evaluation activities.
Examples of Effective Evidence: 
• Incident reporting protocols with clear definitions of adverse events.
• Incident logs with detailed descriptions, timestamps, and responsible personnel.
• Procedures for categorizing and prioritizing incidents based on severity and impact.
• Training records emphasizing incident identification and reporting.

Example Control 2: Response and Mitigation Mechanisms
Description: Define and implement steps for immediate response, investigation, and mitigation of adverse events, including communication with affected subjects and stakeholders to ensure timely support and resolution of issues.
Examples of Effective Evidence: 
• Incident response playbooks and escalation procedures.
• Investigation reports detailing root causes and corrective actions.
• Documentation of mitigation measures and follow-up activities.
• Records of communications with human subjects and stakeholders.

Example Control 3: Post-Evaluation Review and Lessons Learned
Description: Conduct structured post-evaluation reviews when adverse events occur, analyzing root causes, impacts, and the effectiveness of response measures, and documenting lessons learned to inform future practices and prevent recurrence.
Examples of Effective Evidence: 
• Review reports summarizing adverse events and responses.
• Lessons learned documentation with recommended process improvements.
• Follow-up activity records verifying implementation of lessons learned.
• Management review and approval records of review findings.

Example Control 4: Continuous Improvement of Practices and Procedures
Description: Regularly update procedures, training, and mitigation strategies based on lessons learned from adverse events to improve safety and response capabilities within the organization’s evaluation processes.
Examples of Effective Evidence: 
• Revision logs showing updates to incident management protocols.
• Training refreshers emphasizing lessons learned.
• Feedback from evaluation teams on process effectiveness.
• Systematic implementation of corrective actions.

Example Control 5: Transparency and Communication with Stakeholders
Description: Maintain transparent communication with affected human subjects and stakeholders about adverse events, actions taken, and improvements implemented, fostering trust and accountability in the organization's commitment to sound practices and participant safety.
Examples of Effective Evidence: 
• Communication records or reports shared with subjects and stakeholders.
• Transparency disclosures in internal or external reports.
• Stakeholder feedback on incident handling and transparency.
• Records of stakeholder engagement post-incident.
[bookmark: _Toc214874796]MEASURE / Evaluating AI Systems / Ensuring Realistic Measurement 

Control Objective:

	Id
	Name
	Description

	MS-2.3.1
	Performance and Assurance Criteria
	The organization defines clear performance and assurance criteria for its AI systems that are tailored to the specific intended use cases, deployment settings, and stakeholder expectations associated with each system. The organization engages a range of relevant stakeholders to review and validate that the selected measures are appropriate and meaningful for assessing the system in its real-world context of use. The stakeholder engagement process and key feedback are documented.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin defining basic performance criteria for their limited AI systems, tailored to their intended use cases and stakeholder expectations. They begin engaging key stakeholders to review and validate these measures.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently define clear performance and assurance criteria for their AI systems that are tailored to the specific intended use cases, deployment settings, and stakeholder expectations associated with each system. The organization actively engages a range of relevant stakeholders to review and validate that the selected measures are appropriate and meaningful for assessing the system in its real-world context of use. The stakeholder engagement process and key feedback are comprehensively documented.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously defining clear performance and assurance criteria for their AI systems that are dynamically tailored to the specific intended use cases, deployment settings, and stakeholder expectations associated with each system, with real-time updates based on data-driven insights. The organization proactively engages a range of relevant stakeholders to review and validate that the selected measures are appropriate and meaningful for assessing the system in its real-world context of use, with seamless integration of stakeholder feedback. The stakeholder engagement process and key feedback are dynamically documented, ensuring the highest level of context-specific relevance and stakeholder alignment.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Lack of Tailored Criteria
	Performance and assurance criteria lack tailoring, stakeholder engagement, and documentation for AI



Implementation Guidelines: 

Establish a process for defining clear performance and assurance criteria for each AI system, tailored to its specific intended use cases, deployment settings, and stakeholder expectations. Involve a broad range of relevant stakeholders, such as end-users, domain experts, and risk management professionals, in the process of developing and validating these criteria.

Document the stakeholder engagement process, including the methods used to gather input (e.g., surveys, focus groups, interviews), the key feedback received, and how this feedback was incorporated into the final set of performance and assurance criteria. Ensure that the criteria are measurable, achievable, and aligned with the organization's overall goals and values.

Example Controls and Evidence: 

Example Control 1: Development of System-Specific Performance and Assurance Criteria
Description: Create documentation of tailored performance metrics and assurance criteria that reflect the system’s use case, deployment setting, and stakeholder needs.
Examples of Effective Evidence: 
• Performance and assurance criteria templates aligned with intended application contexts.
• Technical specifications specifying metrics relevant to the system’s goals.
• Policy or standard documents on criteria development processes.
• Version-controlled criteria documents.

Example Control 2: Stakeholder Review and Validation Process
Description: Implement structured processes for engaging stakeholders (e.g., end-users, subject matter experts, affected communities) to review and validate the appropriateness and relevance of the performance measures to ensure that they reflect real-world needs and scenarios.
Examples of Effective Evidence: 
• Meeting agendas, minutes, and feedback forms from stakeholder reviews.
• Stakeholder sign-offs confirming validation of criteria.
• Records of workshops and validation sessions.
• Summaries of stakeholder inputs and integration into criteria.

Example Control 3: Documentation of Feedback and Validation Outcomes
Description: Record all stakeholder feedback, validation results, and the rationale for adopting specific measures, maintaining traceability and transparency to support accountability and facilitate future reviews.
Examples of Effective Evidence: 
• Feedback logs with dates, stakeholder identities, and comments.
• Validation reports with explanations of measure appropriateness and adjustments.
• Change logs of criteria updates based on stakeholder input.
• Signed approval records from relevant oversight bodies.

Example Control 4: Alignment of Criteria with Real-World Contexts and Expectations
Description: Ensure that performance and assurance criteria are aligned with operational realities, stakeholder expectations, and regulatory or industry standards; document how this alignment was achieved through stakeholder engagement and iterative review processes.
Examples of Effective Evidence: 
• Mapping matrices linking criteria to use case scenarios and stakeholder expectations.
• Compliance checklists confirming standards are met.
• Stakeholder validation reports explicitly addressing real-world applicability.
• External review or benchmark reports.

Example Control 5: Periodic Review and Adaptation of Criteria
Description: Schedule regular reviews of performance and assurance criteria to incorporate system updates, operational feedback, lessons learned, and evolving stakeholder expectations to maintain the relevance and effectiveness of the criteria over time.
Examples of Effective Evidence: 
• Review schedules and review meeting minutes.
• Updated criteria documentation reflecting latest insights.
• Feedback summaries from operations and stakeholder re-engagements.
• Version histories of criteria documents.


Control Objective:

	Id
	Name
	Description

	MS-2.3.2
	Measurement Methods and Results
	The organization selects and applies a combination of quantitative and qualitative measurement methods to rigorously evaluate each AI system's performance and assurance characteristics, based on the specific criteria defined for that system. Quantitative measures may include established metrics appropriate for regression, time-series, classification, information retrieval, clustering, dimensional reduction, natural language processing or other tasks. Qualitative measures may include user feedback, expert reviews, and assessments of explainability, usability and accessibility. The measurement approaches and results are documented.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin selecting and applying basic measurement methods (potentially a mix of quantitative and qualitative) to evaluate the performance and characteristics of their limited AI systems. These methods might be less rigorous, but still aim to provide some level of assessment. Documentation is basic.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently select and apply a combination of quantitative and qualitative measurement methods to rigorously evaluate each AI system's performance and assurance characteristics, based on the specific criteria defined for that system. Quantitative measures may include established metrics such as accuracy, precision, recall, and error rates. Qualitative measures may include user feedback, expert reviews, and assessments of explainability, usability, and accessibility. The measurement approaches and results are comprehensively documented.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously selecting and applying a combination of quantitative and qualitative measurement methods to rigorously evaluate each AI system's performance and assurance characteristics, based on the specific criteria defined for that system, with real-time updates based on data-driven insights. Quantitative measures may include established metrics such as accuracy, precision, recall, and error rates. Qualitative measures may include user feedback, expert reviews, and assessments of explainability, usability, and accessibility. The measurement approaches and results are dynamically documented, ensuring the highest level of comprehensive evaluation and transparency.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Qualitative Measures
	AI system evaluation lacks quantitative and qualitative measures and documentation



Implementation Guidelines: 

Develop a framework for selecting and applying a combination of quantitative and qualitative measurement methods to rigorously evaluate each AI system’s performance and assurance characteristics, based on the specific criteria defined for that system. Identify relevant quantitative metrics, such as accuracy, precision, recall, and error rates, appropriate for the system’s tasks, including regression, time-series analysis, classification, information retrieval, clustering, dimensional reduction, or natural language processing.

Determine qualitative measures—such as user feedback, expert reviews, and assessments of explainability, usability, and accessibility—that can provide valuable insights into the system’s real-world performance and impact. These qualitative assessments help identify issues that may not be fully captured through quantitative metrics but are critical for evaluating trustworthiness and effectiveness.

Ensure that all measurement approaches, including the selection of metrics and methods, and their results, are thoroughly documented. The documentation should be clear, comprehensive, and accessible to relevant stakeholders, supporting transparency and facilitating ongoing evaluation. Regularly review and update measurement strategies to adapt to evolving system capabilities, data, and stakeholder feedback, maintaining the relevance and reliability of performance assessments.

Example Controls and Evidence: 

Example Control 1: Defined AI Evaluation Goals and Methods
Description: For each AI system, set clear performance and reliability goals. Then, choose the best mix of number-based tests (like accuracy scores) and human-based assessments (like user feedback) to check if these goals are met.
Examples of Effective Evidence: 
• AI system documents showing performance goals.
• Justification for chosen evaluation methods.
• Approval records for evaluation plans.
• Mapping of AI tasks to their required measurements.

Example Control 2: Use of Performance Numbers for AI Evaluation
Description: Regularly collect and track key performance numbers for each AI system, tailored to what that system does. This provides objective proof of how well the AI is working.
Examples of Effective Evidence: 
• Software settings showing automatic tracking of AI metrics.
• Dashboards showing AI performance numbers.
• Reports from AI system tests with numerical results.
• Documents explaining how these numbers are calculated.

Example Control 3: Collection of Human Feedback on AI Systems
Description: Use organized ways to get human insights about AI systems, like how easy they are to use, how fair they seem, or if their explanations make sense. This includes talking to users and getting expert opinions.
Examples of Effective Evidence: 
• Summaries of user feedback on AI system experience.
• Reports from experts reviewing AI system fairness.
• Results from AI system usability tests.
• Documents outlining how qualitative feedback is gathered.

Example Control 4: Clear Documentation of AI Evaluation Methods
Description: Clearly write down how each AI system is evaluated, including all the specific tests and methods used. This explains why these methods were chosen and how they confirm the AI is working as expected.
Examples of Effective Evidence: 
• Documents detailing evaluation methods for each AI system.
• Records showing updates to evaluation documents.
• Centralized location for all AI evaluation documents.
• Proof new AI systems follow documentation rules.

Example Control 5: Centralized AI Evaluation Results
Description: All test results and feedback are collected, stored, and regularly reviewed together. This helps find overall trends, areas needing improvement, and keeps a clear record of the AI system's performance and trustworthiness.
Examples of Effective Evidence: 
• Reports summarizing all AI evaluation results.
• Dashboards showing combined test results and feedback.
• Meeting minutes where evaluation results lead to actions.
• Proof results inform incident resolution or risk plans.


Control Objective:

	Id
	Name
	Description

	MS-2.3.3
	Performance Analysis and Trends
	The organization analyzes the quantitative and qualitative measurement methods and results used to evaluate AI system performance and assurance across its AI systems. It identifies patterns, trends, and outliers in the results to pinpoint areas for improvement in its AI system measurement practices. The organization documents how its measurement approaches and results evolve over time, using these insights to drive continuous improvement.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin analyzing the data from their limited AI systems and looking for patterns, trends, and outliers in the results to identify areas for improvement in AI system measurement practices.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently analyze the quantitative and qualitative measurement methods and results used to evaluate AI system performance and assurance across their AI systems. The organization identifies patterns, trends, and outliers in the results to pinpoint areas for improvement in its AI system measurement practices. The organization comprehensively documents how its measurement approaches and results evolve over time, using these insights to drive continuous improvement.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously analyzing the quantitative and qualitative measurement methods and results used to evaluate AI system performance and assurance across their AI systems, with real-time identification of patterns, trends, and outliers in the results to pinpoint areas for improvement in its AI system measurement practices based on data-driven insights. The organization dynamically documents how its measurement approaches and results evolve over time, using these insights to drive continuous improvement, ensuring the highest level of proactive optimization and adaptation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Analysis Results
	Analysis of measurement methods and results lacks insight and results are undocumented



Implementation Guidelines: 

Establish a process for analyzing the quantitative and qualitative measurement methods and results used to evaluate AI system performance and assurance across the organization's AI systems. Use data visualization and statistical analysis techniques to identify patterns, trends, and outliers in the results.

Document how the organization's measurement approaches and results evolve over time, including any changes made to the methods or criteria based on lessons learned or new industry standards. Use these insights to inform continuous improvement efforts, such as refining measurement techniques, updating performance criteria, or investing in new tools and technologies to enhance AI system evaluation.

Example Controls and Evidence: 

Example Control 1: Measurement Methodology Review
Description: Conduct regular reviews of the quantitative and qualitative measurement methods employed to evaluate AI system performance and assurance, ensuring they align with organizational goals and best practices.
Examples of Effective Evidence: 
• Documentation of the review process, including agendas and meeting minutes.
• Reports summarizing findings and recommendations from methodology reviews.
• Historical comparisons of measurement methodologies and rationale for changes.
• Stakeholder feedback forms evaluating the effectiveness of measurement methods.

Example Control 2: Trend Analysis Reports
Description: Generate trend analysis reports that identify patterns, trends, and outliers in AI system performance results through systematic data analysis and visualization techniques.
Examples of Effective Evidence: 
• Trend analysis visualizations (e.g., graphs, charts) displaying performance metrics over time.
• Written analysis reports detailing identified trends and their implications for system improvement.
• Records of data sources and analysis methods used in trend reporting.
• Action plans developed in response to identified trends outlining specific areas for improvement.

Example Control 3: Continuous Monitoring Framework
Description: Implement a continuous monitoring framework to assess AI system performance metrics in real-time, enabling timely identification of outliers and performance issues.
Examples of Effective Evidence: 
• Documentation of the monitoring tools and systems utilized for real-time assessment.
• Logs of alerts and notifications generated by the monitoring framework for performance deviations.
• Periodic summary reports illustrating results from continuous monitoring activities.
• Records of corrective actions taken in response to performance issues detected through monitoring.

Example Control 4: Documentation of Evolving Measurement Practices
Description: Maintain comprehensive documentation that tracks how measurement approaches and results evolve over time, including adjustments made based on performance analysis.
Examples of Effective Evidence: 
• Version-controlled documentation showing changes in measurement practices.
• Change logs detailing when and why specific measurement techniques were modified.
• Documentation of stakeholder reviews and input related to measurement practice changes.
• Examples of how evolving practices directly influenced performance criteria and results.

Example Control 5: Post-Analysis Improvement Action Items
Description: Establish a structured process for developing and tracking action items aimed at improving measurement practices based on insights gained from performance analyses.
Examples of Effective Evidence: 
• Action item lists generated from analysis discussions, including assigned responsibilities and deadlines.
• Follow-up meeting notes documenting the status of improvement initiatives.
• Reports detailing the outcomes of implemented action items and their impact on measurement practices.
• Feedback from stakeholders involved in the implementation of new practices to assess perceived effectiveness.


Control Objective:

	Id
	Name
	Description

	MS-2.3.4
	Performance Under Realistic Conditions
	The organization demonstrates and documents AI system performance and assurance under realistic conditions that closely approximate the intended deployment settings. Key factors, such as data quality, user interactions, and environmental variables, are considered. Limitations in replicating the deployment environment are documented and communicated to stakeholders, along with plans to address them.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin demonstrating AI system performance under conditions that approximate the intended deployment settings for their limited AI applications. They begin to consider data quality and user interactions, and document any limitations in replicating the deployment environment.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently demonstrate and document AI system performance and assurance under realistic conditions that closely approximate the intended deployment settings. Key factors, such as data quality, user interactions, and environmental variables, are considered. Limitations in replicating the deployment environment are comprehensively documented and communicated to stakeholders, along with plans to address them.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously demonstrating and documenting AI system performance and assurance under realistic conditions that closely approximate the intended deployment settings, with real-time consideration of key factors, such as data quality, user interactions, and environmental variables, based on data-driven insights. Limitations in replicating the deployment environment are dynamically documented and communicated to stakeholders, along with plans to address them, ensuring the highest level of context-specific evaluation and transparency.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Undocumented Performance Conditions
	Performance and assurance are undocumented under realistic conditions and limits are unaddressed



Implementation Guidelines: 

Design and implement a testing and evaluation process that demonstrates AI system performance and assurance under realistic conditions that closely approximate the intended deployment settings. Identify the key factors, such as data quality, user interactions, and environmental variables, that may impact system performance in the real world.

Develop test cases and scenarios that incorporate these factors, and document the results of the testing, including any limitations or challenges encountered in replicating the deployment environment. Communicate these limitations to relevant stakeholders, along with plans for addressing them in future iterations of the system or testing process. Regularly review and update the testing process to ensure that it remains relevant and effective as the AI system and its deployment environment evolve.

Example Controls and Evidence: 

Example Control 1: Planning and Design of Realistic Evaluation Conditions
Description: Develop procedures for designing evaluation conditions that accurately replicate deployment environments, capturing relevant data, user behaviors, and environmental factors.
Examples of Effective Evidence: 
• Evaluation protocols outlining environment setup and key parameters.
• Simulation and testing plans incorporating environmental and user interaction variables.
• Mapping documents linking evaluation conditions to real-world deployment scenarios.
• Version-controlled testing plans and environment configurations.

Example Control 2: Data Collection and Environmental Variable Documentation
Description: Collect data and document environmental variables, user interactions, and data quality metrics during testing to ensure realism and contextual relevance in the evaluation of AI system performance.
Examples of Effective Evidence: 
• Data logs including environmental and interaction context.
• Environmental noise, sensor, and environment data captured during evaluation.
• User interaction logs and behavioral metrics.
• Data quality assessments linked to environmental conditions.

Example Control 3: Performance and Assurance Evaluation Under Realistic Settings
Description: Conduct performance testing and assurance assessments under the designed realistic conditions, measuring system behavior, robustness, and safety to validate readiness for deployment in actual use cases.
Examples of Effective Evidence: 
• Test results and performance metrics documented in realistic scenarios.
• Safety and robustness evaluation reports aligned with deployment contexts.
• Incident and failure logs during testing.
• Visualizations showing performance under varied environmental conditions.

Example Control 4: Documentation and Communication of Limitations
Description: Document limitations in accurately replicating deployment environments, including environmental, data, or interaction gaps, and communicate these limitations to stakeholders to ensure transparency and manage expectations regarding system capabilities.
Examples of Effective Evidence: 
• Limitations reports linked to evaluation results.
• Stakeholder communication artifacts explaining environmental gaps.
• Action plans for bridging gaps or refining evaluation environments.
• Change logs updating deployment and evaluation plans based on limitations.

Example Control 5: Development of Mitigation and Improvement Plans
Description: Develop and track plans to address identified limitations, enhance evaluation conditions, and progressively improve real-world approximation in testing to support continuous improvement in AI system validation and deployment practices.
Examples of Effective Evidence: 
• Improvement and remediation plans with timelines and responsibilities.
• Follow-up testing results showing adjustments.
• Feedback from stakeholders on evaluation realism.
• Iterative updates to evaluation procedures and environment configurations.
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Control Objective:

	Id
	Name
	Description

	MS-2.4.1
	AI Monitoring and Anomaly Detection
	The organization monitors the functionality, reliability, and behavior of the AI system and its components in production, as identified during the MAP function. It implements both manual and automated monitoring tools and processes, including statistical quality control (SQC) approaches, to continuously gather data, alerting stakeholders to any deviations or anomalies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin monitoring the basic functionality and behavior of their limited AI systems in production, using simple manual or automated tools. They start gathering data and alerting stakeholders to any significant deviations or anomalies.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently monitor the functionality and behavior of the AI system and its components in production, as identified during the MAP function. The organization implements both manual and automated monitoring tools and processes to continuously gather data, alerting stakeholders to any deviations or anomalies.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously monitoring the functionality and behavior of the AI system and its components in production, as identified during the MAP function, with real-time data gathering and dynamic alerts to stakeholders based on data-driven insights. These processes are seamlessly integrated into the organization's operational and risk management frameworks, ensuring the highest level of proactive monitoring and anomaly detection.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmonitored Production Behavior
	AI functionality, reliability, and behavior are not monitored in production



Implementation Guidelines: 

Establish a comprehensive monitoring framework for AI systems in production, incorporating both manual and automated tools and processes. Identify the key functionality, reliability, and behavior metrics to be monitored, based on the findings from the MAP function, and develop a data collection plan to ensure that relevant information is captured consistently and reliably. Include statistical quality control techniques (e.g., control charts, control limits, process capability indicators) in monitoring design to detect shifts, trends, and assignable causes.

Assign clear roles and responsibilities for monitoring activities, including data collection, analysis, and reporting. Implement automated alerting mechanisms (including SQC-based alerts) to notify relevant stakeholders of any deviations or anomalies in system performance or reliability, and establish clear protocols for investigating and responding to these alerts in a timely manner.

Example Controls and Evidence: 

Example Control 1: Establishment of Monitoring Framework and Toolset
Description: Develop and document a comprehensive monitoring framework that specifies tools, data collection methods, thresholds, and responsibilities for ongoing system oversight.
Examples of Effective Evidence: 
• Monitoring strategy documents integrating manual checks and automated tools.
• Catalogs of monitoring tools, dashboards, and alerting systems deployed.
• Defined roles and responsibilities for monitoring activities.
• Configuration files for automated monitoring systems.

Example Control 2: Implementation of Automated and Manual Monitoring Processes
Description: Set up continuous data collection and real-time analysis mechanisms, complemented by manual reviews, ensuring comprehensive oversight of the AI system's functioning and performance.
Examples of Effective Evidence: 
• Automated dashboards tracking key performance and reliability indicators.
• Alert logs triggered by deviations, anomalies, or quality issues.
• Manual review reports and audit logs.
• Scheduled manual inspection checklists.

Example Control 3: Application of Statistical Quality Control (SQC) Approaches
Description: Employ SQC techniques like control charts, trend analysis, and threshold-based alerts to identify statistically significant deviations in system metrics that may indicate potential issues or anomalies requiring attention.
Examples of Effective Evidence: 
• Control charts with documented upper/lower control limits.
• Trend analysis reports indicating shifts or drifts.
• Threshold-based alerting logs and anomaly reports.
• Validation of control limits via historical data analysis.

Example Control 4: Stakeholder Notification and Incident Response Procedures
Description: Define and document procedures for promptly notifying relevant stakeholders of detected deviations, anomalies, or incidents, including escalation paths to ensure timely response and resolution of identified issues.
Examples of Effective Evidence: 
• Incident alert notifications and escalation protocols.
• Stakeholder communication logs.
• Incident response action plans and follow-up records.
• Training records emphasizing alert management procedures.

Example Control 5: Periodic Review and Continuous Improvement of Monitoring Processes
Description: Regularly evaluate monitoring effectiveness, update thresholds, tools, and processes based on lessons learned, system updates, and changing operational context to enhance the organization's ability to manage AI system reliability and performance effectively.
Examples of Effective Evidence: 
• Monitoring review schedules and review meeting minutes.
• Change logs of tool configurations and thresholds.
• Feedback from monitoring teams and stakeholders.
• System update records affecting monitoring parameters.


Control Objective:

	Id
	Name
	Description

	MS-2.4.2
	Performance Tracking and Improvement
	The organization systematically analyzes production data to track system performance and reliability over time, comparing real-world metrics against pre-deployment expectations. This analysis includes evaluating error propagation, identifying feedback loop risks, and assessing whether the AI system is adapting appropriately to changing conditions, using statistical quality control methods to detect shifts, trends, and assignable causes. Findings from these evaluations inform iterative improvements.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin analyzing production data from their limited AI systems to track basic system performance and reliability over time, comparing real-world metrics against pre-deployment expectations. The analysis is less sophisticated.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations systematically analyze production data to track system performance over time, comparing real-world metrics against pre-deployment expectations. This analysis includes evaluating error propagation, identifying feedback loop risks, and assessing whether the AI system is adapting appropriately to changing conditions. Findings from these evaluations consistently inform iterative improvements.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously analyzing production data to track system performance over time, comparing real-world metrics against pre-deployment expectations, with real-time evaluation of error propagation, identification of feedback loop risks, and assessment of whether the AI system is adapting appropriately to changing conditions based on data-driven insights. Findings from these evaluations dynamically inform iterative improvements, ensuring the highest level of proactive system optimization and adaptation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unsystematic Data Analysis
	Production data analysis for AI systems is not performed systematically



Implementation Guidelines: 

Develop a process for systematically analyzing production data to track AI system performance and reliability over time. Establish baseline metrics and performance expectations based on pre-deployment testing and validation, and regularly compare real-world performance against these benchmarks using statistical quality control methods to identify special-cause variation and sustained shifts.

Conduct in-depth evaluations of error propagation, feedback loop risks, and the AI system's ability to adapt to changing conditions. Use the findings from these evaluations to identify areas for improvement and inform iterative updates to the system's design, training, and deployment processes. Document the analysis process, SQC findings, and results, and share relevant insights with stakeholders to promote transparency and accountability.

Example Controls and Evidence: 

Example Control 1: Establishment of Data Analysis and Monitoring Framework
Description: Develop a structured framework for collecting, analyzing, and comparing production metrics against expectations, incorporating SQC techniques for trend detection.
Examples of Effective Evidence: 
• Data analysis protocols and procedures.
• Monitoring dashboards displaying key performance indicators (KPIs) and trend lines.
• Scheduled data review meetings and review schedules.
• Version-controlled analysis scripts and configurations.

Example Control 2: Responsibility Assignment for Data Analysis and Review
Description: Define roles and responsibilities for conducting systematic performance analyses, trend detection, and cause analysis, ensuring accountability in the evaluation process and facilitating effective teamwork.
Examples of Effective Evidence: 
• RACI matrices for analytical tasks.
• Task assignment records for data analysts, model developers, or evaluation teams.
• Documentation of review processes with sign-offs.

Example Control 3: Evaluation of Error Propagation, Feedback Loops, and Adaptation
Description: Use data analysis to evaluate how errors propagate over system states, identify feedback loops that may cause instability, and assess whether the system adapts appropriately to environmental changes to maintain desired performance and reliability standards.
Examples of Effective Evidence: 
• Error propagation analysis reports.
• Feedback loop risk assessments and monitoring logs.
• System change logs correlating to environmental shifts.
• Analytical models illustrating system adaptation performance.

Example Control 4: Application of Statistical Quality Control (SQC) Methods
Description: Employ control charts, trend analysis, and cause analysis to detect statistically significant shifts, trends, or anomalies indicative of performance issues or drift in the AI system's operational effectiveness.
Examples of Effective Evidence: 
• Control charts with documented limits and identified shifts.
• Trend analysis reports with cause attribution.
• Incident logs correlating shifts with root causes.
• Detection reports with notifications and escalation records.

Example Control 5: Use of Findings to Drive Iterative Improvements
Description: Incorporate insights from data analysis and SQC evaluations into system updates, retraining, or process adjustments, ensuring ongoing system robustness and alignment with operational needs to support continuous improvement and responsiveness to changing environments.
Examples of Effective Evidence: 
• Change requests and updates driven by data analysis insights.
• Model retraining logs aligned with detected drift or feedback loop issues.
• Documented lessons learned and process refinement records.
• Updated monitoring and evaluation procedures reflecting new insights.


Control Objective:

	Id
	Name
	Description

	MS-2.4.3
	AI Monitoring Integration
	The organization integrates AI-specific monitoring activities with its broader system-wide monitoring framework. AI-related performance and reliability metrics, anomaly detection signals, decision logs, and statistical quality control indicators are incorporated into existing monitoring platforms and operational dashboards. This allows AI-related alerts to be contextualized alongside other system indicators, enabling a holistic response to incidents.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations consistently integrate AI-specific monitoring activities with their broader system-wide monitoring framework. AI-related performance metrics, anomaly detection signals, and decision logs are incorporated into existing monitoring platforms and operational dashboards. This allows AI-related alerts to be contextualized alongside other system indicators, enabling a holistic response to incidents.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for seamlessly integrating AI-specific monitoring activities with their broader system-wide monitoring framework, with real-time incorporation of AI-related performance metrics, anomaly detection signals, and decision logs into existing monitoring platforms and operational dashboards based on data-driven insights. This allows AI-related alerts to be dynamically contextualized alongside other system indicators, enabling a holistic response to incidents, ensuring the highest level of integrated monitoring and incident response.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated AI Monitoring
	AI monitoring activities are not integrated with broader system framework



Implementation Guidelines: 

Integrate AI-specific monitoring activities into the organization's broader system-wide monitoring framework. Identify the key AI-related performance and reliability metrics, anomaly detection signals, decision logs, and statistical quality control indicators that should be incorporated into existing monitoring platforms and operational dashboards.

Work with IT and operations teams to ensure that AI-related alerts and indicators — including SQC-based signals — are properly contextualized alongside other system metrics, and that there are clear processes in place for triaging and responding to AI-related incidents as part of the overall system management approach. Provide training and support to ensure that all relevant personnel are equipped to effectively monitor and manage AI systems within the integrated framework.

Example Controls and Evidence: 

Example Control 1: Establishment of Integration Framework and Platform
Description: Develop a framework for embedding AI monitoring metrics and signals into existing monitoring platforms and operational dashboards, ensuring seamless integration and contextual visibility.
Examples of Effective Evidence: 
• System architecture diagrams showing integration points.
• Configuration settings or APIs linking AI metrics to existing platforms.
• Templates for embedding AI indicators into dashboards.
• Version-controlled integration documentation.

Example Control 2: Consolidation of AI Metrics with System Indicators
Description: Incorporate AI performance, reliability, anomaly, and quality indicators alongside other system metrics to enable cross-component analysis and a comprehensive view of overall system health and functionality.
Examples of Effective Evidence: 
• Unified dashboards displaying AI and non-AI system metrics together.
• Reports demonstrating correlation analysis between AI and system-wide indicators.
• Alerting rules applied across combined metrics.
• Configuration logs of dashboards.

Example Control 3: Contextualization of AI Alerts Within System-Wide Responses
Description: Ensure AI alerts are integrated into system incident workflows, allowing contextualized understanding and coordinated response to incidents that may impact system performance or user experience.
Examples of Effective Evidence: 
• Incident response protocols referencing AI alerts within broader event handling.
• Automated alert routing and notification templates that include contextual information.
• Event logs showing AI alerts correlated with other system anomalies.
• Meeting minutes discussing incident escalation involving multiple components.

Example Control 4: Ongoing Monitoring and Review of Integration Effectiveness
Description: Schedule periodic reviews to assess the effectiveness of integrating AI metrics into system-wide monitoring, making improvements based on incident analyses and performance trends to enhance the organization's overall monitoring capabilities.
Examples of Effective Evidence: 
• Review schedules and analysis reports on integration performance.
• Feedback from operations teams on alert relevancy and contextual clarity.
• Updated configuration files reflecting improvements.
• Lessons learned incorporated into dashboards and protocols.

Example Control 5: Transparent Communication and Training on Integrated Monitoring
Description: Train teams on interpreting and responding to AI-related signals within the broader system context, ensuring awareness and coordination across disciplines to promote a unified approach to incident management and system optimization.
Examples of Effective Evidence: 
• Training session records and materials.
• Internal communications explaining integration benefits and procedures.
• Feedback surveys on team understanding and response confidence.
• Updated operational procedures reflecting integrated monitoring.


Control Objective:

	Id
	Name
	Description

	MS-2.4.4
	Incident Investigation and Root Cause Analysis
	The organization conducts structured investigations, integrating with existing incident management processes where appropriate, using root cause analysis methodologies when anomalies or failures are detected. These investigations consider factors such as data integrity, model biases, potential unintended consequences, and statistical quality control evidence supporting identified causes. Corrective actions to restore reliability are documented and integrated into future risk mitigation strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations consistently conduct structured investigations using root cause analysis methodologies when anomalies or failures are detected. These investigations consider factors such as data integrity, model biases, and potential unintended consequences. Corrective actions are comprehensively documented and integrated into future risk mitigation strategies.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting structured investigations using root cause analysis methodologies when anomalies or failures are detected, with real-time consideration of factors such as data integrity, model biases, and potential unintended consequences based on data-driven insights. Corrective actions are dynamically documented and integrated into future risk mitigation strategies, ensuring the highest level of proactive issue resolution and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Root Cause Analysis
	Structured investigations using root cause analysis are lacking when anomalies are detected



Implementation Guidelines: 

Establish a structured process for conducting root cause analysis investigations when anomalies or failures are detected in AI systems. Develop a standardized methodology for identifying and evaluating potential contributing factors, such as data integrity issues, model biases, unintended consequences, and SQC evidence that may indicate special-cause variation.

Assign clear roles and responsibilities for conducting investigations, and ensure that all relevant stakeholders are involved in the process, including AI developers, data scientists, and subject matter experts. Document the findings and recommendations from each investigation, including actions taken to restore reliability, and establish a process for tracking and implementing corrective actions into future risk mitigation and system improvement plans.

Incorporate the lessons learned from investigations into the organization's overall risk management and mitigation strategies for AI systems. Regularly review and update the investigation process to ensure that it remains effective and aligned with industry best practices and evolving AI technologies.

Example Controls and Evidence: 

Example Control 1: Formal Root Cause Analysis Procedures
Description: Develop and document standardized procedures for conducting root cause analyses (RCA) when anomalies or failures occur, including criteria for triggering investigations.
Examples of Effective Evidence: 
• RCA process manuals with step-by-step guidance.
• Incident escalation and investigation initiation protocols.
• Checklists for evaluating contributing factors like data and bias.
• Version-controlled process documentation.

Example Control 2: Comprehensive Data and Bias Evaluation During Investigations
Description: During RCA, assess data integrity, model biases, and potential unintended effects, supporting cause identification with statistical and technical evidence to ensure a comprehensive understanding of contributing factors to anomalies or failures.
Examples of Effective Evidence: 
• Data quality assessment reports linked to incidents.
• Bias evaluation studies and model fairness audits.
• Statistical analyses demonstrating anomalies or deviations.
• Technical logs and model evaluation reports.

Example Control 3: Documentation of Investigation Findings and Causes
Description: Record detailed findings, including identified root causes, contributing factors, and evidence supporting cause attribution to maintain transparency and facilitate future analysis of similar incidents.
Examples of Effective Evidence: 
• Investigation reports with causal diagrams.
• Evidence summaries linking data, model, or process issues to failures.
• Analytical charts and statistical evidence supporting root cause conclusions.
• Minutes from review meetings documenting findings.

Example Control 4: Corrective Actions and Integration into Risk Strategies
Description: Document corrective or remedial actions taken, including their effectiveness, and embed lessons learned into ongoing risk mitigation planning and system improvement to enhance the organization's ability to prevent recurrence of identified issues.
Examples of Effective Evidence: 
• Corrective action plans with timelines and responsibilities.
• Follow-up testing and validation reports verifying fixes.
• Lessons learned documentation linked to system or process updates.
• Update logs showing revisions based on investigation insights.

Example Control 5: Continuous Monitoring and Improvement of Investigation Processes
Description: Regularly review investigation outcomes and processes to improve RCA methods, evidence collection, and corrective actions, ensuring ongoing system reliability and adherence to best practices in incident management.
Examples of Effective Evidence: 
• Post-incident review reports analyzing RCA effectiveness.
• Feedback from investigators on process improvements.
• Updated RCA procedures reflecting best practices.
• Tracking metrics on incident recurrence and resolution efficacy.
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Control Objective:

	Id
	Name
	Description

	MS-2.5.1
	Validation and Reliability Testing Process
	The organization implements a structured validation and reliability testing process that incorporates performance metrics aligned with real-world deployment conditions, including measures for robustness against distribution shifts, stress testing under varying operational scenarios, and adversarial testing, with oversight or input from the MRM program and independent model validation functions. The organization establishes and documents acceptance criteria based on statistical confidence levels.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin implementing a basic validation and testing process for their limited AI systems. This process incorporates performance metrics that align with deployment conditions.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently implement a structured validation and reliability testing process that incorporates performance metrics aligned with real-world deployment conditions, including measures for robustness against distribution shifts, stress testing under varying operational scenarios, and adversarial testing. The organization establishes and comprehensively documents acceptance criteria based on statistical confidence levels.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously implementing a structured validation and reliability testing process that incorporates performance metrics aligned with real-world deployment conditions, including measures for robustness against distribution shifts, stress testing under varying operational scenarios, and adversarial testing, with real-time updates based on data-driven insights. The organization dynamically establishes and documents acceptance criteria based on statistical confidence levels, ensuring the highest level of validation and reliability assurance.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Misaligned Reliability Testing
	Validation and reliability testing lacks alignment with real-world conditions and independent oversight



Implementation Guidelines: 

Develop a structured validation and reliability testing process that incorporates performance metrics aligned with real-world deployment conditions. Include measures for robustness against distribution shifts, stress testing under varying operational scenarios, and adversarial testing to ensure the AI system can handle a wide range of situations. 

Establish and document clear acceptance criteria based on statistical confidence levels, taking into account the specific requirements and risk tolerance of the organization and the intended use case of the AI system. Ensure that the validation process is repeatable, well-documented, and can be easily audited or reviewed by relevant stakeholders, including oversight by the MRM program and independent model validation functions.

Example Controls and Evidence: 

Example Control 1: Development of Validation and Testing Framework
Description: Create a formal framework outlining testing strategies, metrics, and acceptance criteria aligned with deployment conditions, with oversight from MRM and validation teams.
Examples of Effective Evidence: 
• Testing protocols specifying robustness, stress, and adversarial tests.
• Documentation of metrics selected for various validation scenarios.
• Versioned validation and testing plans.
• Roles and responsibilities for oversight activities.

Example Control 2: Definition of Performance Metrics and Acceptance Criteria
Description: Establish explicit performance metrics and statistical confidence-based acceptance thresholds aligned with real-world operational demands and risk appetite to ensure that the AI system meets performance expectations and regulatory requirements.
Examples of Effective Evidence: 
• Metrics definitions with formulas, statistical confidence levels, and rationale.
• Acceptance criteria documented with thresholds (e.g., confidence intervals).
• Validation reports comparing metrics against predefined thresholds.
• Traceability matrices linking metrics to operational objectives.

Example Control 3: Robustness and Stress Testing Under Operational Scenarios
Description: Conduct tests simulating distribution shifts, stress scenarios, and adversarial conditions relevant to deployment environments, and document results to evaluate the system’s robustness and reliability under varied conditions.
Examples of Effective Evidence: 
• Test plans with scenarios for distribution shifts and stress conditions.
• Test execution logs with results and performance impact assessments.
• Adversarial test reports with mitigation recommendations.
• Comparative analyses showing model stability and robustness.

Example Control 4: Oversight and Review by MRM and Validation Teams
Description: Ensure validation results and test outcomes are reviewed and approved by the MRM program and independent validation function to provide oversight and enhance the credibility of the validation process.
Examples of Effective Evidence: 
• Review meeting minutes and approval signatures.
• Independent validation reports with feedback and recommendations.
• Certification documents confirming validation completion.
• Oversight dashboards consolidating validation status.

Example Control 5: Documentation and Continuous Improvement of Acceptance Criteria
Description: Document the criteria, results, and lessons learned from validation activities, regularly reviewing and refining thresholds and testing practices based on operational experience and evolving standards to promote continuous improvement and adaptation in testing methodologies.
Examples of Effective Evidence: 
• Validation reports with documented thresholds and compliance.
• Changes and updates to acceptance criteria with approval records.
• Lessons learned logs referencing validation activities.
• Periodic review schedules with documented updates.


Control Objective:

	Id
	Name
	Description

	MS-2.5.2
	Validation Results and Improvement
	The organization documents validation results, comparing actual system performance against expected outcomes. This documentation includes model confidence intervals, performance degradation patterns, failure scenarios, and assumptions made during testing, and these outputs are reporting the MRM program and reviewed by model validation functions. The organization continuously refines system components based on identified weaknesses.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin documenting the results from their basic validation testing, comparing actual performance to expected outcomes for their limited AI applications.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently document validation results, comparing actual system performance against expected outcomes. This documentation includes model confidence intervals, performance degradation patterns, failure scenarios, and assumptions made during testing. The organization continuously refines system components based on identified weaknesses.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously documenting validation results, comparing actual system performance against expected outcomes, with real-time inclusion of model confidence intervals, performance degradation patterns, failure scenarios, and assumptions made during testing based on data-driven insights. The organization dynamically refines system components based on identified weaknesses, ensuring the highest level of validation transparency and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Validation Results
	Validation results lack documentation and continuous refinement based on weaknesses



Implementation Guidelines: 

Document the results of the validation process, comparing the actual performance of the AI system against the expected outcomes. Include detailed information on model confidence intervals, performance degradation patterns, failure scenarios, and any assumptions made during testing. Report these validation outputs to the MRM program and ensure they are reviewed by model validation functions to assess model risk and remediation priorities. 

Use the validation results to identify weaknesses or areas for improvement in the AI system, and establish a process for continuously refining and updating system components based on these findings. Ensure documentation is clear, concise, accessible to relevant stakeholders, and regularly reviewed and updated as the system evolves.

Example Controls and Evidence: 

Example Control 1: Structured Documentation of Validation Results
Description: Establish a standardized process for recording validation outcomes, ensuring all relevant metrics, scenarios, assumptions, and performance patterns are comprehensively documented.
Examples of Effective Evidence: 
• Validation reports summarizing actual vs. expected performance metrics.
• Model confidence intervals and statistical measures documented in test results.
• Failure scenario analyses with detailed descriptions and impacts.
• Assumptions and boundary conditions explicitly recorded.

Example Control 2: Reporting and Review by MRM and Validation Functions
Description: Ensure validation results are systematically reported to the MRM program and reviewed by independent model validation teams for effectiveness and compliance with organizational standards and regulatory requirements.
Examples of Effective Evidence: 
• Formal reports submitted to MRM and validation functions with review signatures.
• Meeting minutes or review logs documenting discussions and feedback.
• Issue trackers linking weaknesses to validation findings.
• Corrective action plans following review outcomes.

Example Control 3: Analysis of Performance Degradation and Failure Patterns
Description: Analyze validation data to identify degradation trends, failure modes, and underlying causes, documenting patterns and insights to guide future testing and development efforts.
Examples of Effective Evidence: 
• Trend analysis dashboards showing performance over time.
• Failure mode and effects analysis (FMEA) reports.
• Pattern recognition outputs highlighting systemic weaknesses.
• Root cause analysis documentation.

Example Control 4: Documentation of Testing Assumptions and Conditions
Description: Record all testing assumptions, boundary conditions, and environmental variables influencing validation outcomes, to ensure transparency and replicability in validation processes and results.
Examples of Effective Evidence: 
• Assumptions logs linked to test scenarios.
• Testing environment and condition documentation.
• Limitations of evaluation scope documented and communicated.
• Test case documentation with contextual notes.

Example Control 5: Continuous Refinement Based on Validation Insights
Description: Use validated weaknesses and performance insights to iteratively improve system components, updating models, training data, or algorithms accordingly, with documented review cycles to enhance performance and reliability continuously.
Examples of Effective Evidence: 
• Improvement logs with links to validation findings.
• Model retraining or tuning records.
• Update proposals and approval documentation.
• Lessons learned captured in ongoing model development logs.


Control Objective:

	Id
	Name
	Description

	MS-2.5.3
	Generalization and Bias Assessment
	The organization conducts evaluations to assess how well the AI system generalizes beyond its training conditions, measuring the impact of data variations, shifts in contextual factors, potential biases introduced by unseen inputs, and to establish knowledge limits. Domain expertise is leveraged to interpret results and determine system limitations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting evaluations to assess how well the AI system generalizes beyond its training conditions, measuring the impact of data variations, shifts in contextual factors, and potential biases introduced by unseen inputs, with real-time updates based on data-driven insights. Domain expertise is dynamically leveraged to interpret results and determine system limitations, ensuring the highest level of generalizability assessment and context-specific interpretation.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Lacking Generalization Evaluations
	Generalization evaluations are not performed or lack domain expertise



Implementation Guidelines: 

Conduct evaluations to assess the generalizability of the AI system beyond its training conditions. Measure the impact of data variations, shifts in contextual factors, potential biases introduced by unseen inputs, and anomalies (using anomaly detection where appropriate) to understand how well the system can adapt to new situations. 

Engage domain experts to help interpret the results of these evaluations and determine the limitations of the AI system. Document these limitations clearly, including any assumptions or constraints that may impact the system's performance or reliability in different contexts. If applicable and desired, report findings to model validation functions and track them through the MRM program, and communicate limitations to relevant stakeholders to inform deployment and use decisions.

Example Controls and Evidence: 

Example Control 1: Design and Execution of Generalization Evaluation Procedures
Description: Develop and implement systematic procedures for evaluating AI generalization, including testing for data shifts, unseen inputs, and contextual variability.
Examples of Effective Evidence: 
• Evaluation plans detailing testing scenarios for distributional shifts.
• Testing protocols incorporating unseen or adversarial inputs.
• Protocols for measuring the impact of environmental/contextual variations.
• Version-controlled evaluation documents.

Example Control 2: Measurement and Documentation of Generalization Metrics
Description: Use relevant metrics (e.g., out-of-distribution detection, robustness scores, bias metrics) to quantify generalization performance, recording results comprehensively to ensure thorough documentation and analysis of system capabilities.
Examples of Effective Evidence: 
• Performance dashboards with metrics capturing generalization and robustness.
• Reports analyzing impact of data variations and unseen inputs.
• Validation logs documenting metric calculations, thresholds, and interpretations.
• Specification of metrics used aligned with system purpose.

Example Control 3: Domain Expertise Involvement in Result Interpretation
Description: Engage domain experts to analyze evaluation outputs, interpret limitations, and contextualize findings regarding system knowledge boundaries, ensuring that expert insights inform further developments and adjustments.
Examples of Effective Evidence: 
• Expert review meeting minutes and analysis reports.
• Documentation of interpretation sessions and conclusions.
• Decision logs referencing expert input when defining limitations.
• Feedback from domain specialists incorporated into system adjustments.

Example Control 4: Formal Review and Tracking of Findings by Model Validation Functions
Description: Submit evaluation results to model validation teams, record assessments of generalization and limitations, and track mitigation and improvement actions within the MRM program to facilitate accountability and continual enhancement of system performance.
Examples of Effective Evidence: 
• Validation reports with formal assessments of system limits.
• Issue logs and follow-up actions linked to generalization gaps.
• Review records in the MRM system noting acceptance or corrective plans.
• Periodic summary reports of evaluation outcomes and system status.

Example Control 5: Iterative Improvement and Knowledge Limit Updates
Description: Use evaluation findings to iteratively improve models, algorithms, and training data, updating knowledge limits and system documentation accordingly to reflect the most current understanding of the AI system's capabilities and limitations.
Examples of Effective Evidence: 
• Model retraining or fine-tuning logs based on evaluation outcomes.
• Updated documentation on system limitations and operational bounds.
• Revised data collection or augmentation strategies.
• Lessons learned and process improvement records.
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Control Objective:

	Id
	Name
	Description

	MS-2.6.1
	Safety Risk Assessments and Stress Testing
	The organization conducts regular safety risk assessments of its AI systems, focusing on risks identified during the MAP function, including systemic risk to markets or consumers. These assessments include stress testing under various conditions, considering historical system failures in similar domains. The results, including identified safety concerns, failure points, and mitigation strategies, are documented and integrated into the risk management lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations' AI use is limited and non-critical, but conducting safety risk assessments is a proactive measure to identify potential risks before they escalate. Stress testing, while less comprehensive than in later stages, helps uncover vulnerabilities in early AI applications.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently conduct regular safety risk assessments of their AI systems, focusing on risks identified during the MAP function. These assessments include stress testing under various conditions, considering historical system failures in similar domains. The results, including identified safety concerns, failure points, and mitigation strategies, are comprehensively documented and integrated into the risk management lifecycle.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting safety risk assessments of their AI systems, focusing on risks identified during the MAP function, with real-time stress testing under various conditions and dynamic consideration of historical system failures in similar domains based on data-driven insights. The results, including identified safety concerns, failure points, and mitigation strategies, are dynamically documented and integrated into the risk management lifecycle, ensuring the highest level of proactive safety risk identification and mitigation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Irregular Safety Assessments
	Safety risk assessments are not regularly conducted for AI systems



Implementation Guidelines: 

Establish a process for conducting regular safety risk assessments of AI systems, focusing on the risks identified during the MAP function. Develop a standardized methodology for these assessments, including stress testing under various conditions and considering historical system failures in similar domains.

Document the results of each safety risk assessment, including identified safety concerns, failure points, and proposed mitigation strategies. Integrate these findings into the organization's overall risk management lifecycle, ensuring that safety risks are prioritized and addressed in a timely manner. Assign clear roles and responsibilities for conducting safety risk assessments and implementing mitigation measures.

Example Controls and Evidence: 

Example Control 1: Establishment of a Safety Risk Assessment Framework
Description: Develop and formalize a process for performing safety risk assessments, including stress testing and systemic risk evaluation, aligned with organizational standards.
Examples of Effective Evidence: 
• Approved risk assessment protocols explicitly referencing MAP-derived risks and systemic considerations.
• Templates guiding stress testing scenarios and failure analysis.
• Version-controlled assessment procedures.
• Scheduled review and update plans for risk assessment methodologies.

Example Control 2: Targeted Stress Testing and Failure Scenario Analysis
Description: Conduct stress testing under different operational, market, or environmental conditions, and analyze historical failure data relevant to similar systems or domains to ensure comprehensive evaluation of system robustness and risk exposure.
Examples of Effective Evidence: 
• Stress testing plans with defined scenarios and parameters.
• Test results, logs, and performance impact analyses.
• Historical system failure case studies and failure mode analyses.
• Incident response and mitigation records from stress testing.

Example Control 3: Documentation of Safety Concerns, Failure Points, and Mitigations
Description: Record identified safety concerns, failure points, systemic risks, and corresponding mitigation measures, linking them to stress test results and risk assessments to maintain a clear understanding of vulnerabilities and necessary actions.
Examples of Effective Evidence: 
• Detailed risk registers with safety concerns and failure points.
• Mitigation plans including technical and process-based controls.
• Incident logs from testing or operational phases.
• Traceability matrices linking failures to mitigation actions.

Example Control 4: Integration into the Risk Management Lifecycle
Description: Incorporate safety assessment findings into the broader risk management lifecycle, updating risk registers, control plans, and operational procedures accordingly to enhance ongoing risk management efforts and ensure responsiveness to identified issues.
Examples of Effective Evidence: 
• Updated risk registers reflecting assessment results.
• Change management records for process or control updates.
• Risk review meeting minutes integrating safety findings.
• Mitigation action tracking and verification reports.

Example Control 5: Ongoing Monitoring, Review, and Learning
Description: Regularly review assessment outcomes, incorporate lessons from operational incidents and external events, and refine assessment processes and mitigation strategies to address emerging risks to promote continuous improvement in safety practices and system reliability.
Examples of Effective Evidence: 
• Evaluation reports on the effectiveness of mitigation strategies.
• Lessons learned documentation from operational and testing activities.
• Updated stress testing scenarios based on recent events.
• Scheduled review and continuous improvement records.


Control Objective:

	Id
	Name
	Description

	MS-2.6.2
	Controlled Failures and Fail-Safe Mechanisms
	The organization demonstrates the AI system's ability to operate safely under normal conditions and fail in a controlled manner when exceeding its knowledge limits through scenario-based testing. The organization implements and assesses fail-safe mechanisms to minimize harm.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage demonstrate the AI system's ability to operate safely under normal conditions, even with limited AI use, and fail in a controlled manner when exceeding its knowledge limits through basic scenario-based testing. The organization begins to implement and assess rudimentary fail-safe mechanisms to minimize harm, building a foundation for more comprehensive safety measures as AI adoption grows.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently demonstrate the AI system's ability to operate safely under normal conditions and fail in a controlled manner when exceeding its knowledge limits through scenario-based testing. The organization implements and assesses fail-safe mechanisms to minimize harm.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously demonstrating the AI system's ability to operate safely under normal conditions and fail in a controlled manner when exceeding its knowledge limits through scenario-based testing, with real-time implementation and assessment of fail-safe mechanisms to minimize harm based on data-driven insights. These processes are seamlessly integrated into the organization's development, deployment, and risk management frameworks, ensuring the highest level of safe operation and controlled failure.



	AI Principle
	Risk Name
	Risk Statement

	Safe
	Inadequate Failure Mode Planning
	AI system's safe operation under normal conditions is undemonstrated



Implementation Guidelines: 

Design and implement scenario-based testing to demonstrate the AI system's ability to operate safely under normal conditions and fail in a controlled manner when exceeding its knowledge limits. Develop a range of test scenarios that cover both typical and edge cases, and establish clear criteria for evaluating the system's performance in each scenario.

Implement fail-safe mechanisms to minimize harm in the event of a system failure, and assess the effectiveness of these mechanisms through rigorous testing. Document the results of the scenario-based testing and fail-safe mechanism assessments, and use these findings to inform ongoing improvements to the AI system's safety features.

Note: policies for safe and fast decommission are established in GOVERN 1.7; documented knowledge limits are defined in MEASURE 2.5. Use those artifacts when designing tests and fail‑safe criteria.

Example Controls and Evidence: 

Example Control 1: Development of Scenario-Based Testing Protocols
Description: Create formal scenarios that simulate normal operations and boundary or edge cases where the system might exceed its knowledge limits, including failure modes.
Examples of Effective Evidence: 
• Test plans outlining specific scenarios targeting safe operation and controlled failure.
• Scripts for simulating knowledge limits and boundary conditions.
• Defined success criteria for safe operation and failure behavior.
• Version-controlled scenario documentation.

Example Control 2: Implementation of Fail-Safe Mechanisms
Description: Design and implement fail-safe features (e.g., system shutdown, fallback actions, escalation procedures) intended to initiate automatically upon detecting knowledge limits or failure conditions to ensure the safety and integrity of system operations.
Examples of Effective Evidence: 
• Technical specifications and configurations of fail-safe features.
• Automated fail-safe trigger logs and response records.
• System monitoring logs indicating activation of fail-safe modes.
• Design validation reports confirming fail-safe implementation.

Example Control 3: Controlled Failure Testing and Validation
Description: Execute scenario-based tests to validate that fail-safe mechanisms activate as intended, with results documented and analyzed for safety effectiveness to confirm that the mechanisms function correctly under defined failure scenarios.
Examples of Effective Evidence: 
• Test reports demonstrating activation of fail-safe mechanisms under simulated knowledge excess conditions.
• Incident logs showing system behavior during controlled failures.
• Performance metrics assessing response times and harm mitigation.
• Post-test analysis reports with lessons learned.

Example Control 4: Effectiveness and Impact Assessment of Fail-Safes
Description: Evaluate the effectiveness of fail-safe mechanisms in minimizing harm, including impact analysis on stakeholders, and document findings to ensure accountability and inform future improvements in safety protocols.
Examples of Effective Evidence: 
• Risk impact assessments comparing system state with and without fail-safe activation.
• Stakeholder feedback on safety outcomes.
• Incident review reports including failure response analysis.
• Improvements identified and documented based on assessment.

Example Control 5: Continuous Monitoring, Review, and Improvement
Description: Regularly review fail-safe and scenario testing results, updating scenarios, mechanisms, and procedures based on lessons learned, system evolution, and emerging risks to enhance preparedness and adaptability in response to potential system failures.
Examples of Effective Evidence: 
• Review schedules with documented test updates.
• Lessons learned from testing and operational incidents.
• Revised fail-safe configurations and protocols.
• Training and awareness records on updated fail-safe procedures.
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Control Objective:

	Id
	Name
	Description

	MS-2.7.1
	Security and Resilience Improvement Process
	he organization maintains a structured approach to AI system security and resilience, integrating with existing security and resilience program processes, ensuring that defenses address AI-specific threats. Regular reviews of AI system security logs, adversarial testing outcomes, historical incident intelligence (including documented misuse such as fraud, extortion, and model reverse-engineering), and current threat intelligence guide refinements in AI system security configurations, access controls, and response protocols. Changes to AI-specific defense mechanisms, model resilience strategies, and failure response protocols are formally documented.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin to establish a structured approach to AI system security and resilience, ensuring that basic defenses are in place to address potential AI-specific threats. Regular but less frequent reviews of AI system security logs, and any available incident intelligence guide initial refinements in AI system security configurations, access controls, and response protocols. Changes to AI-specific defense mechanisms, model resilience strategies, and failure response protocols are documented at a basic level.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations maintain a structured approach to AI system security and resilience, ensuring that defenses evolve alongside emerging AI-specific threats. Regular reviews of AI system security logs, adversarial testing outcomes, and threat intelligence guide refinements in AI system security configurations, access controls, and response protocols. Changes to AI-specific defense mechanisms, model resilience strategies, and failure response protocols are formally documented.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for maintaining a structured approach to AI system security and resilience, ensuring that defenses evolve alongside emerging AI-specific threats, with real-time reviews of AI system security logs, adversarial testing outcomes, and threat intelligence guiding refinements in AI system security configurations, access controls, and response protocols based on data-driven insights. Changes to AI-specific defense mechanisms, model resilience strategies, and failure response protocols are dynamically documented, ensuring the highest level of proactive security and resilience management and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Secure & Resilient
	Lack of Structured Security Approach
	AI system security and resilience lacks a structured approach for addressing AI-specific threats



Implementation Guidelines: 

Develop and maintain a structured approach to AI system security and resilience that addresses AI-specific threats. Establish a process for regularly reviewing AI system security logs, adversarial testing outcomes, historical incident intelligence (e.g., documented misuse such as fraud, extortion, and model reverse‑engineering), and current threat intelligence to identify areas for improvement.

Use insights from these reviews to refine AI system security configurations, access controls, detection capabilities (including anomaly and evasion detection), and response protocols. Include adversarial‑resilience measures such as input sanitization, monitoring for model extraction or inversion, rate‑limiting, and provenance controls where appropriate. Ensure organizational AI resources are not misused for generation of disinformation or other malicious purposes (e.g., fraud, extortion).

Formally document any changes to AI‑specific defense mechanisms, model resilience strategies, and failure response protocols. Ensure changes are communicated to relevant stakeholders, integrated into training and operational playbooks, and incorporated into the organization's broader security, incident response, and risk‑management frameworks. Regularly review and test implemented defenses (including red‑team or purple‑team exercises) and update threat models and mitigations based on lessons learned.

Example Controls and Evidence: 

Example Control 1: Development of an AI Security and Resilience Framework
Description: Establish formal policies and procedures addressing AI-specific threats, including security controls, threat detection, and response strategies.
Examples of Effective Evidence: 
• Security strategy documents focused on AI threats such as adversarial attacks and model reverse-engineering.
• Security architecture diagrams highlighting AI-specific defenses.
• Threat model and risk assessment reports.
• Version-controlled framework policies.

Example Control 2: Regular Review of Security Logs and Adversarial Test Results
Description: Systematically analyze security logs, adversarial testing outcomes, and incident data to identify vulnerabilities and emerging threats to ensure that security measures remain proactive and effective against potential risks.
Examples of Effective Evidence: 
• Log analysis reports showing detection of anomalies or attacks.
• Adversarial testing reports and action logs.
• Incident logs documenting misuse attempts like fraud, extortion, or model theft.
• Dashboards summarizing threat detection metrics.

Example Control 3: Integration of Incident and Threat Intelligence into Security Refinements
Description: Use historical incident data and current threat intelligence to update security configurations, access controls, and response protocols proactively to address known vulnerabilities and anticipate future risks.
Examples of Effective Evidence: 
• Incident reviews with root cause analysis and lessons learned.
• Threat intelligence reports informing configuration adjustments.
• Change management records for security or protocol updates.
• Update logs capturing modification rationale and approval.

Example Control 4: Formal Documentation of Defense and Response Changes
Description: Document all modifications to AI-specific defenses, resilience strategies, and failure response procedures, ensuring traceability and review to facilitate transparency and accountability in security management practices.
Examples of Effective Evidence: 
• Version-controlled configuration files and protocols.
• Change request and approval records.
• Security policy revision logs.
• Records of staff training on updated protocols.

Example Control 5: Periodic Testing, Inspection, and Continuous Improvement
Description: Schedule consistent testing and review intervals to evaluate defense effectiveness, incorporate lessons learned, and adapt to evolving threats to maintain a robust security posture and resilience strategy for AI systems.
Examples of Effective Evidence: 
• Test reports from penetration testing, adversarial simulations, or audits.
• Review meeting minutes emphasizing security improvements.
• Lessons learned documents from security incidents.
• Updated threat models and defense strategies.


Control Objective:

	Id
	Name
	Description

	MS-2.7.2
	AI Security and Resilience Testing
	The organization conducts regular security and resilience evaluations for its AI systems, aligning these efforts with risks and vulnerabilities identified during the MAP function. These assessments include red teaming exercises, penetration testing, and stress testing. Findings from these evaluations are documented and used to refine AI-specific and enterprise-wide security strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage start conducting basic security and resilience evaluations for their AI systems, aligning these initial efforts with the most apparent risks and vulnerabilities. These assessments may include limited penetration testing and basic stress testing. Findings from these evaluations are documented and used to inform initial AI-specific security strategies, representing an early commitment to security best practices.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently conduct regular security and resilience evaluations for their AI systems, aligning these efforts with risks and vulnerabilities identified during the MAP function. These assessments include red teaming exercises, penetration testing, and stress testing. Findings from these evaluations are comprehensively documented and used to refine AI-specific and enterprise-wide security strategies.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting security and resilience evaluations for their AI systems, aligning these efforts with risks and vulnerabilities identified during the MAP function, with real-time red teaming exercises, penetration testing, and stress testing based on data-driven insights. Findings from these evaluations are dynamically documented and used to refine AI-specific and enterprise-wide security strategies, ensuring the highest level of proactive security and resilience management.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Irregular Security Evaluations
	Regular security and resilience evaluations for AI systems are not conducted



Implementation Guidelines: 

Establish a process for conducting regular security and resilience evaluations for AI systems, aligning these efforts with risks and vulnerabilities identified during the MAP function. Develop a standardized methodology for these assessments, including red teaming exercises, penetration testing, and stress testing.

Document the findings from these evaluations, including identified vulnerabilities, potential attack vectors, and recommended mitigation strategies. Use these findings to refine both AI-specific and enterprise-wide security strategies, ensuring that AI systems are adequately protected against evolving threats. Assign clear roles and responsibilities for conducting security and resilience evaluations and implementing mitigation measures.

Example Controls and Evidence: 

Example Control 1: Establishment of a Security and Resilience Evaluation Framework
Description: Develop and formalize a process for planning and executing AI security assessments, including testing scope, methodologies, and responsibilities aligned with MAP risk findings.
Examples of Effective Evidence: 
• Approved evaluation protocols detailing testing types and parameters.
• Testing plans with defined scenarios for red teaming, penetration, and stress tests.
• Roles and responsibilities matrices for security teams.
• Version-controlled assessment frameworks.

Example Control 2: Execution of Regular Security Evaluations and Tests
Description: Perform scheduled assessments, including red teaming, penetration testing, and stress testing, to uncover vulnerabilities and performance under stress to ensure the AI systems can withstand various attack scenarios and operational challenges.
Examples of Effective Evidence: 
• Test plans and schedules for security evaluations.
• Reports from red teaming exercises and penetration tests, including vulnerabilities found.
• Stress test logs and outcomes demonstrating system robustness.
• Incident response and mitigation actions from tests.

Example Control 3: Documentation and Analysis of Evaluation Outcomes
Description: Document findings comprehensively, including identified vulnerabilities, attack vectors, and impact scenarios, with analysis of root cause to ensure a clear understanding of security weaknesses and inform future preventive actions.
Examples of Effective Evidence: 
• Evaluation reports with detailed vulnerability and threat analyses.
• Root cause analysis documents linking vulnerabilities to systemic issues.
• Impact assessments showing potential harm.
• Evidence of review by security and risk teams.

Example Control 4: Integration of Evaluation Findings into Security Strategies
Description: Use evaluation outcomes to adapt and improve AI-specific and enterprise-wide security controls, policies, and response plans to enhance the overall security posture and resilience of the organization's systems.
Examples of Effective Evidence: 
• Action plans for remediating identified vulnerabilities.
• Updated security policies and control configurations.
• Change logs for security infrastructure improvements.
• Mapping of vulnerabilities to mitigation strategies.

Example Control 5: Continuous Monitoring and Improvement
Description: Incorporate lessons learned into ongoing security activities, schedule re-evaluations, and update strategies based on new threats and findings from assessments to promote continuous improvement and responsiveness in security practices.
Examples of Effective Evidence: 
• Review schedules and post-assessment reports.
• Lessons learned documents from evaluations.
• Action logs tracking improvements and re-tests.
• Updated threat models and strategic plans.


Control Objective:

	Id
	Name
	Description

	MS-2.7.3
	Ongoing AI Risk and Threat Assessments
	The organization conducts ongoing reviews of AI system-specific risks and, as warranted by the risk level of the AI system, performs structured assessments tailored for AI systems, such as adversarial role-playing, impact assessments, red-teaming, and chaos testing. These assessments are designed to identify potential failure modes, emergent risks, and content-related challenges (e.g., misinformation, disinformation, deepfakes, tampered content) relevant to the AI context, supporting proactive risk identification and mitigation.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations conduct ongoing and comprehensive reviews of AI system-specific risks and, based on the risk level of the AI system, perform structured assessments tailored for AI systems (e.g., adversarial role-playing, impact assessments, red-teaming, chaos testing). These assessments are designed to identify potential failure modes, emergent risks, and content-related challenges relevant to the AI context, supporting proactive risk identification and mitigation for AI systems fully integrated into critical business functions.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unperformed Tailored Assessments
	Structured assessments tailored for AI systems are not performed



Implementation Guidelines: 

Conduct structured reviews tailored for AI systems, such as adversarial role-playing, impact assessments, red-teaming, and chaos testing, to enhance understanding of anomalous failure modes, emergent risks, and content provenance harms that may occur in the AI context. Define the objectives and scope of each assessment based on the specific characteristics and use cases of the AI system. 

Develop a set of scenarios or test cases that simulate a range of realistic conditions and inputs, including edge cases and unexpected events. In adversarial role-playing, assign team members to act as potential attackers or adversaries, attempting to exploit vulnerabilities or manipulate the AI system in ways that could potentially result in harmful outcomes. For impact assessments, evaluate the possible consequences of the AI system's outputs or decisions on different stakeholders.

For red-teaming exercises, engage independent experts to conduct independent assessments of the AI system's security, privacy, and other related risks, and foster a better understanding of potential weaknesses or blind spots. For chaos testing, experiment with intentionally introduce random or unexpected inputs or conditions to the AI system to observe how it responds or adapts for learning purposes.

Document the results of each assessment, noting any observations or insights regarding vulnerabilities, failure modes, or emergent risks, and develop a plan for considering whether and how to address these risks. Ensure that the assessment process is transparent and that relevant stakeholders are involved in the review and decision-making process. Regularly review and update the assessment plan to maintain its effectiveness and ensure alignment with the evolving risks and requirements of the AI system and the organization.

Example Controls and Evidence: 

Example Control 1: Establishment of a Tailored AI Risk Assessment Program
Description: Develop a structured process for conducting risk assessments specific to AI system contexts, incorporating tailored evaluation methods aligned with risk severity and system characteristics.
Examples of Effective Evidence: 
• Assessment protocols specifying methods, scope, and triggers for assessments.
• Criteria for selecting assessment types based on risk levels.
• Version-controlled assessment frameworks.
• Roles and responsibilities documentation.

Example Control 2: Implementation of Scenario-Based and Adversarial Assessments
Description: Execute assessments such as adversarial role-playing, impact analysis, and chaos testing under scenarios that replicate operational, external, or emergent risks to ensure comprehensive evaluation of AI system vulnerabilities in real-world contexts.
Examples of Effective Evidence: 
• Test plans detailing scenarios for adversarial, impact, or chaos testing.
• Execution logs and simulation results demonstrating evaluation of failure modes.
• Incident records identifying emergent risks or content-related issues.
• Reports on the detection of manipulation or misinformation attempts.

Example Control 3: Documentation and Analysis of Assessment Findings
Description: Record identified failure modes, emergent risks, and content challenges, with root cause analysis and potential mitigation strategies to create a detailed repository of insights that can guide future improvements.
Examples of Effective Evidence: 
• Assessment reports with detailed findings on vulnerabilities and risks.
• Root cause analysis documents for emergent or failure scenarios.
• Content analysis results for misinformation or tampering.
• Impact analysis highlighting operational or external implications.

Example Control 4: Integration of Findings into Proactive Risk Mitigation Strategies
Description: Use assessment outcomes to update risk controls, content moderation policies, system design, and mitigation plans proactively to strengthen the AI system’s defenses against identified threats and vulnerabilities.
Examples of Effective Evidence: 
• Risk mitigation action plans addressing identified risks.
• Updated system design or content moderation protocols.
• Revision logs for system or policy improvements.
• Mapping of risks to mitigation activities.

Example Control 5: Regular Review and Adaptation of Assessment Methods
Description: Schedule ongoing reviews of assessment approaches to incorporate lessons learned, new threat intelligence, and evolving AI-related risks, ensuring continuous preparedness to adapt to shifting landscapes and maintain effective risk management strategies.
Examples of Effective Evidence: 
• Review schedules with documented adjustments.
• Lessons learned reports from assessments and incident responses.
• Updated assessment scenarios and scripts.
• Feedback from assessment participants and stakeholders.


Control Objective:

	Id
	Name
	Description

	MS-2.7.4
	Security Metrics and Log Monitoring
	The organization defines and tracks AI security and resilience metrics, ensuring alignment with existing enterprise-wide cybersecurity and IT resilience frameworks. AI-specific security logs and monitoring outputs are integrated into centralized security information and event management (SIEM) systems. Regular audits ensure that AI systems are held to the same security and resilience standards as other critical IT assets.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously defining and tracking AI security and resilience metrics, ensuring alignment with existing enterprise-wide cybersecurity and IT resilience frameworks, with real-time integration of AI-specific security logs and monitoring outputs into centralized security information and event management (SIEM) systems based on data-driven insights. Regular audits are conducted to ensure that AI systems are held to the same security and resilience standards as other critical IT assets, with seamless integration into the organization's cybersecurity and IT resilience frameworks, ensuring the highest level of proactive security and resilience management.



	AI Principle
	Risk Name
	Risk Statement

	Secure & Resilient
	Undefined Security Metrics
	Security and resilience metrics are undefined and not integrated with cybersecurity frameworks



Implementation Guidelines: 

Define a set of AI security and resilience metrics that align with existing enterprise-wide cybersecurity and IT resilience frameworks. Establish a process for regularly tracking and reporting on these metrics, ensuring that AI systems are held to the same security and resilience standards as other critical IT assets.

Integrate AI-specific security logs and monitoring outputs into centralized security information and event management (SIEM) systems, enabling a holistic view of the organization's security posture. Conduct regular audits to ensure that AI systems are properly configured, monitored, and maintained in accordance with established security and resilience standards.

Example Controls and Evidence: 

Example Control 1: Define and Document AI Security and Resilience Metrics
Description: Establish a set of AI-specific metrics that align with enterprise cybersecurity and resilience standards, and document how they are calculated and used.
Examples of Effective Evidence: 
• Metrics definition documents linked to security and resilience requirements.
• Dashboards or scorecards showing key AI security performance indicators.
• Protocols for metric collection, interpretation, and reporting.
• Version-controlled metric definitions.

Example Control 2: Integration of AI Metrics into SIEM and Security Frameworks
Description: Configure AI-specific logs, alerts, and monitoring outputs to feed into existing SIEM systems to enable centralized threat detection and response across all critical IT assets, enhancing situational awareness and incident management.
Examples of Effective Evidence: 
• Integration configurations and log forwarding setup documentation.
• SIEM dashboards displaying AI-specific security events in context with general cybersecurity data.
• Alert rules and thresholds for AI systems aligned with enterprise policies.
• Audit logs of SIEM system activity.

Example Control 3: Regular Monitoring and Review of AI Security Metrics
Description: Conduct routine reviews of AI security metrics to identify trends, anomalies, and potential vulnerabilities, with results integrated into security management processes to inform decision-making and prioritize risk mitigation efforts.
Examples of Effective Evidence: 
• Monitoring reports highlighting deviations or emerging threats.
• Analytic review meeting minutes demonstrating pattern detection.
• Change logs for metric thresholds or monitoring configurations.
• Incident reports triggered by AI-specific alerts.

Example Control 4: Auditing and Compliance Verification
Description: Periodically audit AI systems and their security controls to verify adherence to enterprise standards, including quality of logs, proper monitoring, and incident response readiness to ensure that AI systems meet the required security and resilience benchmarks.
Examples of Effective Evidence: 
• Audit reports assessing AI security and resilience controls.
• Verification checklists clearly mapping controls to standards.
• Evidence of corrective actions following audit findings.
• Certification or compliance attestations.

Example Control 5: Continuous Improvement of Metrics and Monitoring Practices
Description: Update security and resilience metrics, monitoring tools, and procedures based on lessons learned, emerging threats, and evolving standards, with documentation of changes to maintain the relevance and effectiveness of the organization's security posture.
Examples of Effective Evidence: 
• Review and update schedules with documented findings.
• Lessons learned from incidents and audits influencing metric refinement.
• Configuration change records for monitoring tools.
• Updated procedures reflecting new detection capabilities or standards.
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Control Objective:

	Id
	Name
	Description

	MS-2.8.1
	AI Transparency and Accountability Evaluation
	The organization assesses AI system transparency and accountability by evaluating the effectiveness of mechanisms that provide clear, accessible information to users, stakeholders, and non-technical actors. This includes reviewing explanations, disclosures, and communication channels, as well as interpretability methods that contextualize technical explainability for human understanding. Findings inform updates to governance policies, training, and user guidance to enhance transparency and facilitate effective oversight and human intervention.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the 'minimal' stage benefit from assessing AI system transparency and accountability by evaluating basic mechanisms for providing information to users and stakeholders. They begin to identify opportunities to improve understanding and trust in initial deployments. Findings inform simple updates to user guidance, promoting responsible AI practices from the outset.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently assess AI system transparency and accountability risks by evaluating the effectiveness of accountability structures, such as documented roles and responsibilities, audit logs, and oversight mechanisms. Escalation pathways for AI-related concerns are analyzed, and cases requiring human intervention are documented. Findings are used to inform updates to governance policies, training materials, and user guidance.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously assessing AI system transparency and accountability risks by evaluating the effectiveness of accountability structures, such as documented roles and responsibilities, audit logs, and oversight mechanisms, with real-time analysis of escalation pathways for AI-related concerns and dynamic documentation of cases requiring human intervention based on data-driven insights. Findings are used to inform updates to governance policies, training materials, and user guidance, ensuring the highest level of proactive transparency and accountability management and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Opaque AI System Accountability
	AI system transparency and accountability is inaccessible or unevaluated



Implementation Guidelines: 

Establish a process for assessing AI system transparency and accountability risks by evaluating the effectiveness of high-level transparency mechanisms that communicate meaningful, accessible information to users, executives, impacted communities, and other non-technical AI stakeholders. This includes assessing whether explanations, disclosures, and communication channels—such as adverse action notifications, appeal procedures, and process descriptions—are clear, understandable, and appropriate for affected stakeholders.

In addition, evaluate the adequacy of interpretability methods that contextualize low-level explainability data into human-understandable insights, supporting human decision-making and oversight. Similarly, review technical explainability tools, such as model interpretability and post-hoc explanation techniques, ensuring their accessibility and usefulness for technical actors.

Develop a standardized methodology for conducting these assessments, including criteria for evaluating the clarity, accessibility, and sufficiency of transparency and interpretability measures. Analyze escalation pathways for AI-related concerns, identifying gaps or weaknesses in the current process, particularly in facilitating understanding, appeals, or overrides by non-technical stakeholders.

Document cases requiring human intervention or further explanation, and use these findings to update governance policies, training materials, and user guidance. Assign clear roles and responsibilities for conducting transparency and accountability assessments and for implementing improvements, ensuring ongoing enhancements to maintain meaningful transparency to all relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: Establishment of Evaluation Framework for Transparency and Accountability
Description: Develop and document a structured framework for assessing the effectiveness of transparency mechanisms, including interpretability methods, disclosure clarity, and communication channels.
Examples of Effective Evidence: 
• Evaluation protocols outlining metrics and criteria for transparency effectiveness.
• Checklists for reviewing explanation quality, clarity, and accessibility.
• Performance dashboards tracking transparency indicators over time.
• Version-controlled evaluation frameworks.

Example Control 2: Review of Explanation Quality and User Understanding
Description: Regularly evaluate the clarity, comprehensibility, and contextualization of explanations and disclosures provided to multidisciplinary user groups, including non-technical stakeholders to ensure that all users can understand the AI system's functionality and implications.
Examples of Effective Evidence: 
• User feedback surveys and comprehension testing results.
• Usability testing reports focused on explanation understandability.
• Stakeholder review meetings with documented insights.
• Content analysis of explanation text and disclosures.

Example Control 3: Assessment of Communication Channels and Disclosures
Description: Review the accessibility, reach, and effectiveness of communication channels used for disclosures, ensuring that relevant information is available to all stakeholders in an understandable manner to foster trust and facilitate informed engagement with the AI system.
Examples of Effective Evidence: 
• Channel usage metrics and analytics (e.g., website analytics, portal access logs).
• Communication content review reports for clarity and comprehensiveness.
• Stakeholder feedback on information accessibility and usefulness.
• Updated communication protocols.

Example Control 4: Incorporation of Findings into Governance, Policies, and Training
Description: Use assessment results to improve governance policies, training programs, and user guidance aimed at enhancing transparency and facilitating effective oversight and intervention to ensure that stakeholders can effectively navigate and influence AI system operations.
Examples of Effective Evidence: 
• Policy updates reflecting insights from transparency assessments.
• Training modules on interpretability and communication best practices.
• User guidance documents revised based on evaluation outcomes.
• Management review summaries approving updates.

Example Control 5: Continuous Monitoring and Iteration
Description: Schedule ongoing assessments of transparency and explainability methods, iterating improvements based on user feedback, evolving standards, and emerging best practices to continually enhance the clarity and effectiveness of AI disclosures and accountability mechanisms.
Examples of Effective Evidence: 
• Regular review schedules with documented improvements.
• Feedback logs from users and stakeholders.
• Lessons learned from transparency-related incidents or audits.
• Updated interpretability and communication strategies.


Control Objective:

	Id
	Name
	Description

	MS-2.8.2
	Metrics for Transparency and Accountability
	The organization establishes and monitors metrics to measure the transparency and accountability of its AI systems, including the effectiveness of explainability features, the clarity of disclosures, and the resolution times for escalated decisions. It also assesses the quality of communication to non-technical stakeholders (e.g., clear explanations, adverse action notices, appeal processes) to ensure information is accessible and meaningful. Regular review of AI system logs and stakeholder feedback helps identify trends and refine accountability mechanisms, supporting effective oversight and human intervention.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations establish and monitor metrics to measure the transparency and accountability of their AI systems, such as the frequency and resolution time of escalated AI decisions, the effectiveness of explainability features, and the number of reported issues related to AI-driven decisions. AI system logs and stakeholder feedback are regularly reviewed to identify trends and refine accountability mechanisms.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously establishing and monitoring metrics to measure the transparency and accountability of their AI systems, such as the frequency and resolution time of escalated AI decisions, the effectiveness of explainability features, and the number of reported issues related to AI-driven decisions, with real-time review of AI system logs and stakeholder feedback to identify trends and refine accountability mechanisms based on data-driven insights. These processes are seamlessly integrated into the organization's governance and risk management frameworks, ensuring the highest level of proactive transparency and accountability management and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmonitored Transparency Metrics
	Transparency and accountability metrics are unmonitored and communication quality is unassessed



Implementation Guidelines: 

Define a set of metrics to measure the transparency and accountability of AI systems, including the frequency and resolution time of escalated AI decisions, the effectiveness of explainability features, and the number of reported issues related to AI-driven decisions. Additionally, assess the clarity and accessibility of communication to non-technical stakeholders (e.g. explanations, disclosures, appeal processes) to ensure that information is understandable and meaningful.

Establish a process for regularly monitoring and reporting on these metrics, ensuring they align with the organization’s overall AI governance framework. Review AI system logs and gather stakeholder feedback to identify trends, gaps, and areas for improvement in transparency and accountability mechanisms, including communication effectiveness. Use this information to refine escalation procedures, explainability features, and user communication channels.

Document all changes to transparency and accountability mechanisms, and communicate updates to relevant stakeholders to enhance ongoing transparency and human oversight.

Example Controls and Evidence: 

Example Control 1: Development of a Metrics Framework for Transparency and Accountability
Description: Create a formal framework defining key metrics and targets related to explainability, disclosures, decision escalation, and stakeholder communication.
Examples of Effective Evidence: 
• Metrics definitions with measurement methods, formulas, and thresholds.
• Scorecards tracking explainability feature performance, disclosure clarity, and resolution times.
• Documentation of measurement protocols aligned with organizational standards.
• Version-controlled metric frameworks.

Example Control 2: Implementation of Monitoring Systems and Data Collection
Description: Deploy tools and processes for ongoing collection and analysis of metrics from AI logs, decision workflows, and stakeholder communication channels to ensure a continuous understanding of the performance and effectiveness of transparency measures.
Examples of Effective Evidence: 
• Dashboards displaying explainability performance, disclosure clarity, and decision resolution KPIs.
• Automated logs of escalated decision timelines.
• Records of communication metrics, such as explanation comprehensibility and appeal response times.
• Data collection procedures.

Example Control 3: Evaluation of Communication Quality and Stakeholder Feedback
Description: Regularly assess the clarity, accessibility, and effectiveness of communications with non-technical stakeholders through surveys, feedback forms, and content reviews to gather insights that inform improvements in user engagement and understanding.
Examples of Effective Evidence: 
• Stakeholder feedback reports on explanation clarity and appeal processes.
• Surveys measuring stakeholder understanding and satisfaction.
• Content review checklists for notices and explanations.
• Periodic stakeholder engagement summaries.

Example Control 4: Trend Analysis and Identification of Improvement Opportunities
Description: Analyze collected metrics and feedback to identify patterns, gaps, and areas for improvement in transparency and accountability practices to strengthen the organization's commitment to clear communication and responsible AI use.
Examples of Effective Evidence: 
• Trend analysis reports and dashboards highlighting recurring issues or delays.
• Incident logs linked to inadequate explanations or delayed resolutions.
• Lessons learned documents with recommended process improvements.
• Regular review meeting minutes.

Example Control 5: Continuous Refinement of Accountability Mechanisms
Description: Based on insights, update metrics, workflows, communication practices, and escalation procedures to enhance oversight, explainability, and human intervention effectiveness to ensure that stakeholders can effectively engage with and influence AI system operations.
Examples of Effective Evidence: 
• Updated metrics definitions and targets.
• Revised workflows and escalation protocols.
• Feedback-driven content updates for disclosures and explanations.
• Audit reports verifying improvements.
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Control Objective:

	Id
	Name
	Description

	MS-2.9.1
	Model Explainability and Validation
	The organization provides clear and structured explanations of its AI models (e.g., design choices, training data sources, feature importance, decision pathways) that serve as the underlying reasons behind outcomes. The model validation process includes testing for stability, fairness, and performance across various conditions, with specific attention to potential biases and limitations. The organization employs interpretable models or post-hoc explainability techniques where possible and ensures that AI outputs align with intended policies and AI Trustworthy Principles.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations provide basic explanations of its AI models, even if they are limited in scope. Understanding design choices and training data sources improves the understanding of AI, while basic validation processes test for stability, fairness, and performance. Even in initial stages, ensuring that AI outputs align with intended policies and AI Trustworthy Principles is a beneficial first step.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently provide clear and structured explanations of their AI models, detailing their design choices, training data sources, feature importance, and decision pathways. The model validation process includes testing for stability, fairness, and performance across various conditions, with specific attention to potential biases and limitations. The organization employs interpretable models or post-hoc explainability techniques where possible and ensures that AI outputs align with intended policies and AI Trustworthy Principles.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously providing clear and structured explanations of their AI models, detailing their design choices, training data sources, feature importance, and decision pathways, with real-time updates based on data-driven insights. The model validation process includes dynamic testing for stability, fairness, and performance across various conditions, with specific attention to potential biases and limitations. The organization employs interpretable models or post-hoc explainability techniques where possible and ensures that AI outputs align with intended policies and AI Trustworthy Principles, ensuring the highest level of proactive model transparency, interpretability, and alignment with organizational values.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient Model Explanations
	Clear explanations of AI models are not provided and validation is insufficient



Implementation Guidelines: 

Establish a process for providing clear and structured explanations of AI models, emphasizing the underlying reasons (that is, the "how" and "why" behind specific outcomes), such as design choices, training data, feature importance, and decision pathways. These explanations enable meaningful appeals or overrides by providing the justifications needed to understand and respond to wrong or harmful decisions. Develop standardized documentation templates that detail this information in an accessible manner, ensuring explanations are understandable to both technical and non-technical stakeholders and support critical appeal and override processes.

Implement a comprehensive model validation process that tests for stability, fairness, and performance across various conditions, with a focus on identifying biases and limitations. Employ interpretable models or post-hoc explainability techniques where feasible to facilitate understanding of the decision-making process. Ensure that AI outputs are aligned with organizational policies and AI Trustworthy Principles, and explicitly document any deviations or exceptions that could impact interpretability, explainability, or related appeal processes (e.g., adverse action notices).

Example Controls and Evidence: 

Example Control 1: Development of Model Explanation Framework and Documentation
Description: Create a formal framework and templates for documenting model design decisions, data sources, feature importance, and decision pathways to ensure clarity and transparency.
Examples of Effective Evidence: 
• Model documentation templates detailing design rationale, data lineage, and feature roles.
• Version-controlled explanation documents linked to model versions.
• Policy references guiding explanation practices.
• Checklists ensuring all components are documented.

Example Control 2: Model Validation Including Explainability, Fairness, and Stability Tests
Description: Conduct validation using methods such as stress testing, fairness assessments, and stability analysis across different data subsets and scenarios to evaluate model robustness and ensure reliable performance in different situations.
Examples of Effective Evidence: 
• Validation reports including stability metrics, fairness metrics, and performance benchmarks.
• Testing under different conditions and reporting on bias or limitations.
• Sensitivity analyses and robustness testing results.
• Adherence checklists for validation procedures.

Example Control 3: Use of Interpretable or Post-Hoc Explainability Techniques
Description: Employ models inherently designed for interpretability or apply post-hoc explainability tools (e.g., SHAP, LIME), documenting methods, parameters, and interpretability rationale to provide transparency in how models generate their outputs and facilitate user understanding.
Examples of Effective Evidence: 
• Explanation reports generated with interpretable models or post-hoc tools.
• Documentation of methods, assumptions, and limitations of explanations.
• User guides or training on interpreting model outputs.
• Validation logs demonstrating explanation consistency.

Example Control 4: Alignment of Outputs with Policies and AI Trustworthy Principles
Description: Review model outputs to ensure they align with organizational policies and AI Trustworthy Principles, verifying fairness and transparency considerations to build confidence in the AI system's decision-making processes.
Examples of Effective Evidence: 
• Output reviews with checklists aligned to policies/principles.
• Stakeholder feedback on explanation adequacy and transparency.
• Models shown to meet fairness and bias thresholds.
• Traceability matrices linking outputs to policy requirements.

Example Control 5: Continuous Monitoring and Improvement of Explanation Quality
Description: Regularly assess the quality, relevance, and comprehensibility of explanations, updating methods and documentation based on feedback, evolving standards, and system changes to enhance the effectiveness of model explainability initiatives and ensure they meet stakeholder needs.
Examples of Effective Evidence: 
• Feedback surveys on explanation clarity and usefulness.
• Lessons learned logs from deployment or incident reviews.
• Updated explanation approach documentation.
• Periodic review schedules and implementation records.


Control Objective:

	Id
	Name
	Description

	MS-2.9.2
	Interpretability and Decision Context
	The organization ensures that AI-generated outputs are interpreted in context, helping users understand how decisions were reached and their potential limitations. Decision rationales are structured to be accessible to technical teams, end-users, and external stakeholders, ensuring they align with the expected use case, audience expertise, and impact considerations. The organization integrates human oversight mechanisms where necessary and leverages explainability testing methods to validate the clarity and effectiveness of AI-generated explanations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin to ensure that AI-generated outputs are interpreted in context, helping users understand how decisions were reached and their potential limitations, even for simple AI applications. Decision rationales are structured to be accessible to technical teams and end-users with basic AI knowledge, ensuring they generally align with the expected use case. Organizations start to integrate basic human oversight mechanisms where necessary and explore simple explainability testing methods to validate the clarity of AI-generated explanations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently ensure that AI-generated outputs are interpreted in context, helping users understand how decisions were reached and their potential limitations. Decision rationales are structured to be accessible to technical teams, end-users, and external stakeholders, ensuring they align with the expected use case, audience expertise, and impact considerations. The organization integrates human oversight mechanisms where necessary and leverages explainability testing methods to validate the clarity and effectiveness of AI-generated explanations.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously ensuring that AI-generated outputs are interpreted in context, helping users understand how decisions were reached and their potential limitations, with real-time structuring of decision rationales to be accessible to technical teams, end-users, and external stakeholders based on data-driven insights. The organization dynamically integrates human oversight mechanisms where necessary and leverages explainability testing methods to validate the clarity and effectiveness of AI-generated explanations, ensuring the highest level of proactive context-specific interpretation and stakeholder accessibility.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Unexplained Decision Rationales
	AI-generated outputs are not interpreted and decision rationales are inaccessible



Implementation Guidelines: 

Develop guidelines and processes for interpreting AI-generated outputs in context, helping users understand how decisions were reached and their potential limitations. Tailor decision rationales to be accessible to technical teams, end-users, and external stakeholders, considering factors such as the expected use case, audience expertise, and impact considerations.

Integrate human oversight mechanisms where necessary to ensure that AI-generated outputs are properly interpreted and applied. Leverage explainability testing methods to validate the clarity and effectiveness of AI-generated explanations, and document the results of these tests. Establish feedback channels for users to report any concerns or issues with AI-generated outputs, and use this feedback to inform ongoing improvements to the system.

Example Controls and Evidence: 

Example Control 1: Development of Contextual Interpretation and Explanation Framework
Description: Create structured approaches and templates for presenting AI decision rationales, tailored to the use case, stakeholder audience, and potential impacts.
Examples of Effective Evidence: 
• Explanation templates customized for different audiences (technical, end-user, external).
• Documentation guiding how to contextualize outputs, including limitations and uncertainty.
• Version-controlled explanation frameworks.
• Communication protocols for delivering rationales.

Example Control 2: Documentation of Decision Rationales and Accessibility
Description: Record detailed, structured explanations of AI decisions, including logic, data inputs, limitations, and relevant contextual information, ensuring they are understandable to the target audience to promote transparency and facilitate informed decision-making.
Examples of Effective Evidence: 
• Explanation reports with clear narratives, visuals, and annotations.
• Models or post-hoc tools generating interpretable rationales.
• Accessibility summaries or glossaries tailored to different user groups.
• Traceability matrices linking explanations to underlying model features and data.

Example Control 3: Integration of Human Oversight and Validation
Description: Implement oversight mechanisms such as review gates, validation steps, and validation testing (e.g., explainability testing) to confirm explanations’ clarity and appropriateness to enhance user confidence in the AI system's decisions and outputs.
Examples of Effective Evidence: 
• Human review records of explanation accuracy and comprehensibility.
• Explainability testing results, including user feedback and cognitive load assessments.
• Validation reports documenting explanation effectiveness.
• Protocols for escalating or refining explanations when issues are identified.

Example Control 4: Continuous Monitoring and Feedback Incorporation
Description: Regularly gather user and stakeholder feedback on explanation clarity and usefulness, updating explanation techniques and documentation accordingly to ensure that the provided information remains relevant and effective for the intended audience.
Examples of Effective Evidence: 
• Feedback surveys and analysis reports.
• Lessons learned logs from deployment or incident reviews.
• Updated explanation documentation and training materials.
• Review schedules for ongoing explanation validation.

Example Control 5: Alignment with Use Case and Audience Expectations
Description: Ensure explanations are tailored to the specific use case, audience expertise, and potential impacts, with documentation demonstrating this alignment to maximize the effectiveness of communication and foster trust among users and stakeholders.
Examples of Effective Evidence: 
• Audience-specific explanation templates and communication plans.
• Stakeholder review and validation records confirming appropriateness.
• Use case and impact assessments informing explanation design.
• Reports demonstrating adaptation of explanations over time.
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Control Objective:

	Id
	Name
	Description

	MS-2.10.1
	Initial Privacy Risk Assessment
	The organization conducts an initial examination of the privacy risks associated with its AI systems, as identified during the MAP function, and documents the results of this examination, including any identified privacy issues, concerns, or potential violations specific to AI systems. It establishes accountability mechanisms for managing AI-related privacy risks and incidents, such as data breaches or unauthorized access, and assigns clear roles and responsibilities for privacy risk management.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage conduct an initial examination of the privacy risks associated with their AI systems. They document the results of this examination, including any identified privacy issues, concerns, or potential violations specific to AI systems and establish basic accountability mechanisms for managing AI-related privacy risks.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage conduct a more detailed examination of the privacy risks associated with their AI systems. They document any identified privacy issues, concerns, or potential violations specific to AI systems and establish accountability mechanisms for managing AI-related privacy risks and incidents.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations conduct an initial examination of the privacy risks associated with their AI systems, as identified during the MAP function, and comprehensively document the results of this examination, including any identified privacy issues, concerns, or potential violations specific to AI systems. The organization establishes accountability mechanisms for managing AI-related privacy risks and incidents, such as data breaches or unauthorized access, and assigns clear roles and responsibilities for privacy risk management.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting an initial examination of the privacy risks associated with their AI systems, as identified during the MAP function, and dynamically documenting the results of this examination, including any identified privacy issues, concerns, or potential violations specific to AI systems, with real-time updates based on data-driven insights. The organization establishes accountability mechanisms for managing AI-related privacy risks and incidents, such as data breaches or unauthorized access, and assigns clear roles and responsibilities for privacy risk management, ensuring the highest level of proactive privacy risk identification and management.



	AI Principle
	Risk Name
	Risk Statement

	Privacy-Enhanced
	Unexamined Privacy Risks
	Privacy risks are not examined, documented, or managed for AI systems



Implementation Guidelines: 

Establish a process for conducting an initial examination of the privacy risks associated with AI systems, as identified during the MAP function. Develop a standardized methodology for this examination, including criteria for evaluating the severity and likelihood of identified privacy issues, concerns, or potential violations specific to AI systems.

Document the results of the initial privacy risk examination, including a clear description of each identified risk, its potential impact on individuals and the organization, and any recommended mitigation strategies. Establish accountability mechanisms for managing AI-related privacy risks and incidents, such as data breaches or unauthorized access, and assign clear roles and responsibilities for privacy risk management to ensure that identified risks are properly addressed.

Example Controls and Evidence: 

Example Control 1: Conduct of a Formal Privacy Risk Examination
Description: Develop and execute a structured process to evaluate privacy risks associated with AI systems, focusing on data handling, consent, access controls, and potential privacy violations.
Examples of Effective Evidence: 
• Privacy risk assessment protocols aligned with privacy standards and legal requirements.
• Documentation of identified privacy issues, concerns, or violations specific to AI.
• Risk registers highlighting privacy vulnerabilities.
• Version-controlled examination reports.

Example Control 2: Documentation of Privacy Risks and Concerns
Description: Record findings related to privacy issues, potential violations, and concerns, with detailed descriptions, risk levels, and contextual information to create a comprehensive understanding of the privacy landscape surrounding AI systems.
Examples of Effective Evidence: 
• Privacy risk logs with descriptions, severity, and affected data or individuals.
• Impact analysis reports on privacy violations or potential breaches.
• Data flow diagrams illustrating privacy-sensitive data.

Example Control 3: Establishment of Accountability Mechanisms
Description: Define and formalize accountability structures and procedures for managing AI-related privacy risks, including incident response, breach management, and data security protocols to ensure preparedness and effective handling of privacy incidents.
Examples of Effective Evidence: 
• Privacy governance policies detailing roles and responsibilities.
• Incident response plans specific to privacy breaches.
• Appointment letters or role descriptions for privacy officers or data protection officers.
• Escalation and communication protocols for privacy incidents.

Example Control 4: Clear Assignment of Roles and Responsibilities
Description: Assign specific roles for privacy risk management, including monitoring, enforcement, incident investigation, and reporting, with documented responsibilities to clarify expectations and promote accountability across the organization.
Examples of Effective Evidence: 
• Responsibility matrices or RACI charts.
• Training records emphasizing privacy responsibilities.
• Standard operating procedures (SOPs) for privacy incident handling.
• Role-specific KPIs linked to privacy management.

Example Control 5: Ongoing Monitoring, Review, and Improvement
Description: Regularly revisit privacy risk assessments, incident management procedures, and roles to incorporate lessons learned, policy updates, and evolving threats, ensuring dynamic risk management that adapts to changing circumstances and improves overall privacy protection.
Examples of Effective Evidence: 
• Review schedules and meeting minutes with updates.
• Incident logs and post-incident reports to inform improvements.
• Updated policies and procedures reflecting new risks or standards.
• Feedback from stakeholders on privacy risk handling effectiveness.


Control Objective:

	Id
	Name
	Description

	MS-2.10.2
	Ongoing AI Privacy Risk Assessment, Monitoring, and Verification
	The organization conducts ongoing privacy risk assessments, and actively monitors and verifies privacy risks throughout the AI lifecycle. This includes techniques such as PIAs, data flow mapping, adversarial testing, and re-identification risk analysis, focusing on risks like re-identification, inadvertent data leaks, or malicious data exfiltration through AI system outputs. These activities evaluate and verify the effectiveness of privacy controls, including anonymization methods, with findings documented and used to continuously improve privacy safeguards and risk management practices.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage start to conduct initial privacy risk assessments for their AI systems throughout the AI lifecycle. This includes examining risks, such as re-identification and inadvertent data leaks through AI system outputs. privacy impact assessments and data flow mapping are leveraged to evaluate and verify the effectiveness of privacy controls.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations conduct ongoing privacy risk assessments and actively monitor, verify, and manage privacy risks throughout the AI system lifecycle. This focuses on unique AI privacy challenges (e.g., re-identification, inferential capabilities, opacity) and employs techniques like data flow mapping, PIAs, sensitivity analysis, privacy audits, and technical assessments to detect breaches and ensure the effectiveness of anonymization methods. Findings are comprehensively documented and used to continuously improve privacy safeguards and risk management practices, reflecting an active commitment to privacy as AI systems are used in more contexts.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations utilize advanced, automated processes for continuously conducting ongoing privacy risk assessments and dynamically managing privacy risks throughout the AI system lifecycle. This includes real-time employment of techniques like data flow mapping, PIAs, sensitivity analysis, comprehensive privacy audits, advanced adversarial testing, and continuous technical assessments to identify evolving threats, detect breaches, and ensure stringent privacy guarantees across all AI systems. Findings are dynamically documented, controls are continuously refined based on the latest threat intelligence, and the organization proactively ensures the highest level of ongoing protection against evolving privacy threats.



	AI Principle
	Risk Name
	Risk Statement

	Privacy-Enhanced
	Unassessed or Unmonitored AI Privacy Risks
	AI privacy risks are not regularly assessed, actively monitored, verified, or managed throughout the lifecycle



Implementation Guidelines: 

Develop a process for conducting ongoing privacy risk assessments, monitoring, and verification activities throughout the AI system lifecycle, specifically addressing AI's unique privacy challenges. Utilize a range of techniques including data flow mapping, Privacy Impact Assessments (PIAs), sensitivity analysis, re-identification risk analysis, privacy audits, adversarial testing, and technical assessments to identify, evaluate, and continuously monitor evolving privacy risks.

Establish a clear schedule for these activities, considering factors such as system complexity, data sensitivity, the pace of change in the privacy risk landscape, and the effectiveness of existing privacy controls. Document all findings, including identified vulnerabilities, control effectiveness, and any changes in the privacy risk landscape.

Use these documented findings to continuously improve AI privacy safeguards, refine controls, adjust technical measures, and prevent data leaks, breaches, or re-identification risks. Establish clear protocols for timely escalation and remediation of identified privacy issues. Integrate privacy metrics into ongoing risk management frameworks and ensure that all privacy verification results inform system updates and governance reviews.

Example Controls and Evidence: 

Example Control 1: Development of a Continuous Privacy Risk Assessment Framework
Description: Establish formal processes, tools, and methodologies for ongoing risk assessments covering the entire AI lifecycle, incorporating methods like PIAs, data flow analysis, adversarial testing, and re-identification evaluation.
Examples of Effective Evidence: 
• Standardized assessment protocols aligned with privacy standards.
• Data flow diagrams and mappings tracking personal data throughout the system.
• Version-controlled assessment templates and schedules.
• Risk mitigation checklists linked to assessment outcomes.

Example Control 2: Application of Key Techniques in Ongoing Assessments
Description: Regularly apply privacy evaluation techniques—such as PIAs, data flow analysis, adversarial testing, and re-identification risk analysis—to identify vulnerabilities and evaluate control effectiveness to ensure robust protection of personal data throughout the AI lifecycle.
Examples of Effective Evidence: 
• Completed PIAs with updates reflecting new system features or data sources.
• Data flow diagrams illustrating data handling, processing, and storage.
• Results from adversarial testing aimed at de-anonymization or data leakage.
• Re-identification risk assessments showing residual exposure levels.

Example Control 3: Documentation and Tracking of Findings and Improvements
Description: Record assessment results, identified risks, control weaknesses, and corresponding mitigation actions, ensuring traceability and transparency to create an accountable framework for managing privacy risks and enhancing stakeholder trust.
Examples of Effective Evidence: 
• Risk logs and assessment reports with documented findings.
• Action tracking systems for implementing privacy controls or process changes.
• Updated privacy policies and technical controls based on findings.
• Audit trails of assessments, reviews, and improvement efforts.

Example Control 4: Verification and Validation of Privacy Controls
Description: Periodically verify the effectiveness of protections like anonymization techniques, data masking, and access controls through testing and validation activities to confirm that privacy safeguards are functioning as intended and mitigating potential risks effectively.
Examples of Effective Evidence: 
• Validation test reports demonstrating anonymization effectiveness.
• Re-evaluation of re-identification risks over time.
• Security and privacy control audit results.
• Incident reports revealing residual vulnerabilities.

Example Control 5: Ongoing Review and Adaptation of Privacy Strategies
Description: Regularly review assessment outcomes to adapt privacy safeguards and practices to evolving threats, system changes, and lessons learned to maintain up-to-date defenses against privacy risks and ensure compliance with relevant regulations.
Examples of Effective Evidence: 
• Review schedules with documented updates.
• Lessons learned logs from privacy incidents or assessments.
• Updated risk assessments reflecting new vulnerabilities or mitigations.
• Adjusted policies and controls informed by assessment insights.


Control Objective:

	Id
	Name
	Description

	MS-2.10.3
	Data Consent and Management
	The organization establishes procedures for tracking and managing data subject consent, including documenting consent statuses, handling data access requests, and ensuring compliance with legal and regulatory requirements. These procedures prevent use of withdrawn or erased data both during training and post-deployment.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations establish procedures for tracking and managing data subject consent, including documenting consent statuses and handling data access requests, reflecting the increasing importance of compliance as AI systems use sensitive data. These procedures prevent the use of withdrawn or erased data both during training and post-deployment.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations maintain comprehensive and automated procedures for proactively tracking and managing data subject consent, including detailed documentation of consent statuses and seamless handling of data access requests, ensuring proactive compliance with legal and regulatory requirements. These procedures prevent the use of withdrawn or erased data both during training and post-deployment, demonstrating a commitment to respecting data subject rights and maintaining data integrity across all AI-driven processes.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Untracked Consent Requests
	Data subject consent and access requests are not properly tracked



Implementation Guidelines: 

Develop and implement comprehensive procedures for tracking, documenting, and managing data subject consent across all data use stages. This includes establishing systems to record consent statuses, handle data access requests, and process rectification or erasure requests promptly and accurately. Ensure that these procedures are transparent and aligned with legal and regulatory requirements, such as GDPR or CCPA, to uphold data rights and build stakeholder confidence.

Regularly review and update consent management processes to adapt to changing regulations, organizational practices, and stakeholder expectations. Integrate mechanisms to prevent the use or processing of data from individuals who have withdrawn consent or requested data deletion, both during model training and after deployment.

Example Controls and Evidence: 

Example Control 1: Development of Consent Management Procedures and Documentation
Description: Create formal procedures and templates for recording, updating, and verifying consent statuses, aligned with legal and regulatory standards.
Examples of Effective Evidence: 
• Standardized consent forms and digital records with version control.
• Processes for documenting consent statuses, withdrawal requests, and data erasure actions.
• Policies defining data subject rights and compliance obligations.
• Training manuals outlining consent management protocols.

Example Control 2: Tracking and Updating Consent Statuses
Description: Implement systems to continually monitor, record, and update data subject consent statuses, ensuring accurate reflection in data handling to maintain compliance with legal and other standards regarding data usage.
Examples of Effective Evidence: 
• Centralized consent databases with audit trails.
• Automated workflows for handling withdrawal or erasure requests.
• Logs documenting update timestamps and responsible actions.
• Reports verifying status accuracy during data processing.

Example Control 3: Handling Data Access and Erasure Requests
Description: Establish processes for responding to data access, correction, and erasure requests promptly, documenting actions taken to ensure transparency and accountability in data subject rights management.
Examples of Effective Evidence: 
• Request logs with timestamps and resolution details.
• Response templates for data access and erasure communications.
• Records of data deletion or correction actions aligned with requests.
• Audit logs demonstrating compliance with timeframes.

Example Control 4: Ensuring Use of Compliant Data and Erased Data in Training and Deployment
Description: Implement processes to prevent the use of withdrawn or erased data during training, validation, and deployment, verifying the effectiveness of data filtering controls to safeguard against unintended breaches of privacy and ensure compliance with consent agreements.
Examples of Effective Evidence: 
• Data filtering and validation logs.
• Data pipeline checks ensuring only compliant data is used.
• Periodic audits of datasets for compliance with consent status.
• Records of retraining models with updated, consent-compliant data.

Example Control 5: Periodic Review and Continuous Improvement of Consent Management
Description: Schedule regular reviews of consent processes and systems, incorporating lessons learned, regulatory updates, and stakeholder feedback to improve data governance and enhance the effectiveness of consent management strategies.
Examples of Effective Evidence: 
• Review meeting minutes and update logs.
• Audit reports assessing compliance and data handling accuracy.
• Feedback from data subjects or compliance officers.
• Revisions to procedures and system configurations based on review findings.
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Control Objective:

	Id
	Name
	Description

	MS-2.11.1
	Context-Specific Fairness and Bias Evaluation
	The organization conducts evaluations of fairness and bias in its AI systems, focusing on any regulatory requirements and the risks and potential impacts identified during the MAP function. The organization employs techniques and tools to assess fairness and bias, examining potential sources of bias throughout the AI lifecycle, including systemic bias, statistical and computational bias, and human cognitive bias. Based on the evaluation results, the organization develops and implements strategies to mitigate or manage identified biases and fairness issues. The organization documents the results of its fairness and bias evaluations, including identified issues and mitigation strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	At the initial stage, organizations begin to conduct a preliminary evaluation of fairness and bias in their AI systems, even if limited in scope. They employ basic techniques to identify potential sources of bias, and document the results. Establishing this awareness early is crucial, even if formal mitigation strategies aren't immediately implemented.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage conduct initial evaluations of fairness and bias on its AI systems. They employ simple techniques and tools to assess fairness and bias and begin examining potential sources of bias throughout the AI lifecycle. Based on these preliminary evaluation results, organizations start to develop and implement basic strategies to mitigate or manage identified biases and fairness issues, and document the results of its fairness and bias evaluations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently conduct evaluations of fairness and bias in their AI systems, focusing on the risks and potential impacts identified during the MAP function. The organization employs techniques and tools to assess fairness and bias, examining potential sources of bias throughout the AI lifecycle. Based on the evaluation results, the organization develops and implements strategies to mitigate or manage identified biases and fairness issues. The organization comprehensively documents the results of its fairness and bias evaluations, including identified issues and mitigation strategies.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting evaluations of fairness and bias in their AI systems, focusing on the risks and potential impacts identified during the MAP function, with real-time employment of techniques and tools to assess fairness and bias, examining potential sources of bias throughout the AI lifecycle based on data-driven insights. Based on the evaluation results, the organization dynamically develops and implements strategies to mitigate or manage identified biases and fairness issues. The organization dynamically documents the results of its fairness and bias evaluations, including identified issues and mitigation strategies, ensuring the highest level of proactive fairness and bias assessment and management.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Unconducted Fairness Evaluations
	Context-specific fairness and bias evaluations are not conducted or documented for AI systems



Implementation Guidelines: 

Establish a process for conducting context-specific evaluations of fairness and bias in AI systems, focusing on the risks and potential impacts identified during the MAP function. It is also helpful to have clear definitions of systemic, computational, and human cognitive bias. Areas of increased risk tend to include lending and employment applications. Develop a standardized methodology for these evaluations, including the selection and use of appropriate techniques and tools to assess fairness and bias at various stages of the AI lifecycle. 

Document the results of fairness and bias evaluations, including identified issues, potential sources of bias, and recommended mitigation strategies while addressing any applicable regulatory reporting requirements. Use these findings to inform the development and implementation of targeted interventions to address identified biases and fairness concerns, such as data preprocessing techniques, model adjustments, or post-processing methods.

Example Controls and Evidence: 

Example Control 1: Development of Fairness and Bias Evaluation Framework
Description: Create formal procedures, criteria, and tools for assessing fairness and bias across the AI lifecycle, aligned with regulatory requirements and organizational risk thresholds.
Examples of Effective Evidence: 
• Standardized assessment protocols covering data, model, and output biases.
• Criteria checklists for bias detection tailored to use cases.
• Version-controlled evaluation frameworks.
• Guidelines for identifying bias sources at each stage.

Example Control 2: Application of Bias and Fairness Testing Techniques
Description: Use validated techniques such as statistical bias testing, fairness metrics, adversarial testing, and data audits to systematically evaluate biases and fairness throughout development and deployment
Examples of Effective Evidence: 
• Test reports displaying fairness and bias metrics (e.g., demographic parity, equal opportunity).
• Data audit logs identifying biased data sources or features.
• Results from adversarial or scenario-based bias tests.
• Model validation reports highlighting fairness issues.

Example Control 3: Documentation of Evaluation Results and Issues
Description: Record findings from bias and fairness assessments, including mapped issues, sources, and severity, providing a basis for risk management and mitigation planning
Examples of Effective Evidence: 
• Bias assessment reports with detailed issue descriptions.
• Risk registers linking fairness issues with potential impacts.
• Source analysis including data, model, or implementation-related biases.
• Issue tracking dashboards.

Example Control 4: Development and Implementation of Bias Mitigation Strategies
Description: Based on evaluation outcomes, design and execute mitigation actions such as data balancing, model adjustments, or policy changes, documenting decisions and actions take
Examples of Effective Evidence: 
• Bias mitigation plans with assigned responsibilities.
• Model retraining or data augmentation records.
• Policy updates affecting fairness considerations.
• Follow-up testing to verify mitigation effectiveness.

Example Control 5: Ongoing Monitoring, Review, and Improvement
Description: Continuously monitor bias and fairness metrics post-deployment, review evaluation processes periodically, and refine mitigation strategies based on new insights, regulations, and lessons learned
Examples of Effective Evidence: 
• Monitoring dashboards tracking fairness metrics over time.
• Regular review reports assessing bias levels and mitigation success.
• Lessons learned documentation from bias-related incidents.
• Revisions to evaluation frameworks guided by evolving standards.
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Control Objective:

	Id
	Name
	Description

	MS-2.12.1
	AI Resource Efficiency Assessment
	The organization conducts an assessment of the resource efficiency of its AI systems across their entire lifecycle. This assessment evaluates energy consumption, resource utilization, and the efficiency of AI infrastructure. The results are documented, including identified opportunities for optimization.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin to assess the resource efficiency of their AI systems. This assessment can evaluate energy consumption and resource utilization, and the results are documented, allowing basic opportunities for optimization to be tracked.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently conduct an assessment of the resource efficiency of their AI systems across their entire lifecycle. This assessment evaluates energy consumption, resource utilization, and the efficiency of AI infrastructure. The results are comprehensively documented, including identified opportunities for optimization.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting an assessment of the resource efficiency of their AI systems across their entire lifecycle, with real-time evaluation of energy consumption, resource utilization, and the efficiency of AI infrastructure based on data-driven insights. The results are dynamically documented, including identified opportunities for optimization, ensuring the highest level of proactive resource efficiency assessment and optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unassessed AI Resource Efficiency
	AI resource efficiency is not assessed for AI systems



Implementation Guidelines: 

Establish a process for conducting an assessment of the resource efficiency of AI systems across their entire lifecycle. Develop a standardized methodology for this assessment, including the identification of key metrics and data sources for evaluating energy consumption, resource utilization, and the efficiency of AI infrastructure.

Document the results of the resource efficiency assessment, including a clear description of the current state of the organization's AI systems, identified opportunities for optimization, and recommendations for improvement. Use this documentation to inform the development of strategies and initiatives aimed at improving the resource efficiency of the organization's AI systems.

Example Controls and Evidence: 

Example Control 1: Development of Environmental and Sustainability Assessment Protocols
Description: Establish formal procedures and metrics for evaluating environmental impacts—such as energy consumption, carbon emissions, and resource utilization—aligned with organizational sustainability standards.
Examples of Effective Evidence: 
• Assessment protocols specifying scope, metrics, and data sources.
• Checklists for evaluating lifecycle stages and infrastructure efficiency.
• Templates for recording energy and resource metrics.
• Version-controlled assessment procedures.

Example Control 2: Data Collection and Monitoring of Environmental Metrics
Description: Collect data across the entire AI lifecycle, including training, deployment, and maintenance phases, on energy use, resource consumption, and carbon footprint to gain a comprehensive understanding of the environmental impact of AI operations.
Examples of Effective Evidence: 
• Energy consumption logs and carbon emission reports.
• Infrastructure monitoring dashboards tracking efficiency metrics.
• Data on hardware utilization and lifecycle resource demands.
• Automated tools with environmental impact tracking features.

Example Control 3: Analysis of Findings and Optimization Opportunities
Description: Analyze collected data to identify inefficiencies, high-impact areas, and opportunities to improve sustainability practices to enhance the organization’s resource management and reduce ecological impact.
Examples of Effective Evidence: 
• Impact analysis reports highlighting energy and resource hotspots.
• Scenario modeling on potential efficiency improvements.
• Benchmarking against industry standards or best practices.
• Stakeholder review of sustainability strategies.

Example Control 4: Documentation of Assessment Results and Improvement Plans
Description: Record assessment findings, identified improvement opportunities, and planned actions for optimization to facilitate transparency and accountability in the organization’s commitment to resource efficiency and sustainability.
Examples of Effective Evidence: 
• Sustainability impact reports with quantified metrics.
• Action plans for infrastructure upgrades or process changes.
• Change logs for deploying efficiency measures.
• Documented targets and KPIs for ongoing sustainability monitoring.

Example Control 5: Integration and Continuous Improvement of Sustainability Practices
Description: Incorporate assessment results into capacity planning, system design, and deployment strategies, continually refining practices based on monitoring, new technologies, and best practices to ensure that AI systems operate as efficiently and sustainably as possible.
Examples of Effective Evidence: 
• Updated sustainability frameworks and policies.
• Progress reports tracking improvement initiatives.
• Training materials on sustainable AI practices.
• Lessons learned and review meeting minutes.


Control Objective:

	Id
	Name
	Description

	MS-2.12.2
	Metrics and Monitoring of AI Resource Efficiency
	The organization establishes metrics and monitoring processes to track the effectiveness of its AI resource efficiency efforts. It regularly reviews and updates its resource efficiency assessment and optimization strategies based on new data, technologies, and best practices in efficient AI.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin establishing basic metrics and monitoring processes to track the effectiveness of initial AI resource efficiency efforts. The organization periodically reviews and updates its resource efficiency assessment and optimization strategies based on available data and best practices in efficient AI.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations establish metrics and monitoring processes to track the effectiveness of their AI resource efficiency efforts. The organization regularly reviews and updates its resource efficiency assessment and optimization strategies based on new data, technologies, and best practices in efficient AI.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously establishing metrics and monitoring processes to track the effectiveness of their AI resource efficiency efforts, with real-time review and updating of their resource efficiency assessment and optimization strategies based on new data, technologies, and best practices in efficient AI based on data-driven insights. These processes are seamlessly integrated into the organization's resource efficiency and risk management frameworks, ensuring the highest level of proactive AI resource efficiency monitoring and continuous optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unestablished AI Resource Efficiency Metrics
	Metrics and monitoring processes for AI resource efficiency are not established



Implementation Guidelines: 

Establish metrics and monitoring processes to track the effectiveness of AI resource efficiency efforts. Identify key performance indicators (KPIs) that are relevant to the organization's AI systems and resource efficiency goals, such as energy efficiency and resource utilization.

Develop a data collection and analysis plan to regularly measure and report on these KPIs, and use the insights gained to inform ongoing improvements to the organization's resource efficiency assessment and optimization strategies. Engage relevant stakeholders, such as AI developers, infrastructure teams, and resource efficiency experts, to review and validate the metrics and monitoring processes, and to provide input on areas for improvement.

Example Controls and Evidence: 

Example Control 1: Development of Sustainability Metrics and Monitoring Framework
Description: Create a set of quantifiable metrics and a systematic framework for ongoing monitoring of AI-related environmental impacts, aligned with organizational goals and industry standards.
Examples of Effective Evidence: 
• Approved sustainability KPIs such as energy efficiency, carbon footprint, and resource utilization.
• Monitoring dashboards displaying real-time or periodic environmental metrics.
• Protocols for data collection, analysis, and reporting.
• Version-controlled metrics documentation.

Example Control 2: Implementation of Data Collection and Regular Monitoring
Description: Use automated tools and manual reviews to continually collect environmental data across the AI lifecycle, assessing performance against established metrics to ensure accurate tracking of resource efficiency efforts and their impact.
Examples of Effective Evidence: 
• Energy and resource consumption logs with timestamps.
• Automated sustainability monitoring dashboards.
• Data quality checks on environmental data records.
• Routine review schedules with logs of performance evaluations.

Example Control 3: Evaluation, Review, and Action on Effectiveness
Description: Analyze monitoring data to evaluate the effectiveness of sustainability efforts, identifying areas for improvement and verifying mitigation outcomes to guide future resource optimization initiatives.
Examples of Effective Evidence: 
• Effectiveness assessment reports comparing results to targets.
• Trend analysis identifying improvements or regressions.
• Reports on progress toward environmental targets.
• Stakeholder review meetings documenting insights.

Example Control 4: Documentation and Tracking of Updates and Improvements
Description: Record assessments, findings, and actions taken, ensuring transparency and traceability in continuous improvement efforts to facilitate accountability and support informed decision-making regarding resource efficiency.
Examples of Effective Evidence: 
• Change logs for updated mitigation strategies.
• Revision histories of environmental impact assessments.
• Action plans for implementing new technologies or practices.
• Progress tracking dashboards.

Example Control 5: Continuous Review and Adaptation
Description: Regularly review performance data, industry developments, and best practices to update and optimize environmental mitigation strategies, integrating lessons learned into the sustainability framework to enhance the organization’s overall commitment to sustainable AI practices.
Examples of Effective Evidence: 
• Periodic environmental review reports.
• Updated mitigation strategies aligned with new insights.
• Incorporation of emerging best practices and technologies.
• Feedback logs from stakeholders guiding continuous improvement.


Control Objective:

	Id
	Name
	Description

	MS-2.12.3
	Optimization Strategies for AI Resource Efficiency
	The organization ensures that the systems continue to deliver value and meet performance objectives through measurement of AI resource efficiency. These strategies consider the specific performance requirements and operational contexts of each AI system.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin to evaluate if AI systems deliver value and meet performance objectives while considering resource efficiency. These basic strategies consider the specific performance requirements and operational contexts of each AI system.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently develop and implement strategies for optimizing resource utilization and efficiency associated with their AI systems, while ensuring that the systems continue to deliver value and meet performance objectives. These strategies consider the specific performance requirements and operational contexts of each AI system.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously developing and implementing strategies for optimizing resource utilization and efficiency associated with their AI systems, while ensuring that the systems continue to deliver value and meet performance objectives, with real-time consideration of the specific performance requirements and operational contexts of each AI system based on data-driven insights. These processes are seamlessly integrated into the organization's development, deployment, and resource efficiency frameworks, ensuring the highest level of proactive resource efficiency optimization and performance optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmeasured AI Resource Performance
	AI resource performance impacts are not measured or monitored



Implementation Guidelines: 

Engage relevant stakeholders, such as AI developers, infrastructure teams, and resource efficiency experts, to identify and prioritize specific measures based on the unique performance requirements and operational contexts of each AI system.

Document the selected measures, including the rationale for their selection, the expected challenges, and the implementation plan. Regularly review and update these strategies based on the results of ongoing monitoring and evaluation efforts, as well as changes in the organization's AI systems, business priorities, and relevant external factors.

Example Controls and Evidence: 

Example Control 1: Resource Efficiency Measurement Framework
Description: Establish a measurement framework to evaluate AI resource efficiency, including metrics for energy consumption, computational resources, and operational effectiveness tailored to each AI system's performance requirements.
Examples of Effective Evidence: 
• Documentation of resource efficiency metrics and their definitions relevant to AI systems.
• Historical data showing measurements of energy consumption and resource utilization over time.
• Reports detailing the alignment of metrics with specific performance objectives and operational contexts.
• Feedback forms from stakeholders assessing the clarity and relevance of the measurement framework.

Example Control 2: Performance Objective Alignment
Description: Ensure optimization strategies align with the specific performance requirements of each AI system by conducting thorough assessments of operational contexts and expected deliverables.
Examples of Effective Evidence: 
• Documentation of performance requirements and objectives for each AI system.
• Assessment reports highlighting how optimization strategies meet these performance objectives.
• Records of stakeholder reviews and approvals of performance alignment documents.
• Comparative analysis demonstrating the impact of optimization strategies on achieving operational goals.

Example Control 3: Continuous Improvement Initiatives
Description: Implement continuous improvement initiatives to refine AI resource efficiency in response to ongoing performance evaluations, emerging technologies, and best practices in the field.
Examples of Effective Evidence: 
• Action plans outlining specific initiatives aimed at improving resource efficiency and their expected outcomes.
• Records of meetings or workshops conducted to assess and discuss improvement strategies.
• Documentation of changes made to existing processes based on insights from recent evaluations.
• Metrics showing the before-and-after impact of implemented improvements on resource efficiency.

Example Control 4: Monitoring and Reporting Mechanisms
Description: Establish monitoring and reporting mechanisms to track the effectiveness of optimization strategies over time, ensuring transparency and accountability in resource use.
Examples of Effective Evidence: 
• Regularly updated reports detailing resource efficiency metrics and trends over specified periods.
• Dashboards that display real-time data on AI system performance and resource utilization.
• Minutes from review meetings discussing monitoring outcomes and areas for further optimization.
• Audit logs verifying the accuracy and reliability of monitoring data.

Example Control 5: Stakeholder Engagement and Feedback
Description: Engage relevant stakeholders in the optimization process, gathering feedback to inform improvements and address specific concerns related to AI resource efficiency.
Examples of Effective Evidence: 
• Documentation of stakeholder engagement activities, including focus groups or surveys conducted.
• Feedback summaries reflecting stakeholder opinions on current resource efficiency practices.
• Action items generated from stakeholder feedback sessions aimed at optimizing resource usage.
• Reports detailing how stakeholder insights have been incorporated into optimization strategies.
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Control Objective:

	Id
	Name
	Description

	MS-2.13.1
	TEVV Process Review and Continuous Improvement
	The organization schedules regular reviews and continuously monitors and updates its TEVV processes. This ensures accuracy, completeness, and alignment with industry best practices, regulatory requirements, evaluation results, stakeholder feedback, and evolving industry standards. The review process incorporates lessons learned from each iteration and reflects pertinent changes in testing methodologies or tools, with frequency determined by AI system complexity, risk profile, and pace of development. All updates are documented to maintain effectiveness, efficiency, and alignment with AI risk management goals.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations schedule regular reviews and updates of their TEVV processes, incorporating lessons learned and reflecting pertinent changes in testing methodologies or tools, with review frequency tailored to AI system complexity, risk profile, and pace of development. They also continuously monitor and update these processes based on evaluation results, stakeholder feedback, and evolving industry standards and regulations, documenting updates to ensure effectiveness and alignment with AI risk management goals.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously reviewing, monitoring, and updating their TEVV processes in real-time. This dynamically maintains accuracy, completeness, and alignment with industry best practices and regulatory requirements based on data-driven insights. The process seamlessly incorporates lessons learned and reflects pertinent changes, with review frequency intelligently determined by AI system complexity, risk profile, and pace of development, ensuring the highest level of proactive optimization and adaptation. These processes are seamlessly integrated into the organization's risk management and continuous improvement frameworks.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unreviewed or Unmonitored TEVV Processes
	TEVV processes are not regularly reviewed, updated, or continuously monitored for accuracy, effectiveness, or alignment with evolving standards



Implementation Guidelines: 

Schedule and implement regular reviews and continuous monitoring of TEVV processes, tailoring frequency to the AI system’s complexity, risk profile, and development pace; higher-risk systems should undergo more frequent evaluations. 

Develop and document a standardized review process that includes criteria for assessing effectiveness and relevance, ensuring it incorporates lessons learned and reflects changes in testing methodologies or tools. Assign clear responsibility for conducting reviews, implementing updates, and provide necessary resources.

Establish a process for continuously updating TEVV processes based on evaluation results, stakeholder feedback, and evolving industry standards and regulations. Document all updates and changes, including their rationale and expected impact, communicating these to relevant stakeholders and providing training as needed. Regularly review the monitoring and update process itself to ensure its ongoing effectiveness.

Example Controls and Evidence: 

Example Control 1: TEVV Process Review Framework
Description: Establish a formal framework for conducting regular reviews of TEVV processes, focusing on accuracy, completeness, and alignment with industry best practices and regulatory requirements.
Examples of Effective Evidence: 
• Documentation of the review framework, including objectives, criteria, and scope.
• Records of review schedules and timelines for each AI system being evaluated.
• Lists of stakeholders involved in the review process and their contributions.
• Reports summarizing the findings and recommendations from each review iteration.

Example Control 2: Stakeholder Feedback Integration
Description: Implement mechanisms for collecting and integrating stakeholder feedback into the TEVV process review, ensuring that evaluations reflect user needs and expectations.
Examples of Effective Evidence: 
• Documentation of feedback collection methods, such as surveys or interviews conducted with stakeholders.
• Summaries of stakeholder feedback, including key themes identified during the review process.
• Records of how stakeholder feedback has been incorporated into TEVV updates and changes.
• Minutes from meetings discussing stakeholder insights and their implications for process improvements.

Example Control 3: Lessons Learned Documentation
Description: Maintain a repository for documenting lessons learned from each TEVV process iteration, highlighting successes, challenges, and areas for improvement.
Examples of Effective Evidence: 
• Compiled reports of lessons learned from completed TEVV processes, detailing actionable insights.
• Case studies showcasing specific instances of successful process adjustments based on lessons learned.
• Logs of challenges encountered and corresponding resolutions implemented during TEVV activities.
• Feedback forms filled out by team members reflecting on their experiences during the TEVV processes.

Example Control 4: Monitoring and Updating Methodologies
Description: Regularly monitor and update testing methodologies and tools utilized in TEVV processes to ensure they remain relevant and effective in the context of evolving industry standards.
Examples of Effective Evidence: 
• Documentation of testing methodologies and tools used in current TEVV processes, with version history.
• Records of periodic assessments of alternative methodologies or technologies considered for use.
• Audit reports that evaluate the effectiveness of existing testing methodologies based on outcomes.
• Action plans outlining updates made to methodologies and tools, including implementation timelines.

Example Control 5: Compliance and Regulatory Alignment Review
Description: Conduct regular reviews to ensure TEVV processes comply with regulatory requirements and align with evolving industry standards, adjusting practices as necessary.
Examples of Effective Evidence: 
• Compliance checklists that outline key regulatory requirements relevant to TEVV processes.
• Records of regulatory updates and analysis conducted to determine implications for current practices.
• Documentation of adjustments made to TEVV processes to address new compliance requirements.
• Reports summarizing the outcomes of compliance reviews and any necessary changes made.


Control Objective:

	Id
	Name
	Description

	MS-2.13.2
	TEVV Metrics Analysis
	The organization regularly evaluates the effectiveness of its TEVV metrics, including trustworthiness characteristics and environmental metrics, and continuously monitors and updates them. It assesses whether these metrics effectively identify and mitigate risks within acceptable levels defined by its risk appetite. Results, strengths, weaknesses, and areas for improvement are documented, and corrective actions are taken to refine the TEVV approach, ensuring continuous improvement and alignment with AI risk management goals.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations regularly evaluate the effectiveness of their TEVV metrics (and associated processes) used in the MEASURE function, documenting results, strengths, weaknesses, and areas for improvement. They assess whether these metrics effectively identify and mitigate risks within acceptable levels defined by its risk appetite, taking corrective actions if inadequacies are revealed. They also continuously monitor and update their TEVV metrics based on evaluation results, stakeholder feedback, and evolving industry standards, with documented updates to ensure effectiveness, efficiency, and alignment with AI risk management goals.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously evaluating the effectiveness of their TEVV metrics (and associated processes) used in the MEASURE function. This includes real-time assessment of whether these metrics effectively identify and mitigate risks within acceptable levels defined by their risk appetite based on data-driven insights. Results, strengths, weaknesses, and areas for improvement are dynamically documented, and corrective actions are taken. They also continuously monitor and update their TEVV metrics based on evaluation results, stakeholder feedback, and evolving industry standards, with real-time documentation. These processes are seamlessly integrated into the organization's risk management and continuous improvement frameworks, ensuring the highest level of proactive TEVV effectiveness evaluation and continuous improvement, and alignment with industry best practices.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Unevaluated or Unmonitored TEVV Metrics
	TEVV metrics are not regularly evaluated for effectiveness or continuously monitored and updated



Implementation Guidelines: 

Establish a process for regularly evaluating and continuously monitoring the effectiveness of TEVV metrics across trustworthiness characteristics and including environmental metrics. Develop a standardized methodology for evaluations, including key performance indicators (KPIs) and success criteria aligned with the organization's AI risk management goals and risk appetite. 

Document the results of each evaluation, including identified strengths, weaknesses, and areas for improvement. Use these findings to assess whether current TEVV metrics effectively identify and mitigate risks, and to inform corrective actions where necessary. Continuously update TEVV metrics based on evaluation results, stakeholder feedback, and evolving industry standards.

Document these updates, their rationale, and expected impact, communicating them to relevant stakeholders. Regularly review and update the evaluation and monitoring methodology itself to ensure it remains relevant and effective.

Example Controls and Evidence: 

Example Control 1: TEVV Metrics Evaluation Framework
Description: Establish a structured framework for regularly evaluating the effectiveness of TEVV metrics, focusing on their ability to reflect trustworthiness characteristics and environmental impacts.
Examples of Effective Evidence: 
• Documentation of the evaluation framework outlining objectives, criteria, and methodologies utilized.
• Evaluation schedules that detail frequency and scope for assessing specific TEVV metrics.
• Summary reports highlighting the effectiveness of current TEVV metrics in identifying and mitigating risks.
• Stakeholder involvement records indicating participation in the evaluation process and their contributions.

Example Control 2: Risk Appetite Alignment Assessment
Description: Conduct assessments to determine whether TEVV metrics align with the organization’s defined risk appetite, ensuring that risk identification and mitigation efforts remain within acceptable levels.
Examples of Effective Evidence: 
• Risk appetite statements and documentation describing the criteria used to define acceptable risk levels.
• Analysis reports comparing TEVV metrics outcomes against established risk appetite thresholds.
• Records of discussions or workshops held to review and refine risk appetite criteria.
• Documentation of adjustments made to TEVV metrics based on alignment assessments.

Example Control 3: Continuous Monitoring of Metrics
Description: Implement continuous monitoring mechanisms for TEVV metrics to ensure they are up-to-date, relevant, and effective in identifying ongoing risks.
Examples of Effective Evidence: 
• Monitoring dashboards displaying real-time data for TEVV metrics and trends over time.
• Logs of alerts generated by deviations from expected metric performance.
• Periodic review reports documenting any changes made to monitoring methods or tools.
• Records of the frequency and process of metrics updates based on monitoring outcome

Example Control 4: Documentation of Findings and Improvements
Description: Maintain comprehensive documentation of analysis findings, including metrics strengths, weaknesses, and areas for improvement, to support continuous refinement of the TEVV approach.
Examples of Effective Evidence: 
• Compiled reports detailing strengths and weaknesses identified during TEVV metrics evaluations.
• Action plans outlining proposed corrective actions to address weaknesses or gaps in metrics.
• Records of implemented changes to TEVV metrics or processes, including justifications for those changes.
• Feedback forms or surveys completed by team members reflecting their insights on the metrics evaluation process.

Example Control 5: Iterative Improvement Process
Description: Establish an iterative improvement process that incorporates findings from TEVV metrics analysis into the overall risk management strategy, ensuring continuous enhancement of the organization’s AI risk posture.
Examples of Effective Evidence: 
• Documentation of iterative cycles reflecting the continuous improvement approach and changes made to metrics.
• Records showing the integration of TEVV metrics findings into broader risk management frameworks or policies.
• Reports demonstrating how improvements in metrics have led to enhanced decision-making and risk management outcomes.
• Examples of lessons learned gained from the iterative process that inform future practices and metrics development.


Control Objective:

	Id
	Name
	Description

	MS-2.13.3
	Cost-Effectiveness and Optimization of TEVV
	The organization analyzes the efficiency and cost-effectiveness of its TEVV metrics and processes, considering the level of risk associated with each AI system and the potential impact of system failures or performance issues. The organization evaluates the cost of implementing and maintaining each TEVV measure relative to the expected risk reduction benefits it provides, prioritizing investments in the most critical and impactful measures. The results of this analysis, including key cost, risk, and optimization trade-offs, are documented and regularly reviewed to inform ongoing refinements to the organization's TEVV strategy and practices.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations analyze the efficiency and cost-effectiveness of their TEVV metrics and processes, considering the level of risk associated with each AI system and the potential impact of system failures or performance issues. The organization evaluates the cost of implementing and maintaining each TEVV measure relative to the expected risk reduction benefits it provides, prioritizing investments in the most critical and impactful measures. The results of this analysis, including key cost, risk, and optimization trade-offs, are comprehensively documented and regularly reviewed to inform ongoing refinements to the organization's TEVV strategy and practices.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously analyzing the efficiency and cost-effectiveness of their TEVV metrics and processes, considering the level of risk associated with each AI system and the potential impact of system failures or performance issues, with real-time evaluation of the cost of implementing and maintaining each TEVV measure relative to the expected risk reduction benefits it provides, prioritizing investments in the most critical and impactful measures based on data-driven insights. The results of this analysis, including key cost, risk, and optimization trade-offs, are dynamically documented and regularly reviewed to inform ongoing refinements to the organization's TEVV strategy and practices, ensuring the highest level of proactive TEVV efficiency and cost-effectiveness optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unanalyzed TEVV Efficiency
	Efficiency and cost-effectiveness of TEVV metrics and processes are unanalyzed



Implementation Guidelines: 

Develop a framework for analyzing the efficiency and cost-effectiveness of TEVV metrics and processes, taking into account the level of risk associated with each AI system and the potential impact of system failures or performance issues. Identify the key cost drivers and risk reduction benefits associated with each TEVV measure, and establish a process for quantifying and comparing these factors.

Use the results of this analysis to prioritize investments in the most critical and impactful TEVV measures, and to identify opportunities for optimizing the organization's overall TEVV strategy and practices. Document the key cost, risk, and optimization trade-offs identified through this analysis, and regularly review and update this documentation to ensure it remains accurate and relevant as the organization's AI systems and risk landscape evolve.

Example Controls and Evidence: 

Example Control 1: Development of Cost-Benefit and Efficiency Evaluation Framework
Description: Establish a formal framework to evaluate TEVV measures based on their cost, effectiveness in mitigating risks, and alignment with system criticality and organizational priorities.
Examples of Effective Evidence: 
• Evaluation protocols including cost, benefit, and risk reduction criteria.
• Cost-benefit analysis templates for each TEVV measure.
• Scoring models prioritizing measures based on impact and resource investment.
• Version-controlled evaluation policies.

Example Control 2: Cost and Effectiveness Data Collection and Analysis
Description: Collect data on implementation costs, operational expenses, and tangible or intangible benefits of TEVV measures, conducting analyses to identify the most impactful and efficient options to inform budget allocations and investment decisions.
Examples of Effective Evidence: 
• Cost tracking logs for each TEVV activity.
• Effectiveness metrics demonstrating risk reduction or improvement.
• Impact analysis reports linking measures to system safety or compliance outcomes.
• Dashboards comparing costs against risk mitigation gains.

Example Control 3: Prioritization Based on Criticality and Impact
Description: Use analysis results to prioritize TEVV measures that provide maximum risk reduction relative to cost, especially targeting the most critical systems or high-impact areas to enhance the overall effectiveness of risk management efforts.
Examples of Effective Evidence: 
• Prioritization matrices scoring measures by impact, cost, and system criticality.
• Investment plans focused on high-impact/low-cost measures.
• Decision logs documenting trade-offs and rationale.
• Stakeholder review and approval records.

Example Control 4: Documentation of Cost-Risk Optimization Trade-offs
Description: Record key cost, risk, and optimization trade-offs, including assumptions, analysis methods, and decision rationales, for transparency and future reference to create a robust framework for evaluating and justifying resource allocation decisions.
Examples of Effective Evidence: 
• Trade-off analysis reports with numeric and qualitative assessments.
• Meeting minutes capturing trade-off discussions and approvals.
• Cost-benefit evaluation summaries linked to strategic priorities.
• Revision histories reflecting updates based on ongoing analysis.

Example Control 5: Ongoing Review and Refinement of Cost-Effectiveness Strategies
Description: Regularly review the cost-effectiveness analysis results, updating strategies based on new data, changing system risk profiles, and lessons learned, to ensure continuous prioritization of high-impact measures and adaptability to evolving organizational needs and external conditions.
Examples of Effective Evidence: 
• Review schedules and analytical reports.
• Reassessment logs showing updated evaluations.
• Feedback logs from risk owners and stakeholders.
• Revised investment and optimization plans based on analysis.
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Control Objective:

	Id
	Name
	Description

	MS-3.1.1
	AI Risk Tracking and Resource Allocation
	The organization allocates resources to support an approach for identifying and tracking AI risks. This approach includes monitoring AI system performance, considering the nature of AI risks, and analyzing external factors such as operational environment changes, stakeholder feedback, and industry developments. Resources are allocated to develop and implement AI risk management techniques, addressing opacity and explainability challenges. The organization reviews and adjusts resource allocation to ensure the effectiveness of its AI risk identification and tracking processes, adapting to the evolving regulatory landscape.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage allocate a small amount of resources to support an approach for identifying and tracking AI risks. This approach includes monitoring basic AI system performance, considering the nature of high-level AI risks, and analyzing external factors.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations allocate resources to support an approach for identifying and tracking AI risks. This approach includes monitoring AI system performance, considering the nature of AI risks, and analyzing external factors such as operational environment changes, stakeholder feedback, and industry developments. Resources are allocated to develop and implement AI risk management techniques, addressing opacity and explainability challenges. The organization reviews and adjusts resource allocation to ensure the effectiveness of its AI risk identification and tracking processes, adapting to the evolving regulatory landscape.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously allocating resources to support an approach for identifying and tracking AI risks, with real-time monitoring of AI system performance, consideration of the nature of AI risks, and analysis of external factors such as operational environment changes, stakeholder feedback, and industry developments based on data-driven insights. Resources are dynamically allocated to develop and implement AI risk management techniques, addressing opacity and explainability challenges. The organization reviews and adjusts resource allocation to ensure the effectiveness of its AI risk identification and tracking processes, adapting to the evolving regulatory landscape, ensuring the highest level of proactive AI risk identification and tracking resource allocation and effectiveness.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Resources Allocated
	Resources for identifying and tracking AI risks are not adequately allocated



Implementation Guidelines: 

Establish a process for allocating resources to support the identification and tracking of AI risks. Develop a standardized methodology for assessing the resource requirements associated with monitoring AI system performance, analyzing external factors, and implementing risk management techniques, taking into account the unique challenges posed by AI systems, such as opacity and explainability. 

Regularly review and adjust resource allocation based on the effectiveness of AI risk identification and tracking processes, as well as changes in the regulatory landscape and the organization's AI risk profile. Document the resource allocation process, including the criteria used to prioritize investments and the rationale for any adjustments made over time.

Example Controls and Evidence: 

Example Control 1: Establishment of a Resource Planning and Allocation Framework
Description: Develop a structured framework for allocating resources—personnel, tools, and budgets—for AI risk identification and monitoring activities, guided by risk severity and evolving requirements.
Examples of Effective Evidence: 
• Formal resource planning documents aligned with risk priorities.
• Budget plans dedicated to AI risk management initiatives.
• Staffing and skill gap analyses linked to risk mitigation needs.
• Version-controlled resource allocation policies.

Example Control 2: Deployment of Risk Monitoring and Analysis Capabilities
Description: Allocate resources to implement systems, tools, and processes for tracking system performance, external factors, and stakeholder feedback, including explainability and opacity mitigation techniques to enhance the overall effectiveness of AI risk management and improve user trust.
Examples of Effective Evidence: 
• Monitoring dashboards tracking key risk indicators.
• Implementation logs for tools addressing opacity and explainability.
• Data collection protocols capturing external environment influences.
• Incident and feedback logs.

Example Control 3: Continuous Review and Adjustment of Resource Deployment
Description: Periodically assess the adequacy and effectiveness of resource deployment, with adjustments made based on system evolution, regulatory changes, and feedback to ensure that resource allocation aligns with current needs and best practices.
Examples of Effective Evidence: 
• Resource review schedules and assessment reports.
• Documentation of resource re-allocation decisions.
• Feedback from risk teams on resource sufficiency.
• Updated plans incorporating lessons from system updates or incidents.

Example Control 4: Integration of External Factors and Feedback into Resource Planning
Description: Incorporate insights from external environment changes, stakeholder feedback, and industry developments into resource planning and risk management strategies to maintain relevance and responsiveness in addressing emerging AI risks.
Examples of Effective Evidence: 
• External monitoring reports linked to resource allocations.
• Stakeholder feedback review records informing resource adjustments.
• Risk assessment updates reflecting new external influences.
• Change approval documentation.

Example Control 5: Training and Skill Development to Support Effective Risk Management
Description: Allocate resources for ongoing training to establish expertise in AI opacity, explainability techniques, and regulatory compliance, supporting adaptive risk management to foster an informed workforce capable of navigating the complexities associated with AI systems.
Examples of Effective Evidence: 
• Training budgets and schedules.
• Attendance and certification records for relevant training.
• Skill gap analyses and development plans.
• Updated training materials reflecting new regulatory or technological standards.


Control Objective:

	Id
	Name
	Description

	MS-3.1.2
	AI Risk Documentation and Review
	For each AI system, the organization documents the identified risks, their likelihood and potential impact, and the effectiveness of risk tracking methods employed. The documentation includes methodologies, tools, data sources, and personnel roles and responsibilities. The organization reviews and updates this documentation to reflect changes in the AI system's risk profile and assesses the effectiveness of its risk identification and tracking processes to drive continuous improvement.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage document the identified risks for each AI system, their likelihood and potential impact, and the effectiveness of risk tracking methods employed. The documentation includes methodologies, tools, data sources, and personnel roles and responsibilities.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations, for each AI system, document the identified risks, their likelihood and potential impact, and the effectiveness of risk tracking methods employed. The documentation includes methodologies, tools, data sources, and personnel roles and responsibilities. The organization reviews and updates this documentation to reflect changes in the AI system's risk profile and assesses the effectiveness of its risk identification and tracking processes to drive continuous improvement.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously documenting, for each AI system, the identified risks, their likelihood and potential impact, and the effectiveness of risk tracking methods employed, with real-time inclusion of methodologies, tools, data sources, and personnel roles and responsibilities based on data-driven insights. The organization reviews and updates this documentation to reflect changes in the AI system's risk profile and assesses the effectiveness of its risk identification and tracking processes to drive continuous improvement, ensuring the highest level of proactive AI risk documentation, review, and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undocumented Risk Tracking
	Identified AI risks and tracking methods are undocumented or unreviewed



Implementation Guidelines: 

Develop a standardized template for documenting identified AI risks, including information on their likelihood and potential impact, as well as the methods and tools used to track them. Ensure that this documentation is maintained and updated regularly for each AI system, reflecting changes in the system's risk profile over time.

Establish a process for reviewing and assessing the effectiveness of AI risk identification and tracking processes, using the documentation as a key input. Identify areas for improvement and implement changes as needed to ensure that risk identification and tracking remain effective and efficient as the organization's AI systems and risk landscape evolve.

Example Controls and Evidence: 

Example Control 1: Development of a Risk Documentation Framework
Description: Create standardized templates and procedures for documenting AI system risks, likelihood, impact, methodologies, tools, data sources, roles, and responsibilities.
Examples of Effective Evidence: 
• Risk documentation templates aligned with organizational standards.
• Process manuals outlining risk assessment methodologies.
• Version-controlled risk registers for each AI system.
• Role matrices specifying personnel responsibilities.

Example Control 2: Systematic Identification and Documentation of Risks
Description: For each AI system, identify risks related to performance, biases, security, and other relevant factors, and record their likelihood and potential impact to create a comprehensive risk profile that supports informed decision-making.
Examples of Effective Evidence: 
• Risk registers with detailed descriptions, likelihood estimates, and impact assessments.
• Data source logs supporting risk analyses.
• Risk assessment reports linked to system models and operational data.
• Stakeholder review notes confirming risk identification.

Example Control 3: Evaluation of Risk Tracking Methods’ Effectiveness
Description: Assess and document how well current risk tracking methods detect, monitor, and manage risks, including metrics or indicators of effectiveness to ensure that risk management practices are functioning as intended and identify areas for improvement.
Examples of Effective Evidence: 
• Monitoring dashboards tracking risk indicators over time.
• Incident logs and root cause analyses indicating detection gaps.
• Effectiveness evaluation reports with metrics such as detection time and mitigations applied.
• Feedback from risk owners on process adequacy.

Example Control 4: Reflection of System Changes and Risk Profile Updates
Description: Review and update risk documentation regularly to reflect changes in the AI system’s design, environment, or identified risks, maintaining accuracy and completeness to ensure that stakeholders have access to the most relevant and up-to-date information.
Examples of Effective Evidence: 
• Revisions logs with timestamps, analyses, and responsible personnel.
• Updated risk assessments following system modifications or incident reports.
• Change management records linking updates to system evolution.
• Review meeting minutes approving updates.

Example Control 5: Continuous Improvement of Risk Identification and Tracking
Description: Use insights from reviews and evaluations to enhance risk detection and management processes, ensuring ongoing effectiveness and alignment with organizational risk appetite to adapt to changing conditions and emerging threats in the AI landscape.
Examples of Effective Evidence: 
• Lessons learned reports from risk management audits or incidents.
• Process enhancement plans documented with timelines.
• Feedback from risk teams and system owners.
• Updated methodologies and tools based on prior findings.
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Control Objective:

	Id
	Name
	Description

	MS-3.2.1
	Measurement Technique Gap Analysis
	The organization identifies AI risk scenarios where current measurement techniques may be unavailable or insufficient, documenting these scenarios and limitations. It explores alternative risk tracking approaches and evaluates the suitability of each approach, considering data availability, interpretability, and the ability to incorporate domain knowledge. The selection of modeling techniques is guided by the AI system's characteristics, the nature of the risks, and risk management objectives. The rationale for the chosen approaches, assumptions, and limitations is documented.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage identify AI risk scenarios where current measurement techniques may be insufficient, documenting these scenarios and limitations. It explores alternative risk tracking approaches and evaluates the suitability of each approach.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations identify AI risk scenarios where current measurement techniques may be insufficient, documenting these scenarios and limitations. The organization explores alternative risk tracking approaches, including statistical modeling techniques such as probabilistic graphical models, Bayesian networks, and Markov models. The organization evaluates the suitability of each approach, considering data availability, interpretability, and the ability to incorporate domain knowledge. The selection of modeling techniques is guided by the AI system's characteristics, the nature of the risks, and risk management objectives. The rationale for the chosen approaches, assumptions, and limitations is comprehensively documented.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously identifying AI risk scenarios where current measurement techniques may be insufficient, documenting these scenarios and limitations, with real-time exploration of alternative risk tracking approaches, including statistical modeling techniques such as probabilistic graphical models, Bayesian networks, and Markov models based on data-driven insights. The organization dynamically evaluates the suitability of each approach, considering data availability, interpretability, and the ability to incorporate domain knowledge. The selection of modeling techniques is guided by the AI system's characteristics, the nature of the risks, and risk management objectives. The rationale for the chosen approaches, assumptions, and limitations is dynamically documented, ensuring the highest level of proactive AI risk scenario identification, alternative approach exploration, and documentation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified Unmeasured Risks
	Risk scenarios lacking measurement are not identified or documented



Implementation Guidelines: 

Establish a process for identifying AI risk scenarios where current measurement techniques may be insufficient. Develop a standardized methodology for documenting these scenarios and the limitations of existing risk tracking approaches, taking into account factors such as data availability, complexity, and the nature of the risks involved.

Explore alternative risk tracking approaches, such as qualitative documentation, field studies, or statistical analysis techniques like probabilistic graphical models, Bayesian networks, and Markov models. Evaluate the suitability of each approach based on criteria such as data requirements, interpretability, and the ability to incorporate domain knowledge. Select measurement techniques that align with the specific characteristics of the AI system, the nature of the risks, and the organization's risk management objectives. Document the rationale for the chosen approaches, including any assumptions made and limitations identified.

Example Controls and Evidence: 

Example Control 1: Identification and Documentation of Insufficient Measurement Scenarios
Description: Establish a process to identify and record scenarios where current measurement techniques fall short, including detailed descriptions and limitations.
Examples of Effective Evidence: 
• Scenario logs noting gaps in measurement coverage.
• Limitations matrices linked to specific scenarios.
• Risk assessment reports highlighting inadequacies.
• Revisions logs for scenario sets.

Example Control 2: Exploration and Evaluation of Alternative Risk Tracking Approaches
Description: Investigate alternative modeling and measurement approaches, assessing their data requirements, interpretability, and capacity to incorporate domain expertise to ensure that the selected methods are both effective and relevant to the specific risk scenarios identified.
Examples of Effective Evidence: 
• Comparative analyses of modeling techniques.
• Evaluation reports weighing data needs versus interpretability.
• Prototype models or pilot tests of alternative approaches.
• Criteria checklists guiding evaluation.

Example Control 3: Suitability Assessment Based on System Characteristics and Risks
Description: Assess the compatibility of modeling techniques with the AI system's design, the types of risks, and risk management objectives, documenting the decision process to facilitate accountability and clarify the basis for the chosen methodologies.
Examples of Effective Evidence: 
• Selection rationales linking modeling approaches to system features and risks.
• Decision matrices incorporating system, risk, and resource considerations.
• Model validation and suitability assessment reports.
• Stakeholder review records.

Example Control 4: Documentation of Chosen Approaches, Assumptions, and Limitations
Description: Record the rationale for selected modeling techniques, including key assumptions, recognized limitations, and expected performance, ensuring transparency in the modeling process and aiding stakeholders in understanding the decision-making framework.
Examples of Effective Evidence: 
• Decision documentation with explicit justifications.
• Assumption and limitation statements linked to models.
• Version histories of modeling approach documentation.
• Expert review records validating the approach.

Example Control 5: Ongoing Review and Refinement of Modeling Approaches
Description: Regularly revisit and update modeling approaches based on new data, system changes, or emerging risks, documenting lessons learned and ongoing suitability evaluation to promote continuous improvement and adaptability in risk management practices.
Examples of Effective Evidence: 
• Review schedules and meeting notes.
• Updated scenario analyses reflecting new insights.
• Re-assessment reports following system or environment changes.
• Continuous improvement logs and lessons learned documents.


Control Objective:

	Id
	Name
	Description

	MS-3.2.2
	Pilot Studies and Approach Refinement
	The organization conducts pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches, based on best practices, industry trends, collaborative endeavors, and internal innovation, in real-world settings, documenting lessons learned, limitations encountered, or areas for further refinement.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage conduct pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches in real-world settings, documenting lessons learned and limitations encountered.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations conduct pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches in real-world settings, documenting lessons learned, limitations encountered, or areas for further refinement.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches in real-world settings, documenting lessons learned, limitations encountered, or areas for further refinement, with real-time updates based on data-driven insights. These processes are seamlessly integrated into the organization's risk management and continuous improvement frameworks, ensuring the highest level of proactive alternative risk identification and tracking approach testing and refinement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unconducted Pilot Tests
	Pilot tests for risk-tracking approaches are not conducted or documented



Implementation Guidelines: 

Design and conduct pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches in real-world settings. Develop clear objectives and success criteria for each pilot, and establish a standardized methodology for collecting and analyzing data on the performance of the alternative approaches.

Document the lessons learned from each pilot, including any limitations encountered or areas identified for further refinement. Use the findings to inform decisions on whether to adopt the alternative approaches more broadly, and to guide the development of implementation plans and resource allocation strategies. Communicate the results of the pilots to relevant stakeholders, and seek their input and feedback to ensure that any decisions made are aligned with the organization's overall risk management goals and priorities.

Example Controls and Evidence: 

Example Control 1: Planning and Design of Pilot or Proof-of-Concept Studies
Description: Develop a formal plan outlining objectives, scope, methodologies, success criteria, and responsible personnel for evaluating new risk tracking approaches.
Examples of Effective Evidence: 
• Pilot study protocols with detailed objectives and success metrics.
• Scope definitions including target systems, datasets, and scenarios.
• Evaluation criteria aligned with organizational risk management goals.
• Stakeholder sign-off on study design.

Example Control 2: Implementation and Execution of Pilot Studies
Description: Execute pilot or proof-of-concept trials according to the plan, ensuring rigorous data collection, monitoring, and observation of approaches in operational conditions to validate the feasibility and effectiveness of alternative risk identification and tracking methods.
Examples of Effective Evidence: 
• Execution logs, observation records, and data captured during trials.
• Documentation of deviations from plan and their reasons.
• Incident and anomaly logs observed during pilots.
• Stakeholder records of ongoing engagement.

Example Control 3: Documentation of Lessons Learned, Limitations, and Areas for Refinement
Description: Record findings from the pilot, including successes, limitations, technical challenges, and insights into potential improvements or adjustments needed to create a comprehensive evaluation of each approach's viability and performance.
Examples of Effective Evidence: 
• Pilot review reports with lessons learned and identified issues.
• Limitation analysis addressing technical, data, or operational challenges.
• Recommendations for refinement and next steps.
• Meeting notes summarizing stakeholder feedback.

Example Control 4: Evaluation of Pilot Outcomes and Decision-Making
Description: Use documented lessons and limitations to assess whether approaches meet organizational risk management criteria, informing decisions on adoption, scaling, or further development to ensure that only effective and appropriate strategies are implemented organization-wide.
Examples of Effective Evidence: 
• Decision records endorsing, modifying, or abandoning approaches based on pilot findings.
• Updated risk assessment reports incorporating pilot insights.
• Comparison matrices showing performance versus criteria.
• Risk management review minutes.

Example Control 5: Incorporation of Lessons Learned into Process Refinements
Description: Integrate insights, identified limitations, and recommendations into ongoing development and deployment workflows, refining risk identification and tracking strategies accordingly to enhance the organization's overall capability to manage and mitigate risks effectively.
Examples of Effective Evidence: 
• Action plans implementing refinements based on pilot findings.
• Revision histories of risk management processes.
• Updated protocols and testing procedures reflecting lessons learned.
• Feedback logs from development and operations teams.


Control Objective:

	Id
	Name
	Description

	MS-3.2.3
	Long-term Impact Evaluation Framework
	The organization develops a framework for evaluating the long-term impacts of deployed AI systems on organizational objectives and AI  Trustworthy Principles, ensuring sustained value and alignment with evolving expectations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have a well-developed framework for evaluating the long-term impacts of deployed AI systems, ensuring sustained value and alignment with evolving expectations through regular assessments and updates.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have a dynamic, data-driven framework for evaluating the long-term impacts of deployed AI systems in real-time, continuously ensuring sustained value and alignment with evolving expectations through proactive optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unevaluated Long-Term Impacts
	Framework for evaluating long-term AI impacts on the organization and its objectives is undeveloped



Implementation Guidelines: 

Develop a framework for evaluating the long-term impacts of deployed AI systems on organizational objectives and AI  Trustworthy Principles. This framework should consider factors such as the system's intended use, its potential for unintended consequences, and its alignment with evolving expectations and values.

Engage with relevant stakeholders, such as end-users, domain experts, and impacted communities, to gather input on the framework and to ensure that it reflects a wide range of perspectives and concerns. Regularly review and update the framework to ensure that it remains relevant and effective as the AI system and its operating environment evolve.

Example Controls and Evidence: 

Example Control 1: Establishment of a Long-term Impact Evaluation Framework
Description: Create a structured framework defining criteria, metrics, and processes for assessing the sustained impacts of AI systems over time, aligned with organizational goals and external expectations.
Examples of Effective Evidence: 
• Formal impact evaluation policies outlining scope, objectives, and responsibilities.
• Criteria and indicators for measuring organizational value and external impact.
• Evaluation schedules and checkpoints integrated into system lifecycle management.
• Version-controlled framework documents.

Example Control 2: Definition of Impact Metrics and Analytical Approaches
Description: Develop and document metrics suitable for assessing long-term organizational value, external acceptance, and adherence to evolving norms, including qualitative and quantitative measures to provide a comprehensive understanding of the AI system's impact across various dimensions.
Examples of Effective Evidence: 
• Impact measurement models for productivity, reputation, fairness, and external alignment.
• Data collection protocols for longitudinal impact tracking.
• Analytical reports on impact trends and deviations over time.
• Stakeholder feedback on external and organizational relevance.

Example Control 3: Continuous Monitoring and Data Collection Processes
Description: Implement ongoing data collection and monitoring mechanisms to track impact indicators, supplemented with stakeholder input and external developments to ensure that the evaluation remains relevant and reflects real-world changes.
Examples of Effective Evidence: 
• Dashboards displaying impact metrics over time.
• Feedback channels for organizational and external stakeholder input.
• Environmental scanning reports on external expectations and norms.
• Periodic impact surveys and analysis reports.

Example Control 4: Evaluation and Adjustment Based on Evolving Contexts
Description: Regularly review impact data and external developments, updating evaluation criteria and methodologies to reflect changes in organizational priorities to maintain alignment with best practices and emerging expectations in the realm of AI responsibility.
Examples of Effective Evidence: 
• Review schedules with documented updates.
• Impact assessment reviews with stakeholder input.
• Revision logs reflecting changes in metrics or frameworks.
• Action plans for adapting evaluation methods.

Example Control 5: Transparency and Communication of Long-term Impact Findings
Description: Share assessment results and insights with internal stakeholders and external communities to demonstrate ongoing commitment to responsible AI and to align expectations and foster collaborative relationships that enhance trust and transparency in AI initiatives.
Examples of Effective Evidence: 
• Impact reports published internally or publicly.
• Stakeholder engagement records and feedback summaries.
• Reports on external alignment and future monitoring plans.
• Policy updates reflecting insights from impact evaluations.
[bookmark: _Toc214874809]MEASURE / Tracking AI Risks / Enabling Feedback, Appeal, and Override 

Control Objective:

	Id
	Name
	Description

	MS-3.3.1
	Feedback and Appeals Processes
	The organization establishes feedback processes for relevant stakeholders to report problems, concerns, or unintended consequences related to AI system outcomes, integrating with existing processes for reporting security issues and potential vulnerabilities. This includes implementing an appeals mechanism that allows users to challenge or request reviews of outcomes they believe to be inaccurate, unfair, or harmful. Both processes are documented clearly, including channels, timeframes, responsibilities, escalation procedures, and criteria for decision-making, with all reported issues tracked to closure.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	Yes
	Organizations at the initial stage start to establish basic feedback processes for relevant stakeholders to report any problems, concerns, or unintended consequences related to initial AI system outcomes. This might involve setting up a simple mechanism for users to flag potentially inaccurate or unfair outcomes.

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish basic feedback processes for relevant stakeholders to report any problems, concerns, or unintended consequences related to AI system outcomes. This can include an appeals mechanism that allows users to challenge or request basic reviews of outcomes they believe to be inaccurate, unfair, or harmful, with processes documented clearly, including channels, timeframes, responsibilities, and criteria for decision-making.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations expand AI usage into external-facing solutions that involve sensitive data, so establishing robust feedback processes becomes vital. In this stage, while AI might not yet drive critical business decisions, any unintended outcomes could affect external stakeholders or broader operations, making documented reporting and appeals processes essential for mitigating risks and ensuring accountability.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously establishing feedback processes for relevant stakeholders to report problems, concerns, or unintended consequences related to AI system outcomes, with real-time implementation of an appeals mechanism that allows users to challenge or request reviews of outcomes they believe to be inaccurate, unfair, or harmful, with both processes documented clearly, including channels, timeframes, responsibilities, and criteria for decision-making based on data-driven insights. These processes are seamlessly integrated into the organization's risk management and stakeholder engagement frameworks, ensuring the highest level of proactive stakeholder feedback and appeals mechanism establishment and documentation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Feedback Mechanisms
	Feedback processes and appeals mechanisms for AI outcomes are insufficient



Implementation Guidelines: 

Develop and implement feedback processes that enable relevant stakeholders, such as end-users and impacted communities, to report problems, concerns, or unintended consequences related to AI system outcomes. Integrate these processes with existing mechanisms for reporting security issues and potential vulnerabilities. Establish clear channels for submitting feedback, such as dedicated email addresses, online forms, or helpline numbers, and ensure these are easily accessible and widely communicated. Such processes may be mandated for credit lending (e.g., adverse action notices) or other high-impact applications.

Note: To align with MEASURE 2.8 and MEASURE 2.9, incorporate assessments to verify stakeholders’ ability to understand AI communications and interpret explainability data, ensuring feedback channels effectively capture whether users can comprehend and challenge AI decisions based on clear explanations.

Design an appeals mechanism that allows users to challenge or request reviews of AI system outcomes they believe to be inaccurate, unfair, or harmful. Define clear criteria for determining which outcomes are eligible for appeal, and establish a standardized process for reviewing and resolving appeals, including timeframes for response and escalation procedures for complex cases. Document both the feedback and appeal processes clearly, outlining channels, timeframes, responsibilities, escalation procedures, and criteria for decision-making. Ensure this documentation is regularly reviewed and updated to reflect changes in the organization's AI systems and stakeholder needs, with all reported issues tracked to closure.

Example Controls and Evidence: 

Example Control 1: Development of Feedback and Appeals Process Documentation
Description: Create formal, accessible procedures for collecting stakeholder feedback and handling appeals, with comprehensive documentation of channels, timeframes, roles, and decision criteria.
Examples of Effective Evidence: 
• Process manuals outlining steps for feedback submission and appeal handling.
• Flowcharts showing escalation paths and decision points.
• Templates for feedback and appeal forms.
• Documented roles and responsibilities of staff managing feedback and appeals.

Example Control 2: Implementation of Feedback and Appeal Channels
Description: Deploy multiple, easily accessible channels for stakeholders to submit feedback and appeal outcomes (e.g., online portals, contact centers, dedicated email addresses) to ensure a user-friendly experience that encourages reporting and engagement from all relevant parties.
Examples of Effective Evidence: 
• Website interfaces, portals, or apps with feedback and appeal options.
• Communication logs documenting received feedback and appeals.
• Helpdesk or contact center records.
• Channel usage metrics and response times.

Example Control 3: Clear Timeframes and Responsibilities for Response
Description: Define and document standard timeframes for acknowledgment, investigation, resolution, and communication of feedback and appeals, assigning responsible personnel or teams to promote accountability and ensure timely responses to reported issues.
Examples of Effective Evidence: 
• Service level agreements (SLAs) with time targets.
• Response tracking logs showing adherence to timeframes.
• Standardized response scripts and templates.
• Incident and appeal case logs.

Example Control 4: Criteria and Decision-Making Processes for Resolution
Description: Establish and document the criteria, guidelines, and decision processes used to evaluate reported issues and make determinations during appeals to maintain transparency and consistency in how feedback and appeals are handled.
Examples of Effective Evidence: 
• Decision matrices or guidelines for assessing fairness, accuracy, or harm.
• Decision review meeting minutes with documented rationale.
• Audit logs of decision approvals or escalations.
• Appeals resolution summaries with explanations.

Example Control 5: Monitoring, Evaluation, and Continuous Improvement
Description: Track feedback and appeal trends, evaluate resolution effectiveness, and regularly review processes for improvements, incorporating lessons learned and stakeholder input to enhance the overall effectiveness of feedback and appeals mechanisms and ensure they meet user needs.
Examples of Effective Evidence: 
• Feedback and appeal logs with analysis of common issues.
• Satisfaction surveys from stakeholders.
• Process review reports outlining improvements.
• Updated procedures reflecting lessons learned.


Control Objective:

	Id
	Name
	Description

	MS-3.3.2
	Feedback Integration and Process Refinement
	The organization integrates user feedback and appeal data into its AI system evaluation metrics, tracking key indicators to identify patterns or systemic issues related to AI system outcomes. Feedback and appeal processes are continuously monitored and refined based on user input, system performance data, and evolving best practices, with refinements documented to ensure the processes remain effective, inclusive, and aligned with the organization's AI governance framework.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin integrating user feedback because even limited AI use can lead to unexpected consequences or user dissatisfaction. Tracking this data, even in a rudimentary way, allows the organization to identify early issues, build trust with users, and proactively address potential problems before they escalate as AI adoption increases.

	Stage 3: Evolving
	Yes
	At the evolving stage, AI systems become more integrated and impact more users, so gathering and analyzing user feedback becomes crucial for identifying and addressing systemic issues. Integrating this data into evaluation metrics allows the organization to gain a deeper understanding of how AI systems are performing in real-world scenarios and to continuously improve their effectiveness, fairness, and alignment with user needs.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously integrating user feedback and appeal data into their AI system evaluation metrics, tracking key indicators to identify patterns or systemic issues related to AI system outcomes, with real-time monitoring and refinement of feedback and appeal processes based on user input, system performance data, and evolving best practices, with refinements documented to ensure the processes remain effective, inclusive, and aligned with the organization's AI governance framework based on data-driven insights. These processes are seamlessly integrated into the organization's risk management, stakeholder engagement, and continuous improvement frameworks, ensuring the highest level of proactive user feedback and appeal data integration, monitoring, and refinement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated Feedback Data
	Feedback and appeals data are not integrated, and processes are unmonitored or refined



Implementation Guidelines: 

Integrate user feedback and appeal data into the organization's AI system evaluation metrics, establishing key performance indicators (KPIs) that track the volume, nature, and resolution of reported issues. Develop a standardized methodology for analyzing feedback and appeal data to identify patterns or systemic issues related to AI system outcomes, such as recurring types of errors, biases, or unintended consequences.

Continuously monitor and refine the feedback and appeal processes based on user input, system performance data, and evolving best practices in AI governance. Regularly review the effectiveness and inclusivity of the processes, and identify opportunities for improvement, such as simplifying submission procedures, expanding communication channels, or enhancing transparency in decision-making. Document any refinements made to the feedback and appeal processes, including the rationale for changes and the expected impact on stakeholder engagement and AI system performance, and communicate these updates to relevant stakeholders to ensure alignment with the organization's overall AI governance framework.

Example Controls and Evidence: 

Example Control 1: Integration of Feedback and Appeal Data into Evaluation Metrics
Description: Develop procedures to systematically incorporate user feedback and appeal outcomes into system performance metrics and systemic issue tracking.
Examples of Effective Evidence: 
• Data pipelines linking feedback, appeals, and system evaluation dashboards.
• Formalized processes for updating key metrics with user input.
• Traceability matrices showing feedback-to-metric relationships.
• Version-controlled evaluation frameworks incorporating new indicators.

Example Control 2: Continuous Monitoring and Trend Analysis
Description: Use monitoring tools to analyze feedback and appeal data for patterns indicative of systemic issues or bias, supporting targeted improvement efforts that address root causes and enhance the fairness and accuracy of AI system outcomes.
Examples of Effective Evidence: 
• Analytical dashboards showing patterns in feedback and appeal reasons.
• Reports identifying recurring systemic issues or unfair outcome trends.
• Data-driven insights into user concerns correlated with system changes.
• Alerts for emerging systemic risks identified via feedback analysis.

Example Control 3: Refinement of Processes Based on User and System Data
Description: Regularly review feedback and appeal trends, and refine evaluation metrics, resolution procedures, and systemic mitigation actions accordingly to enhance the responsiveness and effectiveness of the organization’s AI governance framework.
Examples of Effective Evidence: 
• Review meeting minutes documenting process adjustments.
• Updated feedback and appeal handling procedures incorporating lessons learned.
• Training records for staff on revised processes.
• Change logs for process and metric updates.

Example Control 4: Documentation of Process Improvements and Rationales
Description: Record all refinements to feedback/appeal processes and evaluation metrics, including rationale, stakeholder input, and expected impact, ensuring transparency and traceability to foster trust and accountability in how feedback is handled and incorporated into AI system evaluations.
Examples of Effective Evidence: 
• Revision logs with detailed descriptions and justifications.
• Stakeholder feedback related to process changes.
• Updated process manuals and training materials.
• Audit trails of approval and review activities.

Example Control 5: Stakeholder Engagement and Feedback in Process Refinement
Description: Engage users and stakeholders for ongoing input on feedback and appeal processes, ensuring continuous alignment with organizational governance standards to adapt practices that reflect multidisciplinary perspectives and enhance the overall user experience.
Examples of Effective Evidence: 
• Feedback surveys from stakeholders on process effectiveness.
• Meeting records discussing stakeholder insights.
• Reports on stakeholder participation and concerns.
• Action plans for process adjustments based on stakeholder input.
[bookmark: _Toc214874810]MEASURE / Gathering Feedback on AI Measurement / Gathering Feedback on Measurement Approaches 

Control Objective:

	Id
	Name
	Description

	MS-4.1.1
	Context-Specific Risk Identification
	The organization reviews AI risk identification processes for alignment with the specific deployment context(s) of its AI systems, considering intended use cases, user populations, operational environments, trustworthiness characteristics, and potential impacts on individuals. It actively consults with domain experts, end users, and other relevant stakeholders to gather input on risks and challenges, documenting the outcomes. Additionally, the organization documents the involvement of internal experts, independent assessors, domain experts, users, and other external AI stakeholders in the assessment process, including their contributions, recommendations, and actions taken based on their input, to ensure transparency, accountability, and a comprehensive record of the assessment activities.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage understand the deployment context is critical for identifying potential risks. Consulting with domain experts and end-users allows the organization to uncover potential unintended consequences or biases that might not be apparent from a purely technical perspective. This early focus on context-awareness helps build a foundation for responsible AI deployment as the organization scales its AI initiatives.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI systems are deployed in multiple contexts and impact a wider range of users. It's essential to ensure that risk identification processes are tailored to the specific nuances of each deployment. Actively consulting with a broader range of stakeholders allows the organization to gain a more comprehensive understanding of the potential risks and challenges associated with each AI system.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously developing an approach for identifying AI risks tailored to the specific deployment context(s) of their AI systems, considering intended use cases, user populations, operational environments, and potential impacts on individuals, with real-time consultation with domain experts, end users, and other relevant stakeholders to gather input on risks and challenges, documenting the outcomes based on data-driven insights. These processes are seamlessly integrated into the organization's risk management and stakeholder engagement frameworks, ensuring the highest level of proactive context-specific AI risk identification approach development and stakeholder consultation.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Lacking Deployment Context Input
	AI risk identification lacks input and doesn't align with deployment context



Implementation Guidelines: 

Review comprehensive approaches for identifying AI risks, tailored to the specific deployment context(s) of the organization's AI systems. Consider factors such as intended use cases, user populations, operational environments, and potential impacts on individuals when designing the risk identification process.

Actively engage with internal experts (e.g., risk management professionals, legal, compliance, and testing teams), domain experts, end users, and other relevant stakeholders, including external AI stakeholders, to gather multidisciplinary input on risks, challenges, and context-specific concerns. Document the outcomes of these consultations, capturing key insights, recommendations, and areas needing further investigation, to inform and refine the risk identification approach.

Establish a process for reviewing, prioritizing, and integrating stakeholder input and assessment findings, considering factors like relevance, feasibility, and potential impact on the organization’s risk management practices. Develop clear action plans for implementing prioritized recommendations, assigning roles and responsibilities, and setting timelines for completion.

Maintain thorough records of stakeholder contributions, assessment activities, and decision-making processes to ensure transparency and accountability. Communicate assessment outcomes and subsequent actions to all relevant stakeholders, fostering shared understanding and ongoing engagement in risk management efforts.

Example Controls and Evidence: 

Example Control 1: Development of Context-Aware Risk Review Processes
Description: Establish procedures for periodic review and update of AI risk identification processes, tailoring them to specific deployment contexts and incorporating stakeholder input.
Examples of Effective Evidence: 
• Review schedules and agendas explicitly linked to deployment contexts.
• Customized risk assessment templates incorporating context-specific factors.
• Documentation of review meetings with context-driven risk discussion outcomes.
• Versioned review protocols reflecting process adaptations.

Example Control 2: Stakeholder Engagement and Input Gathering
Description: Implement mechanisms to actively involve domain experts, end users, and relevant stakeholders in risk identification activities, capturing multidisciplinary perspectives to enhance the robustness and accuracy of the organization’s risk assessments.
Examples of Effective Evidence: 
• Stakeholder engagement plans outlining roles, methods, and timelines.
• Records of stakeholder collaboration sessions, including interviews, focus groups, or surveys.
• Feedback logs with stakeholder contributions and discussion summaries.
• Signed attestations or sign-offs on stakeholder inputs and risk considerations.

Example Control 3: Documentation of Outcomes and Contributions
Description: Record the findings, risk insights, and recommendations resulting from stakeholder consultations, including how these influence the risk identification process to ensure that stakeholder input is reflected in the organization's risk management strategies.
Examples of Effective Evidence: 
• Risk assessment reports with attribution to stakeholder inputs.
• Meeting minutes highlighting key stakeholder contributions.
• Contribution logs showing recommendations and decision rationales.
• Traceability matrices linking inputs to risk mitigation actions.

Example Control 4: Transparency and Accountability in the Assessment Process
Description: Maintain comprehensive records of stakeholder involvement, contributions, actions taken, and rationale for decisions to ensure transparency and facilitate auditability in the risk identification process, allowing for effective oversight and review.
Examples of Effective Evidence: 
• Documented involvement workflows with timestamps.
• Stakeholder feedback and response records.
• Logs of actions, controls, or process modifications based on input.
• Summary reports for internal or external review.

Example Control 5: Continuous Improvement and Contextual Refinement
Description: Use lessons learned, stakeholder feedback, and assessment outcomes to refine risk identification processes, ensuring ongoing relevance and contextual alignment with the changing landscape of AI deployment and associated risks.
Examples of Effective Evidence: 
• Revisions logs reflecting process updates.
• Feedback from stakeholders on assessment relevance.
• Post-assessment review reports highlighting enhancements.
• Updated procedures incorporating new learnings or evolving contexts.


Control Objective:

	Id
	Name
	Description

	MS-4.1.2
	Integration with Organizational Processes
	The organization assesses the integration of its AI risk identification processes with other relevant organizational processes, such as cybersecurity, resilience planning, and incident management. Internal and external experts provide feedback on integration. It documents how AI risk identification aligns with and supports these processes to ensure consistency and effectiveness of risk management practices. Areas for improvement are identified and addressed.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations start considering how AI risk management integrates with existing processes. This allows AI risks to be viewed in relation to other organizational risks.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI systems become more interconnected and integrated into organizational processes. It's crucial to ensure that AI risk identification processes are aligned with existing risk management frameworks. Assessing this integration allows the organization to identify potential gaps or overlaps in risk management efforts, promoting a more holistic and effective approach to managing AI-related risks.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously assessing the integration of their AI risk identification processes with other relevant organizational processes, such as cybersecurity, resilience planning, and incident management, with real-time documentation of how AI risk identification aligns with and supports these processes to ensure consistency and effectiveness of risk management practices based on data-driven insights. Areas for improvement are dynamically identified and addressed, ensuring the highest level of proactive AI risk identification process integration, alignment, and continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient Integration Processes
	AI risk identification integration with organizational processes is insufficient



Implementation Guidelines: 

Assess the integration of AI risk identification processes with other relevant organizational processes, such as cybersecurity, resilience planning, and incident management. Identify areas where AI risk identification can align with and support these processes to ensure consistency and effectiveness of risk management practices. Consultation with internal and external experts inform assessments.

Document how AI risk identification integrates with these other processes, including specific touchpoints, data sharing mechanisms, and roles and responsibilities. Identify any gaps or areas for improvement in the integration, and develop a plan to address these issues, including necessary updates to policies, procedures, and training materials.

Example Controls and Evidence: 

Example Control 1: Establishment of an Integration Evaluation Framework
Description: Develop a structured approach for assessing the alignment and integration of AI risk identification with other process areas, including criteria, methods, and responsibilities.
Examples of Effective Evidence: 
• Integration assessment protocols outlining evaluation steps and stakeholders.
• Checklists for evaluating process alignment and interfaces.
• Process maps showing interactions between AI risk practices and other functions.
• Version-controlled assessment frameworks.

Example Control 2: Stakeholder Feedback Collection on Integration
Description: Engage internal and external subject matter experts to review integration points, providing feedback on effectiveness, gaps, and opportunities for synergy to ensure comprehensive insights that enhance the effectiveness of risk management processes.
Examples of Effective Evidence: 
• Feedback surveys and interviews with process owners and external auditors.
• Meeting minutes, review summaries, and feedback logs.
• Reports of stakeholder workshops focused on process alignment.
• Sign-off documentation on assessment outcomes.

Example Control 3: Documentation of Alignment and Support for Risk Practices
Description: Record how AI risk identification supports and integrates with related processes, including mapping of process linkages, roles, and shared data or controls to provide a clear understanding of how these processes interact and support overall organizational objectives.
Examples of Effective Evidence: 
• Process maps and interface diagrams showing integration points.
• Joint procedures or protocols that align activities across functions.
• Records of shared tools, data repositories, or dashboards.
• Reports demonstrating consistent risk assessments and mitigation actions.

Example Control 4: Identification and Remediation of Gaps
Description: Analyze assessment findings to identify gaps or inconsistencies in process alignment, and implement corrective actions to address these issues to improve the coherence and efficiency of the organization’s risk management framework.
Examples of Effective Evidence: 
• Gap analysis reports with action plans.
• Process refinement documents and updated procedures.
• Corrective action tracking logs with responsible parties and deadlines.
• Follow-up review reports confirming improvements.

Example Control 5: Ongoing Reviews and Continuous Improvement
Description: Schedule periodic evaluations of process integration efficacy, incorporating lessons learned, evolving standards, and stakeholder feedback to enhance overall risk management coordination ensuring that the organization remains responsive to emerging threats and best practices in risk governance.
Examples of Effective Evidence: 
• Review meeting minutes and schedule logs.
• Updated process maps and interface documentation.
• Feedback compilation and trend analysis reports.
• Continuous improvement action plans and implementation records.


Control Objective:

	Id
	Name
	Description

	MS-4.1.3
	Incorporating Real-World Data
	The organization incorporates insights from user feedback, incident reports, and other real-world data sources into its AI risk identification approaches. This grounding in actual experiences and concerns of end users and impacted communities is documented, highlighting how these insights are integrated into the risk identification process.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin to integrate user feedback and incident reports into their risk identification processes. Even with limited AI deployments, these real-world experiences provide valuable insights into potential issues that might not be apparent during development, allowing for early course correction and a more user-centered approach to risk management.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI systems are deployed in a wider range of contexts and impact more users. It is crucial to integrate these insights to refine AI risk identification. Documenting how user feedback and incident reports are used to inform risk assessments ensures that the organization is continuously learning from its experiences and adapting its risk management strategies to address emerging challenges effectively.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously incorporating insights from user feedback, incident reports, and other real-world data sources into their AI risk identification approaches, with real-time grounding in actual experiences and concerns of end users and impacted communities documented, highlighting how these insights are integrated into the risk identification process based on data-driven insights. These processes are seamlessly integrated into the organization's risk management, stakeholder engagement, and continuous improvement frameworks, ensuring the highest level of proactive real-world insight incorporation and documentation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unincorporated User Feedback
	User feedback isn't incorporated into AI risk identification



Implementation Guidelines: 

Incorporate insights from user feedback, incident reports, and other real-world data sources into AI risk identification approaches. Establish mechanisms for regularly collecting and analyzing this data, such as user surveys, feedback forms, and incident tracking systems.

Document how these insights are integrated into the risk identification process, highlighting specific examples of how real-world experiences and concerns of end users and impacted communities have informed the identification of AI risks. Use this documentation to demonstrate the grounding of the risk identification approach in actual user experiences and to identify areas for continuous improvement.

Example Controls and Evidence: 

Example Control 1: Establishment of a Feedback and Data Collection Framework
Description: Develop formal procedures and templates for collecting, analyzing, and documenting user feedback, incident reports, and real-world data relevant to AI risks.
Examples of Effective Evidence: 
• Feedback collection protocols and channels (surveys, logs, incident reports).
• Data and incident databases with timestamps and contextual info.
• Templates for capturing insights and linking them to risk assessments.
• Version-controlled documentation of data collection methods.

Example Control 2: Integration of Insights into Risk Identification Processes
Description: Clearly document how insights from feedback and incident data are analyzed and incorporated into ongoing risk identification efforts to ensure that the organization's risk assessment is informed by real-world experiences and challenges faced by users.
Examples of Effective Evidence: 
• Linking matrices connecting user reports to specific risk categories.
• Updated risk registers reflecting insights from real-world data.
• Reports demonstrating analysis of incident root causes influencing risk scope.
• Process logs showing decision points where insights informed risk updates.

Example Control 3: Documentation of How Insights Influence Risk Strategies
Description: Record how insights from actual data sources prompt revisions to risk mitigation strategies, controls, or risk thresholds to demonstrate responsiveness to emerging risks and the effectiveness of the organization's risk management practices.
Examples of Effective Evidence: 
• Change logs linking specific insights to control adjustments.
• Risk mitigation action plans incorporating lessons from real-world data.
• Meeting minutes discussing the influence of feedback on risk posture.
• System or process updates driven by insights.

Example Control 4: Feedback and Data Monitoring, Evaluation, and Updates
Description: Regularly evaluate the quality and relevance of data sources and insights, updating risk identification methodologies accordingly to maintain the effectiveness and accuracy of assessments in line with changing conditions and user needs.
Examples of Effective Evidence: 
• Data review logs with assessments of source reliability and relevance.
• Lessons learned reports with updates on insight integration.
• Feedback analysis summaries illustrating evolving data inputs.
• Revisions to risk identification protocols.

Example Control 5: Continuous Improvement and Transparency of Insight Usage
Description: Document lessons learned, updates to integration practices, and stakeholder communications regarding how real-world insights shape risk identification activities to foster transparency and facilitate continuous improvement in the organization's risk management framework.
Examples of Effective Evidence: 
• Lessons learned reports with actionable recommendations.
• Process improvement documentation.
• Stakeholder communication records explaining insights’ impact.
• Periodic review reports demonstrating process evolution.


Control Objective:

	Id
	Name
	Description

	MS-4.1.4
	Validation, Testing, and Effectiveness Evaluation of AI Risk Approaches
	The organization validates the efficacy of its AI risk identification approaches through targeted testing, simulations, or pilot studies in the deployment context(s). Concurrently, it regularly reviews and assesses the effectiveness of its AI risk identification and tracking approaches by evaluating the timeliness and accuracy of risk detection, risk coverage, and adaptability to changing circumstances. All results, including any limitations, assumptions, strengths, weaknesses, or areas for improvement, are documented and used to refine and continuously enhance the risk approaches.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations conduct basic validation of AI risk identification approaches through targeted testing and pilot studies in real-world scenarios. This initiates a feedback cycle, allowing them to assess the timeliness and accuracy of risk detection, identify initial weaknesses or gaps, and begin refining processes for future risk management plans.

	Stage 3: Evolving
	Yes
	At the evolving stage, as AI systems become more widely deployed with broader impact and increased risks, organizations consistently validate the efficacy of risk management and regularly evaluate their AI risk identification and tracking approaches. This continuous refinement, through documenting validation efforts (including limitations) and regular assessment, enables more accurate and appropriate responses to new risks and ensures effective mitigation of potential harm.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously validating and assessing the effectiveness of their AI risk identification and tracking approaches. This involves targeted testing, simulations, and real-time evaluation of timeliness, accuracy, coverage, and adaptability. Results, including limitations and areas for improvement, are dynamically documented with real-time updates based on data-driven insights. These processes are seamlessly integrated into the organization's risk management and continuous improvement frameworks, ensuring the highest level of proactive AI risk identification validation, assessment, and optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unvalidated or Unevaluated AI Risk Identification Efficacy
	AI risk identification efficacy is unvalidated in deployment contexts, and its effectiveness is not regularly assessed



Implementation Guidelines: 

Validate the efficacy of AI risk identification approaches through targeted testing, simulations, or pilot studies conducted in deployment context(s). Design these validation efforts to rigorously assess the effectiveness and usability of the risk identification approach in real-world settings and its ability to prioritize relevant risks. Ensure validations are conducted by independent validation functions or qualified internal/external experts. Document the results of these validation efforts comprehensively, noting any limitations, assumptions, or areas for improvement identified, and use this documentation to refine the risk identification approach.

Concurrently, establish a process for regularly assessing the effectiveness of AI risk identification and tracking approaches. Develop a set of key performance indicators (KPIs) and success criteria to evaluate the timeliness and accuracy of risk detection, the breadth of risk coverage, and the adaptability of the approaches to changing circumstances. Conduct periodic assessments using these KPIs and criteria, documenting the results, including identified strengths, weaknesses, and areas for improvement.

Use the combined findings from both validation efforts and regular assessments to inform updates and enhancements to AI risk identification and tracking processes, ensuring they remain effective, relevant, and aligned with the organization's evolving AI risk landscape. Share the results of validations and assessments with relevant stakeholders, including AI development teams, risk management personnel, and senior leadership, to ensure transparency and accountability, and provide training and support as needed to ensure that any changes are effectively implemented and adopted.

Example Controls and Evidence: 

Example Control 1: Development of Validation Planning and Protocols
Description: Establish formal plans, protocols, and criteria for targeted validation activities such as testing, simulations, and pilot deployments to assess the effectiveness of risk identification methods.
Examples of Effective Evidence: 
• Validation test plans with scope, objectives, and success criteria.
• Simulation scenarios tailored to deployment environments.
• Protocols detailing pilot study design and measurement metrics.
• Version control of validation protocols.

Example Control 2: Execution and Documentation of Validation Activities
Description: Conduct validation activities as planned, capturing data, observations, and results to evaluate risk identification effectiveness under real deployment conditions to ensure that the methods used are robust and applicable in practice.
Examples of Effective Evidence: 
• Test execution logs, simulation results, and pilot study reports.
• Data collected on the accuracy and timeliness of risk detection.
• Observation notes on limitations or unexpected challenges encountered.
• Outcome summaries comparing results against predefined benchmarks.

Example Control 3: Recording of Findings, Limitations, and Assumptions
Description: Document validation results comprehensively, highlighting identified limitations, underlying assumptions, and areas for potential improvement to maintain transparency and facilitate informed decision-making and continuous enhancement.
Examples of Effective Evidence: 
• Validation reports with detailed findings and justifications.
• Section dedicated to limitations or constraints impacting effectiveness.
• Assumptions and their justifications documented in reports.
• Lessons learned summaries from validation activities.

Example Control 4: Incorporation of Validation Outcomes into Improvement Plans
Description: Use validation findings to refine risk identification approaches, update procedures, and enhance detection mechanisms accordingly to align the organization’s practices with evolving risks and operational requirements.
Examples of Effective Evidence: 
• Action plans for addressing identified gaps or limitations.
• Updated risk detection protocols incorporating insights.
• Revisions to modeling or measurement tools based on validation results.
• Change logs with documented improvements implemented.

Example Control 5: Continuous Monitoring and Revalidation
Description: Periodically re-validate and update risk identification approaches based on deployment feedback, new data, or technological advances to ensure ongoing efficacy and adaptability to changing environments and stakeholder expectations.
Examples of Effective Evidence: 
• Reassessment schedules with documented outcomes.
• Revalidation reports reflecting improvements or new challenges.
• Lessons learned from ongoing deployment experiences.
• Updated validation protocols incorporating best practices.
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Control Objective:

	Id
	Name
	Description

	MS-4.2.1
	Benefits and Performance Assessment
	The organization assesses and documents the AI system's anticipated capabilities and benefits, and alignment to organizational objectives and AI  Trustworthy Principles, against accepted benchmarks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, AI systems are deployed more widely and integrated into various organizational processes, so a more rigorous assessment of their capabilities and benefits is crucial. Comparing these assessments against accepted benchmarks allows the organization to determine the effectiveness of AI deployments, identify areas for improvement, and ensure that AI investments are aligned with strategic objectives.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI deeply integrated into critical business functions, therefore a comprehensive and ongoing assessment of AI system capabilities and benefits is essential. Continuously comparing performance against accepted benchmarks allows the organization to optimize AI systems for maximum value, ensure alignment with strategic goals, and proactively address any deviations from expected performance.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unassessed Capabilities and Benefits
	AI system's capabilities and benefits are unassessed against benchmarks



Implementation Guidelines: 

Assess and document the AI system's performance and functionality against relevant metrics to demonstrate its potential benefits. Engage relevant stakeholders, such as data scientists, domain experts, and performance analysts, to identify appropriate benchmarks and metrics for evaluating the AI system. These may include industry standards, best practices, or internal targets set by the organization. 

Develop a standardized framework for documenting the AI system's performance and functionality, including the specific methods, tools, and criteria used for assessment, as well as the results and any identified areas for improvement. Ensure that this documentation is clear, concise, and easily understandable for relevant stakeholders.

Regularly review and update this documentation as needed to ensure accuracy and relevance. Use the insights gained from the performance and functionality assessments to demonstrate the AI system's potential benefits and inform ongoing improvements.

Example Controls and Evidence: 

Example Control 1: Establishment of Capability and Benefit Benchmarking Criteria
Description: Develop formal benchmarks aligned with industry standards, organizational goals, and stakeholder needs to evaluate expected system capabilities and benefits.
Examples of Effective Evidence: 
• Benchmarking standards specific to the AI domain and use case.
• Performance and benefit criteria linked to business objectives.
• Documentation of reference benchmarks used for comparison.
• Version-controlled benchmarking guidelines.

Example Control 2: Conduct of Benchmark Assessments and Documentation
Description: Evaluate anticipated system capabilities and benefits against benchmarks during design and planning phases, documenting expected performance, advantages, and limitations to ensure alignment with organizational objectives and to provide a clear framework for assessment.
Examples of Effective Evidence: 
• Assessment reports comparing system features against benchmarks.
• Benefit realization plans with quantitative and qualitative metrics.
• Records of modeling or simulation outcomes demonstrating alignment.
• Stakeholder review sign-offs.

Example Control 3: Identification of Gaps and Improvement Opportunities
Description: Analyze deviations from benchmarks to identify gaps, areas of over- or underperformance, and potential improvements prior to deployment to facilitate proactive adjustments and enhance system readiness.
Examples of Effective Evidence: 
• Gap analysis reports with recommended enhancements.
• Adjusted system design or feature sets explaining deviation corrections.
• Impact assessments outlining benefits gaps.
• Change logs reflecting adjustments based on benchmarks.

Example Control 4: Documentation of Anticipated Performance and Benefits
Description: Maintain comprehensive documentation describing the system’s expected capabilities and benefits, linked to benchmarks and measurement criteria to provide transparency and facilitate communication with stakeholders regarding system performance expectations.
Examples of Effective Evidence: 
• Capability and benefit documentation with benchmark comparisons.
• Model specifications referencing benchmark targets.
• Benefit impact analysis reports.
• Version histories of expectations and benchmarks.

Example Control 5: Periodic Re-evaluation and Benchmark Reassessment
Description: Regularly revisit anticipated capabilities and benefits, updating assessments based on system development, new benchmarks, or evolving stakeholder expectations to ensure that the organization remains aligned with best practices and adequately addresses user needs.
Examples of Effective Evidence: 
• Re-evaluation schedules and review records.
• Updated assessment reports with revised benchmarks.
• Stakeholder feedback incorporating real-world performance data.
• Lessons learned integrated into future benchmarking routines.


Control Objective:

	Id
	Name
	Description

	MS-4.2.2
	Performance Validation via Stakeholder Input
	The organization actively seeks input from domain experts and relevant AI stakeholders, such as system developers, operators, users, and impacted communities, to validate whether the AI system is performing consistently as intended in its specific deployment context(s), and documents the outcomes of these consultations, including any discrepancies or concerns raised.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin to seek input from domain experts and relevant AI stakeholders to validate whether the AI system is performing consistently as intended in its specific deployment context(s). Documenting the outcomes of these consultations, including any discrepancies or concerns raised, helps build a foundation for responsible AI development and encourages a user-centered approach from the outset.

	Stage 3: Evolving
	Yes
	At the evolving stage, AI systems are deployed in more contexts and begin to impact a wider range of stakeholders. It is important for organizations to actively seek input from domain experts and relevant AI stakeholders to validate whether the AI system is performing consistently as intended in its specific deployment context(s). Documenting the outcomes of these consultations, including any discrepancies or concerns raised, provides valuable insights for continuous improvement and ensures that the AI system is meeting the needs of its users and stakeholders.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI systems are deeply integrated into critical business functions, and the organization actively solicits and incorporates feedback from domain experts, system developers, operators, users, and impacted communities to ensure that the AI system is consistently performing as intended in all deployment contexts. Meticulously documenting the outcomes of these consultations, including any discrepancies or concerns raised, is essential for maintaining alignment with organizational objectives, identifying potential unintended consequences, and fostering a culture of continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Lack of Stakeholder Validation Input
	Stakeholder input lacking to validate AI system performance in context



Implementation Guidelines: 

Establish a process for actively seeking input from domain experts and relevant AI stakeholders, such as system developers, operators, users, and impacted communities, to validate whether the AI system is performing consistently as intended in its specific deployment context(s). Develop a standardized approach for conducting these consultations, including clear objectives, discussion topics, and feedback mechanisms.

Document the outcomes of these consultations, including any discrepancies or concerns raised regarding the AI system's performance or trustworthiness. Ensure that the documentation captures multidisciplinary perspectives and experiences, and that it is easily accessible to relevant stakeholders for review and analysis. Use the insights gathered from these consultations to inform ongoing monitoring and improvement efforts for the AI system.

Example Controls and Evidence: 

Example Control 1: Structured Stakeholder Engagement and Validation Processes
Description: Develop formal procedures for involving cross-functional stakeholders in performance validation activities, ensuring systematic collection and documentation of their input.
Examples of Effective Evidence: 
• Engagement plans outlining stakeholder roles, methods, and schedules.
• Consultation agendas, feedback forms, and interview summaries.
• Records of stakeholder meetings, workshops, or surveys.
• Versions of engagement protocols.

Example Control 2: Documentation of Validation Outcomes and Feedback
Description: Record the findings from stakeholder consultations, including assessments of system performance, identified discrepancies, and concerns about operational alignment to create a comprehensive record that informs future improvements and decision-making.
Examples of Effective Evidence: 
• Validation reports with stakeholder input and observed issues.
• Feedback logs highlighting discrepancies between intended and actual performance.
• Meeting minutes documenting concerns and actions.
• Stakeholder sign-offs confirming review comprehension.

Example Control 3: Analysis and Resolution of Discrepancies or Concerns
Description: Analyze stakeholder feedback to identify root causes, systemic issues, or areas needing adjustment, and document plans or actions taken to ensure that identified concerns are addressed systematically and effectively.
Examples of Effective Evidence: 
• Root cause analysis reports linked to stakeholder feedback.
• Issue tracking logs and corrective action plans.
• Follow-up review and validation records showing response effectiveness.
• Changes to the system, models, or deployment approach documented and implemented.

Example Control 4: Integration of Outcomes into System Improvements
Description: Incorporate validated feedback and identified issues into ongoing system updates, deployment adjustments, and stakeholder communication plans to enhance the effectiveness of the AI system and reinforce trust among users and stakeholders.
Examples of Effective Evidence: 
• Revised system documentation and specifications reflecting stakeholder input.
• Change management records documenting improvements made.
• Updated deployment or operational procedures.
• Feedback loop records demonstrating continuous engagement.

Example Control 5: Ongoing Stakeholder Engagement and Communication
Description: Maintain open channels for ongoing feedback, ensuring transparency about system performance and responsiveness to stakeholder concerns—periodically reviewing and refining consultation processes to promote continuous engagement and ensure that stakeholder input remains relevant and valued.
Examples of Effective Evidence: 
• Continuous feedback collection logs.
• Regular stakeholder communication reports or newsletters.
• Improvement action logs for engagement processes.
• Evaluation and review schedules for stakeholder participation.


Control Objective:

	Id
	Name
	Description

	MS-4.2.3
	Analysis of Performance and Trustworthiness Trends
	The organization regularly analyzes the measurement results to identify patterns, trends, or anomalies indicating issues with AI system trustworthiness while engaging in dialogue with domain experts and relevant AI stakeholders to interpret these results and their implications. Findings are documented alongside insights, recommendations, and areas of consensus or disagreement

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin analyzing measurement results to identify patterns indicating potential AI system trustworthiness issues. This initial analysis, even if basic, helps them develop a foundational understanding of AI system performance and potential problems, informing future decisions about AI deployments.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations regularly analyze measurement results to identify patterns, trends, or anomalies indicating issues with AI system trustworthiness, which will help the organization recognize when their AI might have issues. In addition to analyzing results internally, organizations engage in dialogue with domain experts and relevant AI stakeholders to interpret these results and their implications, so the organization can get a wide variety of opinions on these issues.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations use constant monitoring and review the measurement results to identify the patterns, trends, or anomalies indicating the issues with the AI system trustworthiness, allowing the AI to be fixed quickly and efficiently. These constant changes are used to ensure that new technology is properly being used, so that the company can continue to grow in technology and still be trustworthy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inadequate Trend Analysis
	Patterns, trends, or anomalies indicating issues with AI system trustworthiness are not effectively identified or interpreted



Implementation Guidelines: 

Develop a process for regularly analyzing the measurement results to identify patterns, trends, or anomalies that may indicate issues with AI system trustworthiness. Establish clear criteria and thresholds for determining when a pattern or trend warrants further investigation or action, and assign responsibility for conducting these analyses to a designated team or individual.

Engage in dialogue with domain experts and relevant AI stakeholders to interpret the measurement results and their implications for the AI system's performance and trustworthiness. Document the findings from these analyses and discussions, including any insights, recommendations, or areas of consensus or disagreement. Use this documentation to inform decision-making and prioritize actions for addressing identified issues or concerns.

Example Controls and Evidence: 

Example Control 1: Establishment of Data Analysis and Interpretation Processes
Description: Develop formal procedures for analyzing measurement data, identifying systemic issues or anomalies, and capturing expert and stakeholder insights on their implications.
Examples of Effective Evidence: 
• Analytical protocols and checklists for pattern, trend, and anomaly detection.
• Dashboards visualizing key trustworthiness metrics over time.
• Meeting agendas and summaries from analysis sessions with experts and other stakeholders.
• Version-controlled analysis procedures.

Example Control 2: Documentation of Findings, Insights, and Disagreements
Description: Record the outcomes of analysis sessions, including identified issues, interpretations, recommendations, and areas of consensus or disagreement to create an accountable record of discussions that can inform future decision-making and improvements.
Examples of Effective Evidence: 
• Analytical reports with annotated findings and expert commentary.
• Meeting minutes detailing points of agreement and contention.
• Feedback logs capturing stakeholder and expert input.
• Action plans based on insights and consensus points.

Example Control 3: Engagement and Dialogue with Experts and Other Stakeholders
Description: Facilitate ongoing dialogue with domain experts and relevant stakeholders to interpret measurement results, contextualize issues, and agree on corrective or improvement actions to ensure that multidisciplinary perspectives are considered and the most effective strategies are implemented.
Examples of Effective Evidence: 
• Structured review sessions, workshops, or interviews.
• Expert feedback forms and stakeholder commentary records.
• Records of collaborative interpretation activities.
• Follow-up communication logs.

Example Control 4: Integration of Insights into Trustworthiness Management
Description: Incorporate findings, insights, and consensus/disagreement points into system improvements, risk mitigation, and trustworthiness strategies to enhance the overall reliability and accountability of the AI system.
Examples of Effective Evidence: 
• Updated risk assessments and mitigation plans.
• System design and process changes reflecting insights.
• Documentation of lessons learned and best practices.
• Policy and documentation revisions based on interpretive insights.

Example Control 5: Continuous Review and Feedback Loop
Description: Schedule periodic reviews of analysis results, update interpretive approaches, and refine collaboration practices based on lessons learned, emerging challenges, or evolving standards to ensure that the organization remains adaptive and responsive to the dynamics of AI system performance and trustworthiness.
Examples of Effective Evidence: 
• Review schedules and meeting minutes.
• Updated interpretation protocols.
• Feedback logs from experts and stakeholders.
• Reports demonstrating iteration and improvements in analysis and engagement processes.


Control Objective:

	Id
	Name
	Description

	MS-4.2.4
	Continuous Improvement of AI Trustworthiness
	The organization regularly reviews and updates its risk controls and performance metrics across trustworthy characteristics based on assessment results, stakeholder feedback, and evolving risk landscapes, ensuring continuous improvement and alignment with best practices and regulatory requirements to maintain AI system trustworthiness.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin reviewing their risk controls and performance metrics to have a base level knowledge of the data they are taking in. This is an easy process to begin, so the organizations can be ready for more complicated analysis in the future.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations regularly review and update their risk controls and performance metrics across trustworthy characteristics based on assessment results, ensuring the controls are still functioning properly. This process helps the organization to make sure the controls used are relevant to best practices.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations continuously review the risk controls, metrics, and data to be in line with regulatory standards. By keeping up to date with everything, the organizations are consistently aware of the changes needed to remain trustworthy.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unreviewed Risk Controls
	Risk controls and metrics are not reviewed or updated for continuous improvement



Implementation Guidelines: 

Establish a comprehensive process for regularly reviewing and updating the organization's AI risk controls and performance metrics, ensuring they reflect assessment results, risk response strategies, stakeholder feedback, and emerging best practices. Define clear criteria for evaluating the relevance, effectiveness, and alignment of controls and metrics with organizational goals, values, and regulatory requirements, considering factors such as their ability to capture key risks, practicality, and feasibility within the AI system's operational context.

Develop a standardized approach for incorporating measurement results and stakeholder inputs into the organization's AI governance, risk management, and continuous improvement processes. This approach should facilitate iterative refinements to the AI system, policies, procedures, and controls, promoting consistent and trustworthy performance throughout the AI system’s lifecycle and deployment environments.

Document how these ongoing activities support sustained system reliability and trustworthiness, providing concrete examples of how measurement insights and stakeholder feedback have driven system enhancements or risk mitigation actions.

Example Controls and Evidence: 

Example Control 1: Schedule and Process for Periodic Review and Updates
Description: Establish a formal, recurring process and schedule for reviewing and revising risk controls and metrics to reflect new insights, changing standards, and evolving risks.
Examples of Effective Evidence: 
• Documented review schedules with assigned responsibilities.
• Review agendas and meeting minutes from periodic evaluations.
• Updated control and metric documentation with revision logs.
• Action plans for implementing improvements.

Example Control 2: Incorporation of Assessment Outcomes and Stakeholder Feedback
Description: Use insights from system assessments and stakeholder inputs to identify gaps and inform updates to controls and metrics to ensure that the organization continuously addresses vulnerabilities and enhances AI system trustworthiness.
Examples of Effective Evidence: 
• Assessment reports highlighting gaps or new risks.
• Feedback forms, stakeholder interviews, or survey results.
• Traceability matrices linking feedback to control updates.
• Updated risk registers with revised controls.

Example Control 3: Alignment with Industry Best Practices and Regulations
Description: Ensure ongoing modifications align with emerging best practices, standards, and regulatory requirements pertinent to trustworthiness to maintain compliance and uphold the integrity of AI systems in a changing regulatory landscape.
Examples of Effective Evidence: 
• Benchmarking analyses comparing controls to industry standards.
• Regulatory change logs influencing control updates.
• Comparative evaluation reports.
• Revised policies reflecting current best practices.

Example Control 4: Documentation and Communication of Changes
Description: Document all updates made to controls and metrics, including rationale, impact analysis, and stakeholder approval, and communicate changes effectively to foster transparency and ensure that all relevant parties are informed of the adjustments and their implications.
Examples of Effective Evidence: 
• Updated control and metrics documentation with revision history.
• Change approval records from governance bodies.
• Communication materials or training updates informing relevant teams.
• Implementation logs confirming updates have been applied.

Example Control 5: Continuous Monitoring and Improvement
Description: Track the effectiveness of implemented controls and metrics over time, using feedback and new assessment data to drive continuous refinement to ensure that the AI system remains reliable and trustworthy as it evolves.
Examples of Effective Evidence: 
• Monitoring dashboards showing evolving trustworthiness performance.
• Lessons learned reports from incidents or audits.
• Feedback logs from stakeholders on control effectiveness.
• Periodic review reports demonstrating iterative improvements.
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Control Objective:

	Id
	Name
	Description

	MS-4.3.1
	Stakeholder Feedback on Performance
	The organization engages in regular consultations with relevant AI stakeholders (e.g., system developers, operators, users, and impacted communities), to gather insights on observed performance changes. Outcomes of these consultations are documented, including areas of agreement, disagreement, or concern.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage establish channels for gathering feedback from relevant stakeholders. This early engagement allows the organization to identify potential usability issues, unintended consequences, or areas where the AI system is not meeting user needs, providing valuable insights for future development efforts and a more user-centered approach to AI design.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI systems are deployed more widely and begin to impact a larger user base, engaging in regular consultations with AI stakeholders becomes essential for understanding observed performance changes. Gathering different perspectives from system developers, operators, users, and impacted communities allows the organization to identify the root causes of performance issues, address potential biases, and ensure that the AI system is aligned with the needs and expectations of its stakeholders.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI systems deeply integrated into critical business functions and proactively engage in ongoing consultations with a wide range of stakeholders to ensure that the systems are consistently delivering value and operating in a trustworthy manner. Documenting the outcomes of these consultations, including areas of agreement, disagreement, or concern, is crucial for maintaining transparency, fostering accountability, and promoting a culture of continuous improvement.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Infrequent Actor Consultations
	Consultations with AI stakeholders are infrequent or outcomes are undocumented



Implementation Guidelines: 

Establish a process for conducting regular consultations with relevant AI stakeholders, such as system developers, operators, users, and impacted communities, to gather insights on observed performance changes in the AI system. Develop a standardized approach for these consultations, including clear objectives, discussion topics, and feedback mechanisms.

Document the outcomes of these consultations, including areas of agreement, disagreement, or concern regarding the AI system's performance and trustworthiness. Ensure that the documentation captures multidisciplinary perspectives and experiences, and that it is easily accessible to relevant stakeholders for review and analysis. Use the insights gathered from these consultations to inform ongoing monitoring, root cause analysis, and improvement efforts for the AI system.

Example Controls and Evidence: 

Example Control 1: Development of Context-Driven Performance Metrics
Description: Create tailored metrics that reflect the specific risks, trustworthiness factors, and performance goals relevant to the AI system’s deployment context.
Examples of Effective Evidence: 
• Metrics frameworks aligned with system risks and stakeholder priorities.
• Documentation of consultation findings informing metric selection.
• defined formulas, thresholds, and interpretation criteria for each metric.
• Version-controlled metric development documents.

Example Control 2: Engagement with Stakeholders for Metric Validation
Description: Consult relevant AI Stakeholders and affected communities to validate that selected metrics accurately reflect performance, trustworthiness, and context-specific concerns to ensure that the metrics are meaningful and aligned with user expectations and real-world conditions.
Examples of Effective Evidence: 
• Meeting minutes and feedback summaries from stakeholder consultations.
• Validation reports confirming stakeholder consensus on metrics relevance.
• Revisions to metrics based on stakeholder input.
• Surveys testing stakeholder understanding of metrics.

Example Control 3: Measurement and Data Collection Processes
Description: Implement data collection procedures and tools to monitor these metrics continuously or periodically, capturing real-world performance and trustworthiness signals to provide timely insights that support informed decision-making and enhance system reliability.
Examples of Effective Evidence: 
• Data pipelines and dashboards tracking the established metrics.
• Data quality reports ensuring accurate measurement inputs.
• Automated alerting for significant metric deviations.
• Logs of measurement and monitoring activities.

Example Control 4: Documentation of Metrics and Interpretation Guidelines
Description: Record detailed descriptions of each metric, including calculation methods, rationale, interpretation thresholds, and context justification to ensure clarity and understanding for stakeholders regarding how metrics are derived and applied.
Examples of Effective Evidence: 
• Metrics definitions with formulas and thresholds.
• Rationale documents explaining why metrics were chosen.
• Interpretation guides for different stakeholder groups.
• Version histories of metric documentation.

Example Control 5: Use of Metrics for Continuous Improvement
Description: Regularly review performance metrics to identify trends, evaluate system improvements or declines, and inform iterations in system design, risk mitigation, or trustworthiness strategies to facilitate continuous improvement and maintain alignment with organizational objectives.
Examples of Effective Evidence: 
• Trend analysis reports and dashboards.
• Meeting minutes discussing metric findings and action items.
• System updates or retraining activities driven by metric insights.
• Lessons learned documentation from performance shifts.


Control Objective:

	Id
	Name
	Description

	MS-4.3.2
	Root Cause Analysis and Action Plans
	The organization conducts root cause analyses to investigate the factors contributing to identified performance changes, integrating with existing incident and problem management processes where appropriate, documenting findings along with recommended actions for sustaining improvements, mitigating declines, or addressing related risks and trustworthiness issues.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage begin to investigate the reasons behind any noticeable performance changes, even if just qualitatively. For example, if a basic AI-powered customer service chatbot suddenly starts providing less helpful answers, a simple root cause analysis might reveal that a recent software update inadvertently changed the chatbot's settings, prompting the organization to revert to the previous configuration.

	Stage 3: Evolving
	Yes
	At the evolving stage, the organization now has more data to investigate why there are performance changes. By documenting findings and actions, the organization then implements the findings into changes.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously conducting root cause analyses to investigate the factors contributing to identified performance changes, documenting findings along with recommended actions for sustaining improvements, mitigating declines, or addressing related risks and trustworthiness issues, with real-time updates based on data-driven insights. These processes are seamlessly integrated into the organization's risk management and continuous improvement frameworks, ensuring the highest level of proactive root cause analysis and documentation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Uninvestigated Contributing Factors
	Investigation of contributing factors is not conducted and corresponding action plan is missing



Implementation Guidelines: 

Develop a process for conducting root cause analyses to investigate the factors contributing to identified performance changes in the AI system. Establish a standardized methodology for these analyses, including data collection and analysis techniques, stakeholder engagement protocols, and documentation requirements.

Document the findings from each root cause analysis, including the identified contributing factors, their potential impact on the AI system's performance and trustworthiness, and recommended actions for sustaining improvements, mitigating declines, or addressing related risks and issues. Ensure that the documentation is clear, concise, and actionable, and that it is shared with relevant stakeholders for review and feedback.

Example Controls and Evidence: 

Example Control 1: Establishment of Root Cause Analysis Procedures
Description: Develop and formalize a process and standard templates for conducting RCA investigations when performance anomalies or issues are identified.
Examples of Effective Evidence: 
• RCA process manuals outlining steps, responsible roles, and tools.
• Standardized RCA templates capturing causes, evidence, and contributing factors.
• Checklists ensuring comprehensive investigations.
• Version-controlled RCA procedures.

Example Control 2: Data Collection and Documentation of Contributing Factors
Description: Collect and document relevant data, observations, and evidence that identify underlying causes of performance deviation to ensure a thorough understanding of the factors contributing to issues and enable effective resolution.
Examples of Effective Evidence: 
• Data logs, system logs, and anomaly reports.
• Timeline and process maps linking issues to causes.
• Stakeholder comments or expert reviews highlighting factors.
• Supporting data analyses, such as statistical or diagnostic results.

Example Control 3: Analysis of Related Risks and Trustworthiness Issues
Description: Analyze how identified causes impact risks, trustworthiness, compliance, or system security, documenting the relationships and potential consequences to provide clarity on the urgency and importance of addressing these root causes.
Examples of Effective Evidence: 
• Risk assessments linked to root causes.
• Impact analysis reports highlighting trustworthiness or safety implications.
• Cause-and-effect diagrams or fault trees.
• Expert review notes.

Example Control 4: Development of Corrective and Improvement Actions
Description: Recommend, plan, and document actions to sustain improvements, prevent recurrence, or mitigate related risks or trust issues to establish a proactive approach toward enhancing system reliability and trustworthiness.
Examples of Effective Evidence: 
• Action plans with detailed steps, responsibilities, and timelines.
• Implementation logs and change request records.
• Follow-up testing or validation reports verifying effectiveness.
• Lessons learned documentation.

Example Control 5: Documentation, Review, and Continuous Learning
Description: Maintain comprehensive records of RCA findings and actions, review results regularly, and incorporate lessons learned into policies, practices, and system updates for ongoing improvement to ensure that the organization continually evolves in response to past experiences and emerging threats.
Examples of Effective Evidence: 
• RCA reports with cause analyses, findings, and action summaries.
• Review meeting minutes discussing RCA outcomes.
• Updated policies, procedures, or system configurations based on insights.
• Feedback logs from involved teams with improvement suggestions.


Control Objective:

	Id
	Name
	Description

	MS-4.3.3
	Knowledge Sharing and Industry Contribution
	The organization shares its findings and receives feedback regarding measurable performance improvements or declines with the broader AI community through publications, conferences, or industry forums, contributing to collective knowledge and best practices in context-specific AI performance management and trustworthiness assurance.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations share initial experiences and lessons learned with AI, such as presenting a poster at a local tech meetup describing their efforts to improve the accuracy of a simple image classification model, showcasing the challenges and insights gained during the process. This participation can allow the organization to see the results of their project and to see the insights from others.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations might  present use cases at conferences detailing how they improved the fairness of their loan application AI by addressing biases in the training data, providing concrete insights and methodologies that other organizations can learn from. By sharing their findings and receiving feedback, organizations contribute to the collective knowledge but also gain valuable perspectives that can further improve their own AI systems.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously sharing their findings regarding measurable performance improvements or declines with the broader AI community through publications, conferences, or industry forums, contributing to collective knowledge and best practices in context-specific AI performance management and trustworthiness assurance, with real-time updates based on data-driven insights. These processes are seamlessly integrated into the organization's knowledge management and industry engagement frameworks, ensuring the highest level of proactive finding sharing and contribution to collective knowledge.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unshared Performance Findings
	Performance findings are not shared with the broader AI community



Implementation Guidelines: 

Develop a plan for sharing the organization's findings regarding measurable performance improvements or declines in its AI systems with the broader AI community through publications, conferences, or industry forums. Identify relevant outlets and opportunities for sharing these findings, such as academic journals, professional associations, or industry working groups.

Establish a process for preparing and reviewing materials for external sharing, including guidelines for protecting sensitive or proprietary information, ensuring the accuracy and clarity of the content, and obtaining necessary approvals from relevant stakeholders. Document the organization's contributions to collective knowledge and best practices in context-specific AI performance management and trustworthiness assurance, including any feedback, collaborations, or recognition received from the broader AI community. Processes for sharing should also include adjudication and incorporation of received feedback.

Example Controls and Evidence: 

Example Control 1: Development of a Sharing and Outreach Strategy
Description: Formalize a strategy and processes for disseminating insights, findings, and lessons learned via publications, conference presentations, or industry forums to promote transparency and community contribution.
Examples of Effective Evidence: 
• Publication plans, conference submission records, and presentation schedules.
• Drafts of technical papers, blogs, or articles discussing performance outcomes.
• Outreach calendars and stakeholder communication plans.
• Version-controlled dissemination templates.

Example Control 2: Documentation of Findings and Feedback Collection
Description: Record the results of performance evaluations, identified issues, and trustworthiness assessments, along with feedback received from external stakeholders or peer reviewers to create a comprehensive database that informs future practices and enhances accountability.
Examples of Effective Evidence: 
• Published papers, reports, or articles with detailed findings.
• Peer review comments and responses.
• Conference presentation materials with Q&Asummaries.
• Industry forum discussion logs or feedback summaries.

Example Control 3: Engagement with Broader AI Community
Description: Participate actively in community forums, industry groups, or conferences by sharing insights and soliciting feedback to support collective knowledge-building and foster collaboration among industry peers on best practices and innovations.
Examples of Effective Evidence: 
• Records of participation in workshops, panels, or industry roundtables.
• Forum or panel presentation attendee lists and feedback forms.
• Community project collaborations or open data initiatives.
• Outreach or follow-up communication logs.

Example Control 4: Incorporation of External Feedback and Lessons Learned
Description: Document how external feedback influences ongoing performance management and trustworthiness practices, including updates to models, evaluation protocols, or controls to ensure that the organization remains adaptive and responsive to community insights and changing standards.
Examples of Effective Evidence: 
• Feedback logs and response documentation.
• Updated methodologies or best practices derived from community input.
• Revision histories of evaluation procedures based on external insights.
• Reports highlighting community-contributed improvements.

Example Control 5: Regular Review and Public Reporting of Performance and Trustworthiness
Description: Schedule periodic reviews of published findings and community feedback integration, ensuring transparency and continuous improvement aligned with industry standards to reinforce the organization's commitment to accountability and collaboration in AI development.
Examples of Effective Evidence: 
• Public-facing performance reports and impact assessments.
• Review schedules and documentation of community engagement activities.
• Lessons learned documentation shared with internal teams.
• Continuous improvement logs reflecting community-driven enhancements.
[bookmark: _Toc214874813]MANAGE / Prioritizing and Responding to Risks / Deciding to Deploy 

Control Objective:

	Id
	Name
	Description

	MG-1.1.1
	AI System Evaluation and Gap Analysis
	The organization establishes a formal evaluation process to determine if the AI system achieves its intended purposes and objectives, assessing performance metrics, stakeholder feedback, alignment with organizational goals and values, and the system's trustworthiness (including fairness, transparency, accountability, privacy), while identifying gaps, risks, and potential improvements.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have well-defined evaluation processes that assess performance, trustworthiness, stakeholder feedback, and alignment with goals and values. Gaps and risks are systematically identified.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have comprehensive, formalized evaluation processes that are deeply integrated, continuously assessing AI systems. Proactive improvement is driven by rigorous analysis of metrics, feedback, and alignment.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Insufficient Purpose Achievement Evaluation
	Formal evaluation to determine achievement of intended purposes is insufficient



Implementation Guidelines: 

Establish a formal evaluation process to determine if the AI system achieves its intended purposes and objectives. This process should assess performance metrics, stakeholder feedback, alignment with organizational goals and values, and the system's trustworthiness, including fairness, transparency, accountability, and privacy. The evaluation should also identify gaps, risks, and potential improvements.

Involve a broad range of stakeholders, such as technical experts, domain specialists, end-users, and impacted communities, in the evaluation process. This promotes a broad assessment of the AI system's performance and potential impacts, ensuring that various perspectives and concerns are considered.

Example Controls and Evidence: 

Example Control 1: Formal Evaluation Process Framework
Description: Establish a structured framework for evaluating AI systems, encompassing performance metrics, stakeholder feedback, and alignment with organizational goals and values.
Examples of Effective Evidence: 
• Documentation outlining the evaluation framework, including objectives, methodologies, and criteria used.
• Records of evaluation schedules and timelines for conducting assessments of AI systems.
• Summaries of evaluation outcomes, detailing how the AI system meets its intended purposes and objectives.
• Stakeholder involvement records indicating contributions to the evaluation process.

Example Control 2: Performance Metric Tracking
Description: Develop and track performance metrics that reflect the effectiveness of the AI system in achieving its intended goals, ensuring those metrics align with trustworthiness characteristics like fairness and transparency.
Examples of Effective Evidence: 
• Reports detailing the specific performance metrics chosen and their relevance to organizational goals.
• Historical data showing performance metrics over time and correlating them with system changes.
• Stakeholder feedback forms assessing the clarity and relevance of the performance metrics.
• Comparative analysis demonstrating the AI system's performance against established benchmarks.

Example Control 3: Stakeholder Feedback Collection
Description: Implement procedures for collecting and analyzing stakeholder feedback to inform the evaluation process, ensuring multidisciplinary perspectives are considered.
Examples of Effective Evidence: 
• Documentation of feedback collection methods, including surveys, interviews, or focus groups conducted with stakeholders.
• Summaries of stakeholder feedback, highlighting key themes and insights related to system performance and trustworthiness.
• Records of stakeholder meetings where feedback was discussed and evaluated.
• Action plans developed in response to stakeholder feedback, outlining changes to be made to the AI system.

Example Control 4: Gap Analysis Methodology
Description: Conduct a gap analysis to identify areas where the AI system falls short of its intended purposes and objectives, as well as potential risks and areas for improvement.
Examples of Effective Evidence: 
• Gap analysis reports outlining discrepancies between actual performance and expected outcomes.
• Documentation of identified risks related to performance, fairness, transparency, and other trustworthiness characteristics.
• Actionable insights and recommendations for addressing identified gaps, supported by a priority ranking.
• Follow-up documentation tracking the implementation of identified improvements to the AI system.

Example Control 5: Continuous Improvement Monitoring
Description: Regularly review evaluation findings and identified gaps to refine and enhance AI system practices, ensuring continuous alignment with best practices and organizational values.
Examples of Effective Evidence: 
• Schedules for periodic review meetings to analyze evaluation findings and update practices.
• Documentation of changes made to the evaluation process based on previous findings and current developments.
• Records of lessons learned from evaluations and their incorporation into future practices or policies.
• Performance reports showing improvements made post-evaluation as a result of identified gaps and stakeholder feedback.


Control Objective:

	Id
	Name
	Description

	MG-1.1.2
	Go/No-Go Decision Criteria
	he organization makes a determination as to whether to proceed using clear criteria and thresholds to guide decisions on whether an AI system's development or deployment should proceed, pause, or be terminated based on evaluation results, its risk tolerance, and confirmation that all identified risks and vulnerabilities have been remediated or formally accepted.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage have basic criteria that guide decisions on proceeding with AI systems, but thresholds may not be well-defined, and risk tolerance is considered inconsistently, as AI systems are not yet critical to their operations.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations have clear criteria and thresholds, aligned with risk tolerance, that consistently guide well-documented decisions on proceeding with AI systems.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have robust, formalized decision frameworks, tightly linked to risk tolerance, that are used to make and document decisions. Processes are continually optimized.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Absent Deployment Decision Criteria
	Clear criteria and thresholds are absent to guide deployment decisions



Implementation Guidelines: 

Establish clear criteria and thresholds to guide decisions on whether an AI system's development or deployment should proceed, pause, or be terminated based on evaluation results and the organization's risk tolerance. These criteria should be well-defined and documented to ensure consistent and transparent decision-making.

Make a determination as to whether to proceed with the AI system's development or deployment using the established criteria and thresholds. This decision should be based on a thorough analysis of the evaluation results and a careful consideration of the potential risks and benefits associated with the system.

Example Controls and Evidence: 

Example Control 1: Go/No-Go Decision Framework
Description: Establish a formal framework that outlines clear criteria and thresholds for making Go/No-Go decisions regarding the development or deployment of AI systems.
Examples of Effective Evidence: 
• Documentation of the decision framework, including specific criteria and thresholds for evaluation.
• Records of decision-making meetings where evaluations are discussed, with attendance and agendas documented.
• Summary reports detailing the rationale for decisions made regarding AI system development or deployment.
• Stakeholder acknowledgment forms indicating understanding and agreement with the Go/No-Go criteria.

Example Control 2: Risk Assessment and Remediation Tracking
Description: Implement a process for assessing risks and vulnerabilities associated with the AI system and tracking remediation efforts to ensure all identified issues are addressed prior to making a Go/No-Go decision.
Examples of Effective Evidence: 
• Risk assessment reports that identify vulnerabilities related to the AI system, including their potential impacts.
• Documentation of remediation plans, including actions taken, responsible individuals, and timelines for completion.
• Follow-up records indicating whether identified risks have been remediated or accepted.
• Communication logs of updates sent to stakeholders regarding risk status and remediation efforts.

Example Control 3: Evaluation Results Documentation
Description: Document evaluation results rigorously to support Go/No-Go decisions, ensuring that the outcomes are clear, comprehensive, and easily accessible for review.
Examples of Effective Evidence: 
• Comprehensive evaluation reports summarizing testing outcomes, performance metrics, and risk assessments.
• Records of evaluations that include any discrepancies or issues found during testing phases.
• Stakeholder feedback forms assessing the clarity and usefulness of the evaluation reports.
• Version-controlled documentation to track changes and updates made to evaluation results over time.

Example Control 4: Threshold Confirmation Procedures
Description: Define processes for confirming that all criteria thresholds have been met before proceeding with AI system deployment or development, ensuring adherence to organizational risk tolerance.
Examples of Effective Evidence: 
• Checklists used to confirm that all specified thresholds have been met for Go decisions.
• Documentation of confirmations on risk acceptance and mitigation actions taken by responsible parties.
• Audit trails showing who approved the Go/No-Go decision and the context of that decision.
• Templates for review and confirmation that capture necessary approvals and justifications for moving forward.

Example Control 5: Continuous Monitoring for Ongoing Decisions
Description: Establish a protocol for ongoing monitoring of AI systems post-deployment to evaluate performance against thresholds and criteria, ensuring that any emerging risks are promptly addressed.
Examples of Effective Evidence: 
• Monitoring plans that outline the metrics and indicators to be tracked following deployment.
• Documentation of surveillance results, including performance trends and identified issues.
• Reports on actions taken in response to monitoring outcomes, including any adjustments to risk assessments.
• Records of periodic review meetings to assess ongoing system performance against established thresholds.
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Control Objective:

	Id
	Name
	Description

	MG-1.2.1
	AI Risk Prioritization and Framework
	The organization prioritizes AI risks withing the existing enterprise risk framework that takes into account the impact and likelihood of documented AI risks, risk appetite and tolerance, the availability of resources, and options for risk treatment, utilizing methodologies such as risk matrices, risk scores, or multi-criteria decision analysis to ensure a consistent and transparent assessment of AI risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI risk assessment seamlessly embedded in the risk framework, with advanced methodologies. Prioritization is highly consistent, transparent, and continuously optimized based on data and insights.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unprioritized AI Risks
	AI risks are not prioritized within the enterprise risk framework



Implementation Guidelines: 

Integrate the AI risk assessment into an existing enterprise risk prioritization framework that considers the impact and likelihood of documented AI risks, risk appetite and tolerance, and the availability of resources and risk treatment options. Utilize methodologies such as risk matrices, risk scores, or multi-criteria decision analysis to ensure a consistent and transparent assessment of AI risks.

Align the AI risk prioritization process with the organization's overall risk management strategy and objectives. Ensure that the prioritization framework is well-documented, easily understandable, and accessible to relevant stakeholders, promoting transparency and accountability in the risk management process.

Example Controls and Evidence: 

Example Control 1: AI Risk Assessment Methodology
Description: Develop and implement a standardized methodology for assessing AI risks, incorporating tools like risk matrices or multi-criteria decision analysis to quantify risks based on impact and likelihood.
Examples of Effective Evidence: 
• Documentation of the risk assessment methodology, including definitions and calculation methods for risk scores.
• Examples of completed risk matrices with documented assessments of various AI risks.
• Reports summarizing the application of the assessment methodology across different AI systems.
• Records of training sessions conducted for staff on the risk assessment processes and methodologies.

Example Control 2: Risk Prioritization Framework
Description: Establish a framework for prioritizing AI risks based on their assessment outcomes, aligning them with the organization’s risk appetite and resource availability to target the most critical issues first.
Examples of Effective Evidence: 
• Documentation outlining the risk prioritization framework, including criteria for assessing and ranking risks.
• Records of prioritized risk lists or dashboards reflecting the latest assessments and rankings of AI risks.
• Meeting minutes discussing the prioritization of risks, ensuring stakeholder involvement and alignment with organizational goals.
• Action plans derived from prioritized risks detailing specific mitigation strategies and responsible parties.

Example Control 3: Resource Allocation for Risk Treatment
Description: Implement processes to allocate resources effectively for addressing prioritized AI risks, ensuring that resource distribution aligns with the organization’s risk tolerance and treatment options.
Examples of Effective Evidence: 
• Resource allocation plans that outline funding, personnel, and technology assigned to risk treatments.
• Documentation of resource distribution decisions linked to specific prioritized risks.
• Records of budget reviews that reflect adjustments made in response to risk prioritization outcomes.
• Audit logs of resource utilization following allocations to measure effectiveness against risk management goals.

Example Control 4: Continuous Monitoring and Review of AI Risks
Description: Establish continuous monitoring mechanisms to regularly review AI risks, ensuring that new risks are identified and existing risks are re-evaluated in light of changes to the systems or operational environment.
Examples of Effective Evidence: 
• Monitoring plans detailing the metrics and indicators used for ongoing risk evaluation.
• Regularly updated risk assessment reports documenting changes in risk levels and the effectiveness of treatment measures.
• Feedback from stakeholders on the effectiveness of risk management approaches, documented in review meetings.
• Records of periodic review sessions that assess the current risk landscape and the prioritization of treatment efforts.

Example Control 5: Documentation of Risk Assessment Outcomes
Description: Maintain comprehensive documentation of AI risk assessments, including the rationale for prioritization outcomes, methodologies used, and any changes made to the risk framework over time.
Examples of Effective Evidence: 
• Risk assessment reports detailing the outcomes of evaluations and justifications for prioritization decisions.
• Version-controlled documentation evidencing updates or changes made to the risk prioritization framework.
• Records of stakeholder feedback related to risk assessments and prioritization outcomes.
• Logs of lessons learned from previous risk assessments that inform current practices and improve the assessment process.


Control Objective:

	Id
	Name
	Description

	MG-1.2.2
	Framework Updates and Performance Monitoring
	The organization regularly assesses and updates its risk prioritization framework and risk tolerance based on changes in the AI system's performance, the operational environment, or the availability of new risk response methods and resources.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage dynamically adjust risk prioritization and tolerance in real-time based on continuous monitoring of AI system performance, environment, and emerging risk management best practices.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Outdated Framework & Tolerances
	Framework and risk tolerances aren't updated to reflect changes in system performance



Implementation Guidelines: 

Regularly assess and update the risk prioritization framework and risk tolerance based on changes in the AI system's performance, the operational environment, or the availability of new risk response methods and resources. Establish a process for monitoring and reviewing these factors on an ongoing basis.

Assign responsibility for maintaining and updating the risk prioritization framework to a designated team or individual, such as a risk manager or AI governance committee. Ensure that this team has the necessary skills, resources, and authority to effectively carry out their responsibilities and implement changes to the framework as needed.

Example Controls and Evidence: 

Example Control 1: Framework Assessment Procedure
Description: Establish a standardized procedure for regularly assessing the risk prioritization framework and risk tolerance, ensuring it reflects current system performance and operational conditions.
Examples of Effective Evidence: 
• Documentation of the assessment procedure, including methods and criteria used for evaluation.
• Records of assessment schedules outlining when framework reviews are conducted.
• Meeting minutes or reports summarizing discussions and findings from framework assessments.
• Feedback from stakeholders involved in the assessment process, documenting their contributions and insights.

Example Control 2: Performance Data Integration
Description: Implement mechanisms for continuous monitoring of AI system performance data to inform updates to the risk prioritization framework and risk tolerance levels.
Examples of Effective Evidence: 
• Dashboards displaying real-time performance metrics relevant to risk assessment.
• Regular performance reports linking observed data trends to specific risks and mitigation strategies.
• Logs of alerts generated from performance monitoring that indicate deviations requiring review.
• Documentation of discussions on performance data influences on risk frameworks and priorities.

Example Control 3: Review of Risk Response Methods
Description: Conduct reviews of available risk response methods and resources to ensure that the risk prioritization framework is aligned with the latest options and tools.
Examples of Effective Evidence: 
• Reports summarizing evaluations of new risk response methods considered for integration into the framework.
• Documentation of consultations with subject matter experts regarding the suitability of new tools and resources.
• Records of changes made to the risk response strategies based on the review outcomes.
• Training materials or workshops conducted to inform personnel about new methods integrated into the framework.

Example Control 4: Risk Tolerance Evaluation
Description: Periodically evaluate the organization’s risk tolerance levels to ensure they align with current strategic objectives, stakeholder expectations, and operational realities.
Examples of Effective Evidence: 
• Documentation of risk tolerance statements detailing thresholds and criteria for risk acceptance.
• Records of discussions and decisions made during evaluations of risk tolerance levels.
• Analysis reports comparing current risk tolerance against evolving organizational strategies and the external environment.
• Feedback forms from stakeholders assessing the perceived adequacy of current risk tolerance levels.

Example Control 5: Continuous Improvement Documentation
Description: Document changes made to the risk prioritization framework and risk tolerance, including rationale, stakeholder input, and the expected impact of these updates.
Examples of Effective Evidence: 
• Change logs showing the history of updates to the risk framework and rationale behind modifications.
• Reports detailing stakeholder feedback received during the review process and how it influenced decisions.
• Documentation of performance metrics linked to adjustments made in the risk management practices.
• Meeting minutes summarizing discussions on continuous improvement efforts related to the framework updates.
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Control Objective:

	Id
	Name
	Description

	MG-1.3.1
	Risk Response Strategy and Options
	The organization responds to high-priority AI risks, considering options such as risk mitigation, transfer, avoidance, or acceptance. These strategies align with risk management policies, risk tolerance, and relevant industry standards.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage continuously refine and optimize robust, proactive risk response strategies based on real-time data and insights. Seamless alignment with policies, risk tolerance, and industry best practices is maintained.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inappropriate Risk Response
	High-priority AI risks are not responded to with the appropriate risk strategy



Implementation Guidelines: 

Respond strategically to high-priority AI risks, considering options such as risk mitigation, transfer, avoidance, or acceptance. Ensure that these strategies align with the organization's risk management policies, risk tolerance, and relevant industry standards.

Create a standardized template for documenting risk response strategies, including sections for describing the risk, its potential impact, the selected response option, and the rationale behind the decision. Regularly review and update these strategies as the AI system and its operating environment evolve.

Example Controls and Evidence: 

Example Control 1: Risk Response Strategy Development
Description: Develop a structured process for evaluating and selecting appropriate risk response strategies for high-priority AI risks, considering options like mitigation, transfer, avoidance, or acceptance.
Examples of Effective Evidence: 
• Documentation of the risk response strategy framework, outlining criteria and processes for decision-making.
• Records of risk assessment meetings where response strategies are discussed and evaluated.
• Written rationale for selecting specific risk response options based on identified risks and organizational context.
• Action plans detailing the implementation of chosen risk response strategies.

Example Control 2: Alignment with Risk Management Policies
Description: Ensure that all risk response strategies align with the organization’s overall risk management policies, risk tolerance levels, and relevant industry standards.
Examples of Effective Evidence: 
• Policy documents that outline the organization’s risk management framework and principles.
• Compliance checklists confirming alignment of risk response strategies with established policies and industry regulations.
• Records of internal audits assessing the consistency of risk response strategies with organizational policies.
• Feedback from compliance reviews indicating the adequacy of alignment with risk management practices.

Example Control 3: Risk Mitigation Implementation
Description: Implement identified risk mitigation actions for high-priority AI risks and document their effectiveness in reducing potential adverse impacts.
Examples of Effective Evidence: 
• Action logs tracking the implementation of risk mitigation strategies, including timelines and responsible parties.
• Performance reports demonstrating the impact of implemented mitigation measures on AI system safety or effectiveness.
• Incident reports showing reductions in risks following the application of mitigation strategies.
• Stakeholder feedback on the effectiveness of mitigation actions taken regarding specific AI risks.

Example Control 4: Risk Transfer and Acceptance Records
Description: Document decisions related to risk transfer (e.g., insurance) and acceptance, detailing the rationale and implications of these choices on overall risk management.
Examples of Effective Evidence: 
• Documentation of agreements with third parties for risk transfer options, such as insurance policies.
• Records of risk acceptance decisions, including evaluation criteria and risk tolerance considerations.
• Reports outlining the implications of risk acceptance on operational objectives and risk management strategies.
• Stakeholder communications regarding the organization’s decisions about risk transfer and acceptance.

Example Control 5: Review and Update of Risk Response Strategies
Description: Regularly review and update risk response strategies to ensure they remain effective and aligned with changing organizational priorities and emerging industry practices.
Examples of Effective Evidence: 
• Scheduled review reports summarizing the effectiveness of risk response strategies over time.
• Documentation of changes made to risk response strategies based on reviews and assessments.
• Meeting minutes from discussions on the adequacy of current strategies and potential updates needed.
• Records of stakeholder input during the review process, highlighting collective assessments of response strategies.


Control Objective:

	Id
	Name
	Description

	MG-1.3.2
	Responsibility and Decision Criteria
	The organization assigns responsibility to a designated person, group, or role with decision-making authority to establish and document clear criteria for selecting the appropriate risk response option for each high-priority AI risk. The criteria should consider potential impact, risk appetite and tolerance, and the feasibility and effectiveness of available risk response methods. Agreed upon risk responses are tracked and monitored to closure.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have designated roles that establish and document clear, comprehensive criteria for selecting risk response options, consistently considering impact, risk appetite, and feasibility.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have responsibility for criteria embedded in governance structures. Criteria are continuously refined based on data and stakeholder input, ensuring optimal risk response selection.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Decision Authority Criteria
	Decision authority lacks clear criteria for selecting risk responses



Implementation Guidelines: 

Assign responsibility to a designated person, group, or role with decision-making authority to establish and document clear criteria for selecting the appropriate risk response option for each high-priority AI risk. The criteria should consider potential impact, risk appetite and tolerance, and the feasibility and effectiveness of available risk response methods.

Ensure that the designated individual or team has the necessary expertise, resources, and authority to make informed decisions about risk response options. Regularly review and update the criteria for selecting risk response options to ensure they remain relevant and effective.

Example Controls and Evidence: 

Example Control 1: Assignment of Risk Responsibility
Description: Clearly assign responsibility for risk management decisions to a designated person, group, or role, ensuring accountability for selecting appropriate risk response options for each high-priority AI risk.
Examples of Effective Evidence: 
• Documentation outlining the roles and responsibilities of individuals or teams involved in risk decision-making.
• Records of meetings where responsibilities were assigned and agreed upon regarding risk management.
• Organizational charts reflecting designated roles related to AI risk management.
• Accountability matrices that link specific risks to responsible individuals or groups.

Example Control 2: Development of Decision-Making Criteria
Description: Establish and document clear criteria for selecting the appropriate risk response option for high-priority AI risks, considering impact, risk appetite, tolerance, and feasibility.
Examples of Effective Evidence: 
• Written criteria documents outlining the parameters for decision-making in risk response options.
• Sample risk assessments showing how the established criteria were applied to specific high-priority risks.
• Records of stakeholder discussions regarding the formulation of decision-making criteria.
• Flowcharts or decision trees illustrating the process of determining risk responses based on established criteria.

Example Control 3: Tracking Risk Response Decisions
Description: Track and monitor agreed-upon risk responses to ensure implementation and resolution of high-priority risks, documenting the status and outcomes of each action taken.
Examples of Effective Evidence: 
• Risk response action logs detailing agreed-upon actions, responsible parties, and completion status.
• Progress reports summarizing the implementation of risk responses and any challenges encountered.
• Closure documents for each risk response, indicating successful resolution and any lessons learned.
• Regularly updated dashboards displaying the status of risk responses and pending actions.

Example Control 4: Review of Effectiveness and Outcomes
Description: Conduct regular reviews of the effectiveness of implemented risk responses against the established criteria, ensuring continuous alignment with organizational goals and risk management practices.
Examples of Effective Evidence: 
• Documentation of review meetings where the effectiveness of risk responses is assessed.
• Evaluation reports detailing successes and areas for improvement in implemented risk responses.
• Stakeholder feedback forms assessing the perceived effectiveness of risk mitigation efforts.
• Documentation of adjustments made to risk response strategies based on review outcomes.

Example Control 5: Documentation of Risk Response Rationale
Description: Document the rationale for selected risk response options, including considerations of potential impact, risk appetite, feasibility, and effectiveness, to ensure transparency and accountability in decision-making.
Examples of Effective Evidence: 
• Decision rationale reports providing justifications for chosen risk responses for high-priority risks.
• Records of risk analysis that demonstrate the application of established criteria in decision-making.
• Meeting minutes documenting discussions around rationale and decision processes for risk responses.
• Audit trails showing how decisions were made and the evidence supporting those decisions, ensuring traceability.
[bookmark: _Toc214874816]MANAGE / Prioritizing and Responding to Risks / Managing Residual Risk 

Control Objective:

	Id
	Name
	Description

	MG-1.4.1
	Residual Risk Documentation and Management
	The organization identifies and documents negative risks associated with its AI systems, including risks that have been accepted, transferred, or mitigated to the extent possible. For partially mitigated risks, the organization documents both the mitigated and unmitigated aspects of the risk to maintain a comprehensive view of the system's risk landscape.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes that continuously identify and document negative risks in real-time. Seamless integration of risk data provides a dynamic, holistic view of the AI system's risk landscape.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Incomplete Risk Identification
	Negative AI risks are not comprehensively identified and documented



Implementation Guidelines: 

Identify and document negative risks associated with the organization's AI systems, including risks that have been accepted, transferred, or mitigated to the extent possible. For partially mitigated risks, document both the mitigated and unmitigated aspects of the risk to maintain a comprehensive view of the system's risk landscape.

Develop a standardized template for documenting negative residual risks, including sections for describing the risk, its potential impact, the chosen risk treatment approach, and the rationale behind the decision. Ensure that this documentation is easily accessible to relevant stakeholders and regularly updated as the AI system and its operating environment evolve.

Example Controls and Evidence: 

Example Control 1: Residual Risk Identification
Description: Establish processes for identifying and documenting negative risks associated with AI systems, including those that have been accepted, transferred, or mitigated.
Examples of Effective Evidence: 
• Risk identification records detailing the specific negative risks associated with each AI system.
• Documentation of accepted, transferred, or mitigated risks, including their impact assessments.
• Meeting minutes or reports from risk assessment discussions highlighting identified risks.
• Risk registers or lists that capture the status of all documented risks and the rationale for their categorization.

Example Control 2: Comprehensive Risk Documentation
Description: Document both the mitigated and unmitigated aspects of partially mitigated risks to maintain a comprehensive view of the risk landscape associated with AI systems.
Examples of Effective Evidence: 
• Risk assessment documents that detail the extent of mitigation for identified risks and any remaining vulnerabilities.
• Comprehensive risk profiles for AI systems, including both the mitigated and unmitigated components.
• Documentation outlining mitigation strategies employed and the effectiveness of those strategies in reducing risk.
• Revision logs showing updates to risk documentation that reflect changes in risk status or mitigation effectiveness.

Example Control 3: Regular Review of Residual Risks
Description: Implement a process for regularly reviewing residual risks to ensure that the organization remains aware of any unmitigated aspects and their potential impacts on the AI system.
Examples of Effective Evidence: 
• Scheduled review meeting agendas focused on residual risk assessments and updates.
• Records of discussions during review meetings regarding the status of residual risks and potential actions.
• Reports summarizing findings from residual risk reviews, including any recommended actions or adjustments.
• Documentation of stakeholder feedback on the management of residual risks.

Example Control 4: Integration of Residual Risk in Decision-Making
Description: Ensure that documented residual risks are considered in organizational decision-making processes and risk management strategies to inform risk appetite and tolerance levels.
Examples of Effective Evidence: 
• Decision-making documents indicating how residual risks were considered in strategic planning and resource allocation.
• Records of risk discussions as part of project proposals or major decision reviews.
• Feedback forms from stakeholders reflecting their understanding and consideration of residual risks in their decisions.
• Documentation of risk tolerance statements that reflect the organization’s acceptance of specific residual risks.

Example Control 5: Training and Awareness Programs
Description: Conduct training programs to raise awareness among stakeholders about the importance of residual risks and how they are managed within the organization's AI systems.
Examples of Effective Evidence: 
• Training materials highlighting the concept of residual risks and their management.
• Attendance records of personnel participating in risk management training sessions.
• Surveys measuring the effectiveness of training programs in enhancing understanding of residual risks.
• Feedback logs indicating participant insights and suggestions for improving risk management training.


Control Objective:

	Id
	Name
	Description

	MG-1.4.2
	Guidance for Downstream Stakeholders
	The organization provides downstream acquirers and end users with guidance on the proper use, limitations, and potential risks of its AI systems, including any requirements for safe operation, decision-making considerations, or monitoring to mitigate negative residual risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations provide guidance to ensure that any limited use of AI, even if not integrated into critical tasks, is properly understood by users. Proper guidance helps prevent misuse and ensures that any isolated AI applications operate within safe parameters, even if the systems do not yet handle sensitive data or contribute to broader business processes.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently provide comprehensive, clear guidance to downstream acquirers and end users, covering proper use, limitations, risks, and mitigation requirements.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage proactively deliver dynamic, personalized guidance to acquirers and users, continuously updated based on real-time system data and user feedback. Seamless integration with user workflows ensures effective risk mitigation.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Downstream User Guidance
	Downstream users lack guidance on safe use and limitations



Implementation Guidelines: 

Provide downstream acquirers and end users with guidance on the proper use, limitations, and potential risks of the organization's AI systems. This guidance should include any requirements for safe operation, decision-making considerations, or monitoring to mitigate negative residual risks.

Develop user manuals, training materials, and other resources that clearly communicate the capabilities and limitations of the AI system, as well as any potential risks associated with its use. Ensure that these materials are easily understandable and accessible to the intended audience, and regularly review and update them to ensure accuracy and relevance.

Example Controls and Evidence: 

Example Control 1: Development of User Guidance Materials
Description: Create comprehensive guidance materials detailing the proper use, limitations, and potential risks of AI systems for downstream acquirers and end users, ensuring clear communication of safety and operational requirements.
Examples of Effective Evidence: 
• User manuals and guidance documents outlining operational procedures and safety measures for AI systems.
• Training materials designed for downstream stakeholders that highlight use limitations and decision-making considerations.
• Examples of visual aids or infographics that summarize key points regarding the AI system's use and associated risks.
• Feedback from initial users on the clarity and utility of provided guidance materials.

Example Control 2: Communication of Limitations and Risks
Description: Ensure that guidance materials explicitly communicate the limitations and potential risks associated with AI systems to empower end users to make informed decisions.
Examples of Effective Evidence: 
• Sections within user manuals specifically addressing limitations and risks, detailing real-world implications.
• Assurance statements or disclaimers acknowledging known risks and potential impacts on decision-making processes.
• Documentation of consultations with domain experts to confirm the accuracy of risk communication.
• Records of stakeholder feedback that indicate their understanding of the outlined limitations and risks.

Example Control 3: Monitoring and feedback Mechanisms
Description: Implement monitoring and feedback mechanisms that enable downstream stakeholders to report challenges, concerns, or incidents related to AI system usage, fostering an environment of continuous improvement.
Examples of Effective Evidence: 
• Documentation of monitoring protocols that outline how user feedback is collected and analyzed.
• Records of feedback received from users regarding their experiences, including challenges and suggestions for improvement.
• Action logs showing how user feedback has led to specific changes or updates in guidance materials.
• Meeting minutes summarizing discussions with downstream stakeholders focused on incident reports and response strategies.

Example Control 4: Safety Operation Requirements
Description: Establish clear requirements for safe AI system operation, ensuring downstream stakeholders understand necessary precautions and monitoring responsibilities to mitigate residual risks.
Examples of Effective Evidence: 
• Safety operation checklists outlining essential practices and precautions for users when operating AI systems.
• Training session records that include discussions on safety requirements and procedures.
• Compliance documents that reflect adherence to safety operational guidelines by end users.
• Incident reports detailing any safety breaches and the resultant adjustments made to operational guidelines.

Example Control 5: Periodic Review of Guidance and Support
Description: Regularly review and update the guidance provided to downstream stakeholders based on user feedback, evolving industry standards, and emerging best practices to ensure continued relevance and effectiveness.
Examples of Effective Evidence: 
• Review schedules documenting when guidance materials are evaluated for updates and relevance.
• Documentation of changes made to user guidance based on findings from periodic reviews.
• Records of training sessions that introduce updates to guidance materials and address user questions.
• Feedback surveys assessing the effectiveness of the guidance materials post-update and the usability of the AI systems.


Control Objective:

	Id
	Name
	Description

	MG-1.4.3
	Regular Residual Risk Reviews
	The organization regularly reviews and updates its assessment and documentation of negative residual risks to ensure accuracy and relevance, considering changes in the AI system, operational environment, or risk landscape.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations conduct regular, proactive reviews and updates to ensure the accuracy and relevance of negative residual risk assessments, consistently considering system and environmental changes.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have continuous, automated monitoring that drives real-time updates to negative residual risk assessments. Dynamic documentation ensures up-to-date accuracy and relevance in the face of constant change.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Outdated Residual Risk Assessments
	Residual risk assessments remain outdated or are insufficiently reviewed



Implementation Guidelines: 

Regularly review and update the assessment and documentation of negative residual risks to ensure accuracy and relevance. Consider changes in the AI system, operational environment, or risk landscape when conducting these reviews.

Establish a schedule for reviewing and updating risk documentation, taking into account the complexity and criticality of the AI system, as well as the pace of change in its operating environment. Assign responsibility for conducting these reviews to a designated individual or team, and ensure that they have the necessary expertise and resources to effectively carry out this task.

Example Controls and Evidence: 

Example Control 1: Scheduled Residual Risk Review Process
Description: Establish a formal schedule for conducting regular reviews of residual risk assessments and documentation, ensuring that these assessments remain current and comprehensive.
Examples of Effective Evidence: 
• Documentation of the review schedule, including dates and timelines for each residual risk assessment.
• Records of review meeting minutes, outlining discussions and decisions made regarding residual risks.
• Approval logs indicating that stakeholders have confirmed the assessments during review sessions.
• Archive of previous assessments for comparison with current reviews, demonstrating continuous progression.

Example Control 2: Change Impact Analysis
Description: Implement processes for analyzing the impact of changes in the AI system, operational environment, or risk landscape on identified residual risks.
Examples of Effective Evidence: 
• Impact analysis reports that detail how recent changes have affected existing residual risks and their management.
• Documentation of changes in operational environments and how they relate to identified risks.
• Meeting notes capturing discussions around the implications of system updates on residual risk assessments.
• Action plans developed in response to new insights or risks identified through impact analysis.

Example Control 3: Comprehensive Risk Documentation
Description: Maintain comprehensive documentation of residual risks, including current assessments, underlying assumptions, and any updates made during reviews.
Examples of Effective Evidence: 
• Risk documentation files that include detailed descriptions and evaluations of all identified residual risks.
• Revision history logs showing updates made to risk documentation over time, including the rationale for changes.
• Stakeholder review records indicating that appropriate personnel have contributed to the documentation process.
• Risk profiles that summarize both mitigated and unmitigated aspects of residual risks for transparency.

Example Control 4: Stakeholder Engagement
Description: Engage relevant stakeholders in the review process of residual risks to gather insights and ensure a comprehensive understanding of current risk factors.
Examples of Effective Evidence: 
• Documentation of stakeholder engagement sessions, including agendas and participant lists.
• Feedback forms collected from stakeholders regarding their perception of residual risks and the adequacy of controls.
• Records of stakeholder contributions and recommendations during review sessions.
• Summary reports reflecting how stakeholder insights were incorporated into updated residual risk assessments.

Example Control 5: Continuous Improvement Measures
Description: Utilize findings from regular reviews of residual risks to inform continuous improvement measures in risk management practices, adapting strategies as necessary.
Examples of Effective Evidence: 
• Continuous improvement action plans that articulate changes driven by recent residual risk reviews.
• Documentation of training sessions held to address updated practices based on residual risk findings.
• Assessment reports documenting the effectiveness of implemented improvements over time.
• Comparison metrics showing the impact of improvements on residual risk levels before and after implementation.


Control Objective:

	Id
	Name
	Description

	MG-1.4.4
	Residual Risk Reporting and Feedback
	The organization maintains documentation of residual risks, including descriptions of each risk, their potential impact on downstream acquirers and end users, and the rationale and remediation status for the chosen risk treatment approach. The organization also engages with these stakeholders to gather feedback on their experiences with residual risks, using this information to support ongoing risk management and system enhancements.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage maintain comprehensive, dynamic documentation of negative residual risks, with impacts and rationale continuously updated based on real-time data. Stakeholder engagement and feedback is deeply embedded, driving proactive, data-driven optimization of risk management and system performance.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Inaccurate Risk Documentation
	Residual risk assessments and documentation become outdated or inaccurate



Implementation Guidelines: 

Keep records of residual risks, including descriptions, potential impacts, and reasons for the risk treatment approach. Engage with downstream acquirers and end users to gather their feedback on residual risks and consider this information for continuous risk management and system enhancement. Establish channels like feedback forms, user forums, or surveys for stakeholders to share their experiences, and use this feedback to identify opportunities for improvement.

Example Controls and Evidence: 

Example Control 1: Comprehensive Residual Risk Documentation
Description: Maintain detailed documentation for each identified residual risk, including its description, potential impact on downstream acquirers and end users, and the rationale for the selected risk treatment approach.
Examples of Effective Evidence: 
• Residual risk registers containing comprehensive details for each risk, including descriptions and potential impacts.
• Documentation outlining the rationale for chosen risk treatment strategies, including any assumptions made.
• Records of remediation status indicating whether residual risks have been mitigated, transferred, accepted, or remedied.
• Audit logs tracking changes made to residual risk documentation over time, ensuring accuracy and completeness.

Example Control 2: Stakeholder Engagement and Feedback Mechanisms
Description: Establish mechanisms for engaging downstream acquirers and end users to gather feedback on their experiences with residual risks, supporting continuous improvement efforts.
Examples of Effective Evidence: 
• Documentation of feedback collection methods, such as surveys, interviews, or focus groups conducted with stakeholders.
• Summaries of stakeholder feedback highlighting their experiences with residual risks and any concerns raised.
• Records of discussions or meetings with stakeholders where their input was solicited on residual risks.
• Action plans developed in response to stakeholder feedback, detailing specific improvements to be implemented.

Example Control 3: Residual Risk Analysis Reports
Description: Generate regular reports analyzing the status of residual risks and their impacts, incorporating stakeholder feedback to inform ongoing risk management strategies.
Examples of Effective Evidence: 
• Reports summarizing the current status of each documented residual risk, including any changes since the last evaluation.
• Documentation of how stakeholder feedback has influenced assessments or modifications of residual risks.
• Trend analysis reports identifying patterns in residual risks based on the feedback collected from stakeholders.
• Records of decisions made regarding risk management strategies based on analysis findings.

Example Control 4: Training and Awareness on Residual Risks
Description: Provide training to internal teams on the documentation and management of residual risks to ensure that all personnel are aware of their implications and treatment approaches.
Examples of Effective Evidence: 
• Training materials that cover the importance of understanding and managing residual risks.
• Attendance records showing participation of relevant personnel in residual risk training sessions.
• Feedback surveys from training participants evaluating their understanding of residual risks post-training.
• Documentation of competency assessments that demonstrate personnel knowledge of residual risk management practices.

Example Control 5: Continuous Improvement of Risk Management Practices
Description: Use insights from residual risk documentation and stakeholder feedback to refine and enhance risk management practices continuously.
Examples of Effective Evidence: 
• Policy documents reflecting changes made to risk management practices based on insights gathered from risk assessments and stakeholder feedback.
• Action item logs tracking recommendations for improving residual risk management and their implementation status.
• Documentation of revision histories for risk management practices reflecting improvements made.
• Records of periodic review sessions assessing the effectiveness of implemented changes and gathering input for further refinement.
[bookmark: _Toc214874817]MANAGE / Maximizing Benefits / Allocating Resources 

Control Objective:

	Id
	Name
	Description

	MG-2.1.1
	AI Risk Management Resource Planning
	The organization determines resource needs—such as personnel, budget, and technical capabilities—into its established risk management framework to effectively manage AI risks in alignment with organizational risk tolerance, while regularly reviewing these needs based on changes in the AI system's performance, risk profile, operational context, and evolving industry standards.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have seamlessly integrated processes for monitoring and determining AI risk management resource needs, with real-time alignment with risk tolerance and continuous review based on AI system changes and industry best practices. Resource allocation for AI risk management is dynamically optimized within budgeting processes, ensuring optimal alignment with organizational priorities and strategies.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Insufficient AI Risk Management Resources
	Resources  for AI risk management are insufficient or not regularly reviewed



Implementation Guidelines: 

Monitor and determine resource needs, such as personnel, budget, and technical capabilities, into the organization's established risk management framework. This ensures that the necessary resources are allocated to effectively manage AI risks in alignment with organizational risk tolerance.

Regularly review these resource needs based on changes in the AI system's performance, risk profile, operational context, and evolving industry standards. Establish a process for assessing the adequacy of allocated resources and making adjustments as necessary to ensure the continued effectiveness of AI risk management efforts.

Example Controls and Evidence: 

Example Control 1: Resource Planning and Integration Framework
Description: Develop a formal process that identifies, documents, and integrates AI risk management resource needs into the overall risk framework and budgeting cycle.
Examples of Effective Evidence: 
• Resource planning templates linked to risk assessments and system performance metrics.
• Integration of AI risk management resource estimates into the organization’s risk management plan.
• Resource requirement documentation aligned with organizational risk appetite.
• Version-controlled resource planning procedures.

Example Control 2: Regular Review and Adjustment of Resource Needs
Description: Conduct periodic assessments of resource adequacy considering system performance, evolving risks, operational changes, and industry benchmarks, updating plans as necessary to ensure that the organization can effectively manage AI risks and adapt to dynamic conditions.
Examples of Effective Evidence: 
• Review schedules with documented evaluations and adjustments.
• Updated resource estimates reflecting recent system or risk profile changes.
• Reports on resource utilization and gaps.
• Change request records for reallocations.

Example Control 3: Incorporation into Budgeting and Investment Processes
Description: Embed resource requirements for AI risk management into budgeting processes, aligning them with organizational priorities, and securing necessary funding and capabilities to ensure that risk management efforts are adequately supported and integrated into the overall financial strategy.
Examples of Effective Evidence: 
• Budget plans, resource requests, and approval documents linked to AI risk activities.
• Funding allocations specifically designated for AI risk mitigation.
• Investment proposals with risk management resource justifications.
• Strategic planning documents reflecting resource alignment.

Example Control 4: Stakeholder Involvement and Approval
Description: Ensure relevant stakeholders—including risk, finance, and operational leaders—review and approve resource plans to support organizational goals and risk appetite to foster collaboration and ensure that resource allocation decisions align with strategic objectives.
Examples of Effective Evidence: 
• Meeting minutes and approval signatures from key stakeholders.
• Resource allocation sign-off records.
• Documentation of stakeholder discussions and feedback.
• Reports on resource prioritization aligned with strategic objectives.

Example Control 5: Documentation and Continuous Improvement of Resource Allocation Processes
Description: Document resource planning practices, review outcomes, lessons learned, and refine processes to enhance effectiveness and responsiveness to system or risk profile changes to maintain a proactive approach in managing AI risks and ensure continuous improvement in resource management.
Examples of Effective Evidence: 
• Reports summarizing lessons learned from resource reviews.
• Updated resource planning procedures and templates.
• Records of process improvements and related training.
• Periodic review schedules with documented adjustments.


Control Objective:

	Id
	Name
	Description

	MG-2.1.2
	Resource Allocation and Budgeting
	The organization allocates resources for AI risk management into its existing budgeting processes, ensuring that adequate resources are dedicated to managing AI risks effectively. This integration ensures that AI risk management resource needs are aligned with overall organizational priorities and strategies, and are considered as part of the regular budgeting cycle

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have resource allocation for AI risk management dynamically integrated into their budgeting processes, with continuous optimization based on real-time risk data and seamless alignment with organizational priorities and strategies.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unbudgeted Risk Management Needs
	Resource needs for AI risk management are not adequately funded in organizational budgets



Implementation Guidelines: 

Incorporate resource allocation for AI risk management into the organization's existing budgeting processes. This ensures that adequate resources are dedicated to managing AI risks effectively and that these resource needs are aligned with overall organizational priorities and strategies.

Consider AI risk management resource requirements as part of the regular budgeting cycle, and establish a process for requesting and approving additional resources when needed. Ensure that the budgeting process is transparent and that all relevant stakeholders are involved in the decision-making process.

Example Controls and Evidence: 

Example Control 1: Embedding AI Risk Resources into Budget Planning
Description: Incorporate specific resource requirements for AI risk management into the standard organizational budgeting process to promote alignment with strategic priorities.
Examples of Effective Evidence: 
• Budget proposals including dedicated funds for AI risk activities.
• Cost estimates and resource requests linked explicitly to AI risk management needs.
• Inclusion of AI risk considerations in strategic planning documents.
• Version-controlled budget templates reflecting AI resource allocations.

Example Control 2: Alignment of AI Risk Management Resources with Organizational Strategies
Description: Ensure resource allocations are consistent with the organization’s overall risk appetite, strategic goals, and operational priorities to promote a cohesive approach to risk management that aligns with broader organizational objectives.
Examples of Effective Evidence: 
• Resource planning documents showing linkage to risk management strategies.
• Approvals from senior leadership confirming alignment.
• Risk appetite statements referenced in resource allocation plans.
• Metrics or dashboards tracking allocation alignment.

Example Control 3: Review and Adjustment within the Budget Cycle
Description: Regularly review resource needs against emerging risks, system changes, and operational feedback, adjusting allocations as part of the annual or cycle-based budgeting process to ensure that resources remain sufficient to address current and anticipated AI risks effectively.
Examples of Effective Evidence: 
• Review meeting minutes discussing adjustments.
• Revisions to resource requests based on new risk assessments.
• Annual resource allocation reports.
• Change request records for reallocations.

Example Control 4: Documented Decision-Making and Approvals
Description: Record all resource allocation decisions related to AI risk management, including rationale, responsible parties, and approval authorization to maintain transparency and accountability in resource management practices.
Examples of Effective Evidence: 
• Resource allocation approval forms or sign-offs.
• Decision logs linking resource needs to risk assessments.
• Stakeholder sign-off records.
• Audit trails for resource allocation approvals.

Example Control 5: Continuous Monitoring and Iterative Reallocation Process
Description: Monitor resource utilization and risk mitigation effectiveness throughout the cycle, making adjustments to resource allocations as needed to maintain effectiveness and alignment with evolving risks and priorities to ensure that the organization remains responsive to changes in the risk landscape and continues to manage AI risks effectively.
Examples of Effective Evidence: 
• Resource utilization dashboards and review reports.
• Feedback from risk and operational teams.
• Reallocation records and updated budgets.
• Lessons learned logs from resource adjustments.


Control Objective:

	Id
	Name
	Description

	MG-2.1.3
	Resource Effectiveness Monitoring
	The organization establishes mechanisms to monitor the effectiveness of AI risk management resource allocation, including metrics for evaluating risk reduction, impact mitigation, benefits realization, and stakeholder satisfaction.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have robust mechanisms to monitor the effectiveness of AI risk management resources and processes, with well-defined metrics for evaluating risk reduction, impact mitigation, and stakeholder satisfaction, consistently applied and used to inform improvements.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated mechanisms to monitor the effectiveness of AI risk management resources and processes in real-time, with dynamic, data-driven metrics for evaluating risk reduction, impact mitigation, and stakeholder satisfaction, continuously informing proactive optimization.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unincorporated Resource Allocation
	AI risk resource allocation is not incorporated into regular budgeting



Implementation Guidelines: 

Establish mechanisms to monitor the effectiveness of AI risk management resource allocation, including metrics for evaluating risk reduction, impact mitigation, and stakeholder satisfaction. Develop a set of key performance indicators (KPIs) that are aligned with the organization's overall risk management objectives and that can be easily measured and tracked over time.

Regularly collect and analyze data related to these KPIs, and use this information to identify areas for improvement and to make necessary adjustments to AI risk management resources and processes. Engage with relevant stakeholders, such as end-users, domain experts, and impacted communities, to gather feedback on the effectiveness of AI risk management efforts and to ensure that their needs and concerns are being addressed.

Example Controls and Evidence: 

Example Control 1: Development of Monitoring Metrics and Indicators
Description: Define clear metrics and KPIs to evaluate how effectively resources are reducing risks, mitigating impacts, and satisfying stakeholder needs.
Examples of Effective Evidence: 
• Metrics dashboards displaying risk mitigation progress and residual risk levels.
• KPI reports measuring stakeholder satisfaction and engagement levels.
• Impact assessment charts correlating resource deployment with risk outcomes.
• Benchmarking metrics comparing planned versus actual resource effectiveness.

Example Control 2: Implementation of Monitoring Tools and Data Collection
Description: Deploy automated dashboards, surveys, and data collection tools to continuously record and analyze resource utilization, impact mitigation progress, and stakeholder feedback to facilitate real-time monitoring and ensure data-driven decision-making.
Examples of Effective Evidence: 
• Monitoring dashboards tracking resource input and risk indicators over time.
• Stakeholder feedback surveys and response logs.
• Incident and risk event logs showing resource-related responses.
• Automated alerts triggered by metric deviations.

Example Control 3: Regular Evaluation and Reporting
Description: Conduct periodic reviews of the collected data to assess the impact of resource allocation on risk reduction and stakeholder satisfaction, and generate reports for decision-makers to provide insights that inform future resource management strategies.
Examples of Effective Evidence: 
• Evaluation reports highlighting performance against KPIs.
• Meeting minutes from reviews discussing effectiveness and adjustments.
• Variance analyses between target and actual outcomes.
• Stakeholder reporting summaries.

Example Control 4: Feedback-Driven Improvements and Adjustments
Description: Use evaluation outcomes to refine resource deployment, improve mitigation strategies, and enhance stakeholder engagement, documenting adjustments and their rationale to ensure clarity and foster accountability in the resource management process.
Examples of Effective Evidence: 
• Action plans and change logs for resource reallocations.
• Updated strategies based on performance metrics.
• Stakeholder input influencing resource or process changes.
• Lessons learned reports.

Example Control 5: Continuous Monitoring and Improvement Cycle
Description: Establish ongoing cycles of measurement, evaluation, and process refinement to maintain resource effectiveness aligned with evolving risks and stakeholder expectations to guarantee that the organization remains proactive in managing AI risks while optimizing resource utilization.
Examples of Effective Evidence: 
• Schedule and records of continuous improvement meetings.
• Revisions of KPIs and metrics reflecting lessons learned.
• Feedback from periodic stakeholder surveys.
• Updated dashboards with trend analyses and insights.
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Control Objective:

	Id
	Name
	Description

	MG-2.2.1
	Ongoing AI Performance and Trustworthiness Monitoring
	The organization implements and applies mechanisms to sustain the performance, trustworthiness, and alignment of deployed AI systems with organizational values, norms, and risk tolerances, ensuring their continued value delivery.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have well-established and documented processes for sustaining the performance, trustworthiness, and alignment of deployed AI systems with organizational values, norms, and risk tolerances.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for sustaining the performance, trustworthiness, and alignment of deployed AI systems in real-time, with seamless integration into organizational values, norms, and risk tolerances.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmonitored Allocation Effectiveness
	Resource allocation effectiveness for AI risk management is unmonitored



Implementation Guidelines: 

Develop and document processes to ensure the ongoing performance, trustworthiness, and alignment of deployed AI systems with organizational values, norms, and risk tolerances. Processes should include active risk management activities such as continuous monitoring of AI system behavior and performance, implementing guardrails and controls to mitigate identified risks, and allocating appropriate resources for maintaining system integrity over time. Establish governance structures and clear accountability mechanisms to oversee these activities, ensuring that roles and responsibilities are well-defined and that there is transparency in decision-making related to AI system performance and trustworthiness.

Implement mechanisms for risk transfer, such as acquiring appropriate insurance—cyber, AI-specific, or others—as a means to mitigate potential residual risks associated with deployed AI systems. This transfer should be based on a thorough assessment of the residual risk profile, and the rationale for risk transfer decisions should be well documented, including the scope and coverage of insurance policies or other transfer mechanisms.

Establish clear guidance for acceptable risks, emphasizing the importance of documenting key risks and the rationale for their acceptance. Avoid implicit or ungoverned acceptance of risk by technical teams; instead, residual risks should be explicitly identified, documented, and reviewed by governance bodies.

Example Controls and Evidence: 

Example Control 1: Development of System Sustainment and Alignment Processes
Description: Establish formal procedures for ongoing monitoring, evaluation, and adjustment of AI systems to maintain performance, trustworthiness, and alignment with organizational standards.
Examples of Effective Evidence: 
• Continual performance and trustworthiness monitoring protocols.
• Scheduled review and re-alignment processes tied to system updates and operational feedback.
• Policies defining acceptable variations and thresholds.
• Version-controlled process documentation.

Example Control 2: Performance and Trustworthiness Monitoring and Reporting
Description: Use automated dashboards, regular audits, and stakeholder feedback to evaluate ongoing system performance and fidelity to organizational values to ensure that AI systems continually meet the expected standards and fulfill their intended purposes.
Examples of Effective Evidence: 
• Monitoring dashboards with trustworthiness and performance KPIs.
• Audit reports confirming compliance with standards.
• Feedback surveys from users and impacted communities.
• Incident and anomaly logs highlighting deviations.

Example Control 3: Adjustment and Calibration Based on Monitoring Outcomes
Description: Implement corrective actions, retraining, or system recalibrations in response to monitoring findings to sustain desired system behavior and mitigate any identified deviations from performance or trustworthiness benchmarks.
Examples of Effective Evidence: 
• Change management records for system updates or retraining.
• Impact assessments demonstrating adjustments' effectiveness.
• Re-evaluation reports confirming ongoing alignment.
• Stakeholder communication on system improvements.

Example Control 4: Policy and Standard Updates Incorporating Lessons Learned
Description: Regularly update organizational policies, standards, and risk tolerances based on insights from system monitoring, stakeholder feedback, and evolving norms to ensure that the framework remains relevant and effective in guiding the responsible use of AI technologies.
Examples of Effective Evidence: 
• Policy revision logs with documented rationale.
• Lessons learned captured from operational reviews.
• Updated risk and performance standards.
• Version histories of organizational norms and policies.

Example Control 5: Ongoing Stakeholder Engagement and Transparency
Description: Maintain transparent communication with stakeholders regarding system performance, trustworthiness, and alignment efforts, and incorporate their feedback into sustainment processes to foster trust and collaboration between the organization and its stakeholders in managing AI systems.
Examples of Effective Evidence: 
• Stakeholder reports on system performance and trustworthiness.
• Regular stakeholder consultation sessions or feedback channels.
• Documentation of actions taken based on stakeholder input.
• Transparency reports aligned with organizational norms.


Control Objective:

	Id
	Name
	Description

	MG-2.2.2
	Feedback-Driven System Optimization
	The organization incorporates insights gained from performance measurements, stakeholder consultations, and root cause analyses into ongoing efforts to optimize AI system performance and trustworthiness, documenting how these insights are used to inform system updates, process improvements, or risk management strategies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, documented feedback loops and incorporation of performance measurements and stakeholder input help ensure isolated AI uses remain reliable and non-harmful; formalizing how insights drive updates mitigates risk as the organization begins to expand use. Establishing root-cause analysis and change documentation at this stage builds governance habits and creates repeatable processes needed before broader deployment.

	Stage 3: Evolving
	Yes
	At the evolving stage, AI touches external users and sensitive data, so actively using performance metrics, stakeholder consultations, and root-cause findings to refine models and controls is essential to maintain trust and comply with higher scrutiny. Recording how insights inform system updates and risk mitigations supports reproducibility and prepares the organization for scaling and cross-functional integration.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI is integrated into critical decisions and internal development, so continuous incorporation of measurement insights and stakeholder feedback into change processes is mandatory to preserve safety, accountability, and regulatory compliance. Thorough documentation of how analyses drive updates ensures governance transparency, supports incident response, and enables enterprise-wide coordination of improvements.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Undetected Performance Deviations
	Deviations in AI performance (drift, decay) are undetected or unaddressed



Implementation Guidelines: 

Establish a process for incorporating insights gained from performance measurements, stakeholder consultations, and root cause analyses into ongoing efforts to optimize AI system performance and trustworthiness. Develop a standardized approach for prioritizing and implementing system updates, process improvements, or risk management strategies based on these insights.

Document how these insights are used to inform specific actions or decisions related to the AI system, including the rationale for each action, the expected benefits and challenges, and the timeline for implementation. Regularly review and update this documentation to ensure it remains accurate and relevant as the AI system and its operating environment evolve.

Example Controls and Evidence: 

Example Control 1: Establishment of an Insights Integration Process
Description: Develop formal procedures for capturing, analyzing, and integrating insights from performance data, stakeholder feedback, and root cause analyses into system improvements and risk strategies.
Examples of Effective Evidence: 
• Process manuals outlining steps for insight collection and decision-making.
• Templates for documenting insights, actions taken, and impact on system or process updates.
• Version-controlled protocols for integrating lessons learned.
• Defined roles responsible for insights review and implementation.

Example Control 2: Documentation of Insights and Their Use in System and Process Updates
Description: Record how insights are analyzed and used to inform system modifications, process improvements, and risk mitigation activities, ensuring traceability to provide a clear record of decision-making processes and the rationale for changes made.
Examples of Effective Evidence: 
• Meeting minutes and action logs documenting analysis outcomes.
• Change requests or system enhancement records citing insights as rationale.
• Updated process or system documentation reflecting improvements.
• Impact assessment reports demonstrating effect of insights on performance/trustworthiness.

Example Control 3: Stakeholder and Root Cause Analysis Reporting
Description: Document stakeholder feedback and root cause findings, including analysis results, conclusions, and recommendations for improvement to create a comprehensive repository that supports transparency and iterative enhancement of AI systems.
Examples of Effective Evidence: 
• Stakeholder feedback logs with analysis summaries.
• Root cause analysis reports with identified issues and corrective actions.
• Decision documentation leading to process or system adjustments.
• Follow-up reports verifying implementation of recommendations.

Example Control 4: Monitoring and Verification of Impact of Changes
Description: Track the effectiveness of system and process updates driven by insights, evaluating whether performance and trustworthiness have improved to measure the impact of changes and validate their efficacy in enhancing the AI system's reliability.
Examples of Effective Evidence: 
• Performance dashboards pre- and post-implementation.
• Monitoring reports showing trend improvements.
• Feedback collection on perceived system or process improvements.
• Reassessment results confirming issues have been addressed.

Example Control 5: Regular Review and Refinement of Insight-Driven Practices
Description: Schedule periodic reviews of how insights are utilized, ensuring methods remain effective, reflect emerging risks, and incorporate lessons learned for continuous improvement to foster a culture of adaptability and responsiveness within the organization’s AI governance framework.
Examples of Effective Evidence: 
• Review schedules with documented review outcomes.
• Lessons learned logs from previous improvement cycles.
• Updated procedures and protocols reflecting best practices.
• Feedback summaries from stakeholders and process owners.


Control Objective:

	Id
	Name
	Description

	MG-2.2.3
	Risk Control Effectiveness Review
	The organization regularly assess and updates its AI system risk controls across trustworthiness principles as needed to maintain system value and trustworthiness.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations regularly and proactively assess the effectiveness of AI system risk controls, considering a comprehensive set of factors, and consistently update controls as needed to maintain system value and trustworthiness.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have continuous, automated processes for assessing the effectiveness of AI system risk controls in real-time, dynamically updating controls based on data-driven insights to optimize system value and trustworthiness.



	AI Principle
	Risk Name
	Risk Statement

	Secure & Resilient
	Unincorporated Performance Insights
	Performance insights are not incorporated into system improvements



Implementation Guidelines: 

Develop and document processes to ensure the ongoing updating of AI system risk controls across trustworthiness principles, aligning with evolving technology, standards, and regulations. This includes regularly reviewing and refining high-level risk management strategies, such as risk transfer mechanisms and acceptance criteria, to reflect current risk landscapes, stakeholder expectations, and regulatory requirements. These updates should be approved through established governance channels, with clear records of decisions and rationales.

Implement and maintain adaptive risk response mechanisms that can be deployed in response to identified issues or changes. These mechanisms might include tightening access restrictions, implementing additional risk controls or guardrails, limiting system functionalities, or decommissioning problematic systems when necessary. Use periodic testing, monitoring, and analysis of user or stakeholder feedback should inform these updates, ensuring that response actions are appropriate and effective. Establish procedures for reviewing and updating these controls promptly in response to incidents, test results, technological advances, or changes in deployment environments, with oversight to ensure consistency and accountability.

Example Controls and Evidence: 

Example Control 1: Establishment of a Review and Update Schedule for Trustworthiness Controls
Description: Develop a formal schedule and process for periodically reviewing and adjusting risk controls to reflect current system performance, emerging risks, and evolving trustworthiness standards.
Examples of Effective Evidence: 
• Approved review calendars with defined intervals.
• Meeting minutes documenting control review and adjustment decisions.
• Change logs tracking updates to trustworthiness controls.
• Protocols for re-assessment following incidents or new standards.

Example Control 2: Monitoring and Assessment of Control Effectiveness
Description: Conduct ongoing monitoring and evaluation to verify that trustworthiness controls continue to operate effectively and meet specified objectives to ensure that AI systems maintain their reliability, fairness, and accountability in alignment with organizational goals.
Examples of Effective Evidence: 
• Performance dashboards measuring fairness, transparency, and robustness metrics.
• Compliance audit reports confirming control adherence.
• Feedback from stakeholders indicating perceived trustworthiness.
• Incident and breach logs related to trust issues.

Example Control 3: Incorporation of Lessons Learned and External Standards
Description: Incorporate insights from internal assessments, stakeholder feedback, and evolving industry standards or regulations into updates of trustworthiness controls to ensure that the organization remains compliant and responsive to best practices in AI governance.
Examples of Effective Evidence: 
• Lessons learned reports from audits and operational reviews.
• Updated procedures aligning with new standards and regulations.
• Stakeholder feedback documented and incorporated.
• External benchmarks and best practices integration.

Example Control 4: Documentation and Version Control of Control Updates
Description: Record all updates to trustworthiness risk controls, including rationale, methodology, and approval, ensuring transparency and traceability to facilitate accountability and allow for future audits of the decision-making process.
Examples of Effective Evidence: 
• Version-controlled control policy documents.
• Change request and approval records.
• Updated control implementation manuals.
• Review logs showing formal re-approval.

Example Control 5: Continuous Improvement and Future Risk Anticipation
Description: Use ongoing performance data, incident reports, and stakeholder feedback to proactively refine controls, address new trustworthiness challenges, and maintain system value to foster continuous improvement and adaptability in the organization’s approach to managing AI risks.
Examples of Effective Evidence: 
• Trend analyses highlighting control adaptation needs.
• Action plans for implementing new control measures.
• Lessons learned captured and integrated.
• Future risk assessments incorporating trustworthiness considerations.
[bookmark: _Toc214874819]MANAGE / Maximizing Benefits / Responding to Emergent Risks 

Control Objective:

	Id
	Name
	Description

	MG-2.3.1
	Monitoring and Responding to Emergent AI Risks
	The organization establishes practices to continuously check for unplanned or emergent risks and capabilities of the AI system, triggering a review of prior risk management and TEVV steps when such capabilities are identified. It then responds to these newly identified, emergent risks within its existing risk assessment processes, documenting steps to address previously unknown risks in deployed AI systems. These procedures include provisions for rapidly assessing the potential impact of the identified risk, along with defined escalation pathways and decision-making protocols to initiate mitigation actions as warranted.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have well-established risk assessment processes that integrate procedures for responding to newly identified risks, with defined escalation pathways and decision-making protocols for prompt mitigation. They also establish practices to detect and respond to unplanned or emergent behaviors, especially as AI interacts with external users and sensitive data, with triggers for reviewing prior risk management and TEVV to ensure identified emergent capabilities are assessed against existing controls before further deployment.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have seamlessly integrated procedures for both detecting and responding to newly identified or emergent risks into their risk assessment processes. They utilize automated tools and real-time monitoring for rapid assessment of potential impacts and capabilities. Well-documented steps for addressing previously unknown risks, alongside fully embedded escalation pathways and decision-making protocols within the governance structure, enable swift and effective mitigation. Automatic triggers to revisit risk management and TEVV are routine, providing systematic detection and reassessment of emergent risks, thereby ensuring timely mitigation, continuous assurance, and robust governance for critical, enterprise-scale, or high-impact AI systems.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified or Ineffective Response to Emergent AI Risks
	Emergent AI risks are not identified, or newly identified risks in deployed AI systems are not effectively assessed, escalated, or mitigated within existing risk assessment processes



Implementation Guidelines: 

Establish practices to continuously check for unplanned or emergent risks and capabilities of the AI system. Engage relevant stakeholders, such as data scientists, system architects, and risk management professionals, to gather input on appropriate methods and criteria for identifying and assessing these emergent aspects. Develop a standardized framework for documenting and tracking emergent capabilities and risks, including specific indicators, thresholds, and response protocols, ensuring alignment with the organization's overall risk management policies and procedures.

When emergent capabilities or risks are identified, trigger a comprehensive review of prior risk management and TEVV steps to ensure they remain appropriate and effective, making adjustments or updates to mitigate potential risks or harms. Concurrently, respond to these newly identified, emergent risks within the organization's existing risk assessment processes. Document clear steps to address these previously unknown risks in deployed AI systems, including provisions for rapidly assessing their potential impact.

Establish well-defined escalation pathways and decision-making protocols to initiate mitigation actions as warranted. Ensure that these procedures are clearly communicated to relevant personnel and that they are regularly reviewed and updated to maintain their effectiveness. Establish clear roles and responsibilities for monitoring and responding to emergent capabilities and risks, providing training and support to ensure relevant stakeholders are prepared to effectively execute their duties.

Example Controls and Evidence: 

Example Control 1: Procedures for Identifying and Incorporating Emergent Risks
Description: Develop processes for detecting, evaluating, and including new risks into existing risk management workflows, with clear documentation of steps taken.
Examples of Effective Evidence: 
• Risk identification protocols for capturing emerging issues.
• Incident and monitoring logs highlighting new risks.
• Integration procedures documenting how new risks are added to risk registers.
• Version-controlled process documents.

Example Control 2: Rapid Impact Assessment and Analysis
Description: Conduct quick assessments to evaluate the potential severity and likelihood of the newly identified risk, considering system context and stakeholder impact to ensure that responses are appropriate and proportional to the level of risk posed.
Examples of Effective Evidence: 
• Impact analysis reports with scenario modeling.
• Impact severity and likelihood matrices.
• Stakeholder feedback influencing impact evaluation.
• Assessment templates used for rapid analysis.

Example Control 3: Escalation Pathways and Decision Protocols
Description: Define and document escalation routes and decision-making protocols to activate mitigation actions based on assessment outcomes, with clear responsibilities to streamline the response process and ensure accountability among team members involved in risk management.
Examples of Effective Evidence: 
• Escalation flowcharts with responsible parties.
• Decision review and approval records for mitigation initiation.
• Incident response and risk escalation logs.
• SOPs outlining protocols for different risk levels.

Example Control 4: Documentation of Mitigation Actions and Outcomes
Description: Record mitigation plans, actions taken, and their effectiveness, linking responses to specific emergent risks and assessment findings to maintain a comprehensive history of risk management efforts and support future assessments and refinements.
Examples of Effective Evidence: 
• Mitigation action logs and implementation schedules.
• Follow-up assessment reports to evaluate mitigation effectiveness.
• Change management records reflecting risk-based system adjustments.
• Lessons learned from risk resolution.

Example Control 5: Continuous Monitoring and Process Improvement
Description: Review and update procedures to respond to emergent risks, incorporating lessons learned from implementation and new threat intelligence, ensuring adaptive risk management that evolves alongside the changing AI landscape and regulatory environment.
Examples of Effective Evidence: 
• Review schedules and lessons learned documents.
• Updated protocols and escalation procedures.
• Feedback logs from risk teams and stakeholders.
• Reports demonstrating process refinement.


Control Objective:

	Id
	Name
	Description

	MG-2.3.2
	Emergent Risk Stakeholder Communication and Transparency
	The organization communicates with relevant internal and external stakeholders in a timely and transparent fashion regarding identified emergent risks, their potential implications, and the organization's ongoing assessment and evolving management strategies. This includes utilizing pre-planned communication channels and templates, and coordinating with third parties as necessary, with an approach tailored to the unique characteristics of emergent risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	Organizations at the evolving stage have established communication protocols and stakeholder engagement plans to ensure timely and transparent communication about identified risks, their potential impact, and the organization's response and recovery efforts.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have comprehensive and fully integrated communication protocols and stakeholder engagement plans. These protocols ensure real-time, transparent communication about identified risks, their potential impact, and the organization's response and recovery efforts to all relevant stakeholders. The communication processes are automated and adaptive, leveraging advanced technologies to tailor messages and delivery methods based on stakeholder preferences and the nature of the identified risk.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Untimely Stakeholder Information
	Stakeholders are not timely or transparently informed about new risks



Implementation Guidelines: 

Communicate with relevant internal and external stakeholders in a timely and transparent fashion regarding identified emergent risks, their potential implications, and the organization's ongoing assessment and evolving management strategies. Establish and leverage pre-planned communication channels and templates specifically designed for emergent risk scenarios, ensuring messages are accurate, consistent, and appropriate for different audiences. Identify relevant internal and external stakeholders who need to be informed, including those who may be impacted or involved in mitigation.

Develop clear guidelines for crafting and disseminating these specialized risk communications, recognizing that emergent risks often require a more dynamic and evolving narrative than traditional incident response. Coordinate communication efforts with third parties as necessary, establishing protocols for information sharing and collaborative messaging to ensure a unified approach. Regularly review and update these specific communication protocols, channels, templates, and third-party coordination plans to ensure they remain effective and aligned with the organization's overall emergent risk management and communication strategies.

Example Controls and Evidence: 

Example Control 1: Development of Detection and Escalation Procedures
Description: Create formal processes for monitoring AI systems to identify unanticipated risks or capabilities, with clear triggers for initiating review and escalation activities.
Examples of Effective Evidence: 
• Monitoring protocols and key indicators for unexpected behaviors.
• Thresholds and criteria for triggering risk review.
• Incident logs capturing emergent risk detections.
• Escalation flowcharts with responsibilities and timelines.

Example Control 2: Process for Triggering Review of Prior Risk and TEVV Activities
Description: When unplanned or emergent risks are detected, implement procedures to review and re-evaluate previous risk assessments and TEVV activities to verify adequacy and identify necessary updates to ensure that all potential impacts are comprehensively addressed and managed effectively.
Examples of Effective Evidence: 
• Review checklists and schedules.
• Incident reports and re-assessment memos.
• Updated risk registers and TEVV documentation reflecting new insights.
• Meeting minutes discussing findings and actions.

Example Control 3: Documentation of Findings and Response Actions
Description: Record the results of the review prompted by emergent risks, including identified gaps, revised risk assessments, and corrective or mitigation actions taken to provide a clear documentation trail and support accountability in the risk management process.
Examples of Effective Evidence: 
• Re-evaluation reports with updated risk profiles.
• Corrective action plans and implementation logs.
• Version control records of updated TEVV procedures.
• Lessons learned capturing the impacts of emergent risk detection.

Example Control 4: Integration of Lessons into Ongoing Risk Management
Description: Incorporate insights and updates from emergent risk reviews into ongoing risk management, system design, and operational practices to enhance resilience and ensure the organization is better prepared to confront similar challenges in the future.
Examples of Effective Evidence: 
• Updated risk management plans and controls.
• Revised testing and validation protocols.
• Change management records for system modifications.
• Stakeholder communication regarding new risks.

Example Control 5: Continuous Monitoring and Improvement
Description: Regularly review detection mechanisms and response procedures, refining them based on lessons learned from emergent risk events to improve ongoing risk oversight and promote a proactive culture of risk awareness and management across the organization.
Examples of Effective Evidence: 
• Monitoring review schedules and reports.
• Feedback from operational teams on detection effectiveness.
• Lessons learned logs for emergent risks.
• Process improvement documentation.


Control Objective:

	Id
	Name
	Description

	MG-2.3.3
	AI Risk Response Team and Training
	The organization designates and trains a cross-functional incident response team, involving representatives from relevant business units, technical teams, and risk management functions, to effectively coordinate and execute escalation procedures when a previously unknown risk is identified, including non-security incidents that may impact AI systems or business operations.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	At the evolving stage, organizations have designated and trained cross-functional incident response teams that can effectively coordinate and execute escalation procedures when a previously unknown risk is identified.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage maintain comprehensive, dynamic documentation of the rationale behind risk prioritization decisions and risk tolerance, continuously updated based on real-time data and insights. Stakeholder engagement in decision validation is seamlessly integrated, ensuring multidisciplinary perspectives are proactively incorporated into the risk response process.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Cross-Functional Training
	Incident response team lacks cross-functional training for emergent risks



Implementation Guidelines: 

Establish and train a cross-functional incident response team with members from relevant business units, technical teams, and risk management functions. Ensure team members have the necessary skills, knowledge, and authority to identify, coordinate, and respond to a range of emergent risks, including non-security incidents.

Conduct regular training and simulation exercises to maintain team readiness and proficiency. Define clear roles and responsibilities for each member, with backup personnel available to ensure continuous response capability.

Example Controls and Evidence: 

Example Control 1: Formation and Documentation of the Incident Response Team
Description: Establish a formal incident response team with defined roles, responsibilities, and cross-functional composition, and document procedures for activation during risk escalation.
Examples of Effective Evidence: 
• Team charters and role descriptions outlining responsibilities.
• Organizational charts indicating team members across functions.
• Incident response procedures and escalation protocols.
• Organizational-level approval records for team formation.

Example Control 2: Training and Capacity Building for the Response Team
Description: Provide targeted training to team members on escalation procedures, communication, decision-making, and coordination, covering both security and non-security risks to ensure that the incident response team is well-prepared to handle different scenarios effectively.
Examples of Effective Evidence: 
• Training curricula, attendance, and certification records.
• Simulation exercises, drills, or tabletop exercises with documented participation.
• Scenario-based training on non-security incident management.
• Updated training materials and manuals.

Example Control 3: Regular Exercises and Drills to Validate Response Capabilities
Description: Conduct periodic simulated exercises involving cross-functional teams to test coordination, escalation, and response procedures, especially for unknown or complex risks to enhance the team's readiness and improve collaboration during actual incidents.
Examples of Effective Evidence: 
• Exercise design documents, scenario scripts, and schedules.
• After-action reports with lessons learned.
• Records of corrective actions to address identified gaps.
• Feedback surveys on team preparedness.

Example Control 4: Activation and Response Protocols for Unknown Risks
Description: Implement clear procedures for rapid team activation, escalation pathways, information sharing, and decision-making when a new or unexpected risk is identified to facilitate swift and effective responses that minimize potential impacts on AI systems and business operations.
Examples of Effective Evidence: 
• Activation checklists and escalation flowcharts.
• Incident logs showing team activation and communication steps.
• Communication templates for internal/external stakeholders.
• Decision logs from escalation and response phases.

Example Control 5: Ongoing Review and Team Effectiveness Improvement
Description: Schedule regular reviews of team performance, response effectiveness, and process adequacy, updating training and procedures based on lessons learned and evolving risks to foster a culture of continuous improvement and preparedness within the organization.
Examples of Effective Evidence: 
• Review meeting minutes and performance evaluation reports.
• Lessons learned documents from drills and actual incidents.
• Updated training modules and procedural documents.
• Action plans for addressing identified improvement areas.
[bookmark: _Toc214874820]MANAGE / Maximizing Benefits / Decommissioning or Superseding AI Systems 

Control Objective:

	Id
	Name
	Description

	MG-2.4.1
	Performance Monitoring and Action Triggers
	The organization determines when an AI system's performance or outcomes are inconsistent with its intended use, necessitating supersession, disengagement, or deactivation, and assigns specific roles and responsibilities for monitoring performance, making decisions regarding these actions, and executing them when necessary.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations begin defining thresholds for unacceptable performance and clear roles for monitoring and deactivation prevents localized harm and ensures responsible stewardship as use begins. Assigning responsibilities and procedures at this stage builds operational discipline and reduces risk from malfunctioning or misapplied models.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI interacts with external users and sensitive data, and inconsistencies with intended use can have broader reputational, legal, or privacy impacts; formalizing supersession, disengagement, or deactivation processes and decision authorities ensures timely risk containment. Clear role assignment supports coordinated responses across teams and maintains service reliability while preparing for scaling.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI embedded in critical business functions and autonomous decision-making, so precise criteria for deactivation and well-rehearsed execution authority are essential to protect safety, compliance, and continuity. Documented responsibilities and escalation paths enable rapid, organization-wide action to remove or replace systems whose outcomes diverge from intended use.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unidentified Performance Inconsistencies
	AI performance inconsistencies are not identified prompting deactivation



Implementation Guidelines: 

Determine when an AI system's performance or outcomes are inconsistent with its intended use, necessitating supersession, disengagement, or deactivation. These criteria should be based on a thorough understanding of the system's intended purpose, its potential risks and limitations, and the expectations of relevant stakeholders.

Assign specific roles and responsibilities for monitoring the AI system's performance, making decisions regarding supersession, disengagement, or deactivation, and executing these actions when necessary. Ensure that these roles and responsibilities are clearly defined and communicated to all relevant personnel, and that they have the necessary authority, resources, and expertise to effectively carry out their duties.

Example Controls and Evidence: 

Example Control 1: Defined Performance Limits for AI Systems
Description: Set clear limits for when an AI system's performance (like accuracy or fairness) or behavior (like data trends) falls below expectations. If these limits are crossed, it triggers a review for stopping or replacing the system.
Examples of Effective Evidence: 
• Documents showing performance limits for each AI system.
• Alerts triggered when an AI system's performance drops.
• Reports generated after performance issues are detected.
• Policy on reviewing and updating these performance limits.

Example Control 2: Formal Policy for AI System Changes
Description: Have a clear policy for when to stop using, temporarily pause, or replace an AI system. This includes how to handle its data and communicate changes.
Examples of Effective Evidence: 
• Policy document for retiring or replacing AI systems.
• Checklists used when shutting down an AI system.
• Templates for notifying people about AI system changes.
• Approval records for pausing or replacing an AI system.

Example Control 3: Continuous Monitoring of AI Performance
Description: Actively watch AI systems 24/7 to catch any drops in performance, changes in data patterns, or other issues that suggest it's not working as intended.
Examples of Effective Evidence: 
• Monitoring dashboards showing AI system health.
• Alerts sent when AI performance drops.
• Reports on unusual AI system behavior.
• List of monitoring tools used for AI systems.

Example Control 4: Designated Group for AI System Decisions
Description: A specific group of people is assigned to review AI systems that aren't working as expected. They decide if the system should be stopped, paused, or replaced, based on a review of its impact and risks.
Examples of Effective Evidence: 
• Charter for the AI decision-making group.
• Meeting minutes where AI system fate was decided.
• Records of approved actions for AI systems.
• Documents showing criteria used for these decisions.

Example Control 5: Safe Execution Plans for AI System Changes
Description: Have a clear plan for safely stopping or replacing an AI system. This includes steps for protecting data, securely removing system parts, and checking that the process was done correctly and safely.
Examples of Effective Evidence: 
• Plans for shutting down or replacing AI systems.
• Records of authorized AI system changes.
• Checklists confirming safe decommissioning.
• Communications about AI system changes.


Control Objective:

	Id
	Name
	Description

	MG-2.4.2
	Disengagement Management and Post-Incident Review
	The organization manages the consequences of AI system supersession, disengagement, or deactivation, including communication with affected stakeholders, archiving data and models, and conducting post-incident review and analysis, while also providing training and resources to ensure all relevant personnel understand their roles, responsibilities, and procedures for these actions, thereby promoting a culture of responsible AI governance.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, adaptive procedures for managing the consequences of AI system supersession, disengagement, or deactivation, with real-time communication and collaboration with stakeholders, automated data and model archiving, and continuous post-incident analysis and learning. Training and resources are dynamically optimized to ensure all personnel are empowered to fulfill their roles and responsibilities, fostering a deeply ingrained culture of responsible AI governance.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Poorly Managed Deactivation
	Consequences of AI deactivation or supersession are poorly managed



Implementation Guidelines: 

Manage the consequences of AI system supersession, disengagement, or deactivation. These procedures should include steps for communicating with affected stakeholders, such as end-users, customers, and regulators, to ensure that they are informed of the situation and any potential impacts.

Archive data and models associated with the superseded, disengaged, or deactivated AI system, to ensure that valuable information is not lost and can be used for future analysis and improvement efforts. Conduct a post-incident review and analysis to identify the root cause of the system's inconsistent performance or outcomes, and use this information to inform ongoing improvements to the organization's AI governance practices.

Provide training and resources to ensure that all relevant personnel understand their roles, responsibilities, and procedures for AI system supersession, disengagement, or deactivation. This training should cover topics such as the criteria and thresholds for initiating these actions, the communication protocols for engaging with stakeholders, and the technical procedures for safely and effectively executing these actions.

Example Controls and Evidence: 

Example Control 1: Stakeholder Communication and Notification Protocols
Description: Establish and document timely, audience‑appropriate communication procedures for notifying internal and external stakeholders (users, customers, regulators, partners) about supersession, disengagement, or deactivation events and expected impacts.
Examples of Effective Evidence: 
• Preapproved communication templates and notification workflows for different stakeholder groups.
• Distribution logs showing notifications sent (timestamps, recipients, channels).
• FAQs, incident summaries, and public statements prepared for major deactivations.
• Records of stakeholder briefings, regulatory notifications, and follow‑up communications.

Example Control 2: Secure Archiving and Evidence Preservation
Description: Implement procedures for secure archiving of relevant models, training and operational data, configuration snapshots, decision logs, and related artifacts to preserve evidence, support investigations, and enable future analysis or model reconstitution.
Examples of Effective Evidence: 
• Archived model artifacts, data snapshots, configuration files, and immutable logs stored in controlled repositories.
• Access control and chain‑of‑custody records for archived materials.
• Retention schedules and data disposal/erasure policies tied to archived items.
• Audit logs demonstrating successful archive and retrieval tests.

Example Control 3: Post‑Action Review and Root Cause Analysis
Description: Conduct structured post‑incident reviews (including RCA) to analyze causes, evaluate impacts, validate mitigations, and recommend updates to TEVV, risk controls, and deployment practices.
Examples of Effective Evidence: 
• Formal post‑incident reports and root cause analyses with timelines, evidence, and conclusions.
• Remediation plans with assigned owners, milestones, and closure evidence.
• Updated risk registers, TEVV documents, and control changes resulting from reviews.
• Minutes from review boards or governance committees approving corrective actions.

Example Control 4: Business Continuity, Recovery and Supersession Plans
Description: Maintain and test continuity plans that define fallback processes, alternate systems, or manual workarounds to preserve service continuity and minimize harm during and after supersession, disengagement, or deactivation.
Examples of Effective Evidence: 
• Business continuity and fallback playbooks showing supersession steps and manual procedures.
• Test/drill results validating recovery or fallback effectiveness and time‑to‑restore metrics.
• Change records showing activation of alternate systems or manual processes during events.
• Service level and impact assessments documenting residual effects and recovery outcomes.

Example Control 5: Training, Roles Clarification, and Continuous Learning
Description: Provide role‑specific training, runbooks, and exercises so personnel understand responsibilities and procedures for supersession/disengagement/deactivation, and incorporate lessons learned into ongoing training and governance.
Examples of Effective Evidence: 
• Training curricula, attendance records, and competency assessments for incident response and deactivation procedures.
• Runbooks, checklists, and role assignments accessible to operational teams.
• After‑action reviews used to update training materials and SOPs.
• Evidence of periodic tabletop exercises or simulations and resulting improvements.


Control Objective:

	Id
	Name
	Description

	MG-2.4.3
	Technical Mechanisms for System Shutdown / Disconnection
	The organization designs, implements, and regularly tests technical mechanisms and safeguards, including fallback, rollback, contingency, and deactivation systems, for the rapid, controlled disengagement of AI systems with inconsistent performance or outcomes. Plans for disconnecting third-party services are detailed, specifying coordination, responsibilities, and decision-making to ensure seamless transitions and maintain system integrity. These measures are validated and updated based on lessons learned and industry best practices to ensure effectiveness, reliability, and to minimize negative impacts.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, adaptive technical mechanisms and safeguards for AI system supersession, disengagement, or deactivation, which are continuously monitored and optimized based on real-time data and insights. These measures are seamlessly integrated with organizational processes and culture, ensuring rapid, controlled, and reliable action when necessary, while minimizing potential negative impacts.



	AI Principle
	Risk Name
	Risk Statement

	Safe
	Inadequate Technical Safeguards
	Technical safeguards for controlled AI disengagement are inadequate or untested



Implementation Guidelines: 

Develop, implement, and regularly test technical mechanisms and safeguards—such as fallback, rollback, contingency plans, manual overrides, and automated monitoring—to enable the rapid and controlled disengagement or deactivation of AI systems when necessary. 

Validate their effectiveness through routine testing and simulations, updating them as needed based on lessons learned and industry standards. Ensure these mechanisms are capable of minimizing risks like data loss or service disruption and can be activated quickly and safely.

Engage with relevant stakeholders, including end-users, domain experts, and impacted communities, to gather feedback on these mechanisms, and incorporate their insights to continuously improve and refine the safeguards.

Example Controls and Evidence: 

Example Control 1: System Shutdown and Deactivation Mechanisms
Description: Design and implement technical mechanisms for the rapid and controlled disengagement of AI systems exhibiting inconsistent performance or outcomes, ensuring safety and operational integrity.
Examples of Effective Evidence: 
• Documentation detailing the design and functionality of shutdown and deactivation mechanisms for AI systems.
• Records of configuration settings for the systems that allow for safe disengagement under various conditions.
• Flowcharts illustrating shutdown procedures, including decision points and activation mechanisms.
• Logs of simulations demonstrating successful disengagement of systems under test conditions.

Example Control 2: Fallback and Rollback Plans
Description: Develop structured fallback and rollback plans that detail procedures for reverting to previous states or alternative systems in case of performance issues, ensuring minimal disruption.
Examples of Effective Evidence: 
• Written fallback and rollback procedures, including step-by-step instructions for implementation.
• Testing documentation showing simulations of rollback scenarios and their outcomes.
• Records of system states before and after rollback actions to verify effectiveness.
• Communication logs detailing how stakeholders are informed of fallback or rollback actions taken.

Example Control 3: Coordination and Responsibility Framework
Description: Establish a clear framework that outlines the coordination, responsibilities, and decision-making processes involved in disconnecting services, including third-party integrations.
Examples of Effective Evidence: 
• Detailed responsibility matrices clarifying roles of team members during system disconnect events.
• Documentation of communication plans indicating how stakeholders will be informed of potential disconnections.
• Records of team meetings discussing coordination strategies and responsibilities for system shutdown.
• Incident reports detailing decision-making processes followed during past disconnections.

Example Control 4: Regular Testing and Validation Procedures
Description: Conduct regular testing and validation of shutdown and disconnection mechanisms to ensure they function effectively and reliably in practice.
Examples of Effective Evidence: 
• Test logs documenting the results of scheduled drills or simulations to evaluate shutdown procedures.
• Reports summarizing testing outcomes, including any identified weaknesses or failures during validation exercises.
• Documentation of corrective actions taken in response to validation findings to improve system functionalities.
• Feedback from team members involved in testing exercises to assess clarity and effectiveness of the shutdown protocols.

Example Control 5: Continuous Improvement and Updating Process
Description: Regularly review and update technical mechanisms for disconnection and shutdown based on lessons learned from incidents, industry best practices, and technological advancements.
Examples of Effective Evidence: 
• Change logs detailing updates made to shutdown and disconnection mechanisms, including rationale for changes.
• Documentation of lessons learned sessions that inform updates to processes and systems.
• Records of audits conducted to assess the currency and effectiveness of disconnection safeguards.
• Program documentation reflecting how updates align with new industry standards and best practices.
[bookmark: _Toc214874821]MANAGE / Managing Third-Party Risk / Monitoring and Responding to Third-Party Risks 

Control Objective:

	Id
	Name
	Description

	MG-3.1.1
	Third-Party Practitioner Training and Collaboration
	The organization determines the needed level of third party personnel AI system proficiency and specific skills and collaborates with third party management to ensure that third party personnel receive adequate training. This training may be provided by the organization or by the third party.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, integrating third‑party collaboration into basic proficiency training ensures staff understand and safely operate the limited, non-critical AI solutions in use; formalizing these practices early builds foundational skills and aligns external vendor practices with internal standards. Embedding supplier-led content into organization-wide courses creates consistent expectations and reduces errors as AI use expands.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations' AI touches external users and sensitive data, so practitioner proficiency—enhanced by third‑party expertise—becomes critical to manage privacy, security, and user interactions. Incorporating this training into enterprise programs ensures consistent competencies across teams and supports reliable, compliant external-facing deployments.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI embedded in critical functions and internal development, so deep, standardized proficiency driven by both internal and third‑party experts is necessary to maintain safety, governance, and scalability. Organization-wide integration of such training ensures that all practitioners meet operational standards for model development, deployment, monitoring, and incident response.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Lack of Third-Party Training
	Third-party personnel training for AI practitioner proficiency is lacking



Implementation Guidelines: 

Provide specialized training for third party personnel to enhance practitioner proficiency with the AI system. Arrange for this training to be performed by the third party or integrate this training into organization-wide proficiency courses for AI systems at the adoption stage, ensuring alignment with overall operational standards. 

Develop a customized training program for third party personnel, such as contractors or vendors, focusing on the specific skills, knowledge, and competencies required to safely and effectively interact with the AI system in their respective roles. Ensure that this training aligns with the organization's overall standards and best practices for AI system operation and is delivered in a format and on a schedule that is accessible and convenient for third party personnel.

Integrate this specialized training into the broader proficiency courses and certification programs for AI systems at the adoption stage, ensuring that relevant stakeholders, both internal and external, have the necessary knowledge and skills to operate the system consistently and reliably. Regularly review and update the third party training program to maintain its effectiveness and relevance as the AI system and its ecosystem of partners and stakeholders evolve over time.

Example Controls and Evidence: 

Example Control 1: Joint Training Development and Curriculum Alignment
Description: Co‑design role‑specific training curricula with third‑party providers that map to organizational proficiency standards and operational requirements.
Examples of Effective Evidence: 
• Signed curriculum development agreements or MOUs with third‑party trainers.
• Curriculum documents showing mapped learning objectives tied to organizational competency frameworks.
• Versioned training syllabi and lesson plans co‑authored with third parties.
• Approval records from L&Dand operational leadership confirming alignment.

Example Control 2: Integrated Delivery and Certification Pathways
Description: Deliver integrated training programs that combine third‑party content with internal courses, issuing organization‑recognized certifications demonstrating required proficiency for practitioners.
Examples of Effective Evidence: 
• Learning path diagrams showing combined internal and third‑party modules.
• LMS records of enrollments, completions, and issued certifications/badges.
• Attendance and assessment results for integrated courses.
• Certification criteria and governance approval documents.

Example Control 3: Hands‑On Practicum and Joint Exercises with Third Parties
Description: Incorporate practical labs, joint exercises, and real‑world scenario simulations run with third‑party experts to validate practitioner skills in the adoption context.
Examples of Effective Evidence: 
• Exercise plans, participant rosters, and deliverables from joint practicums.
• Evaluation rubrics and participant performance reports.
• After‑action reports documenting gaps identified and remediation steps.
• Records of environment access and tool provisioning for hands‑on sessions.

Example Control 4: Governance, Roles, and Quality Assurance for Training Content
Description: Define governance roles, quality assurance checks, and content review cycles to ensure third‑party training remains current, accurate, and compliant with organizational standards.
Examples of Effective Evidence: 
• Governance charter or terms of reference for training oversight.
• Content review logs, version control, and QA sign‑offs for curriculum updates.
• Compliance checks confirming regulatory or policy alignment.
• Feedback summaries and improvement tickets acted upon.

Example Control 5: Continuous Evaluation, Recertification, and Workforce Integration
Description: Monitor training effectiveness, require periodic recertification, and integrate proficiency outcomes into role assignments, performance management, and operational readiness.
Examples of Effective Evidence: 
• Post‑training evaluation reports (pre/post assessments, competency metrics).
• Recertification schedules and records of completed re‑assessments.
• HR records linking certification status to role eligibility or promotions.
• Metrics dashboards showing coverage, proficiency levels, and training impact on operational KPIs.


Control Objective:

	Id
	Name
	Description

	MG-3.1.2
	Vendor Risk and Compliance Assessments
	The organization integrates third-party AI resource assessments into existing vendor risk management processes, conducting periodic evaluations that identify potential AI-specific risks, vulnerabilities, and compliance gaps across technical and operational dimensions. These assessments examine AI system performance, data quality, algorithmic bias, security controls, and alignment with organizational AI principles and industry standards, with findings documented to inform risk mitigation strategies and ongoing monitoring efforts.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for integrating third-party AI resource assessments into their vendor risk management processes, with continuous, real-time evaluations that dynamically identify potential AI-specific risks, vulnerabilities, and compliance gaps across all relevant dimensions. These assessments are seamlessly integrated with organizational AI principles and industry standards, with findings automatically documented and used to proactively optimize risk mitigation strategies and ongoing monitoring efforts based on data-driven insights and collaboration with third-party providers.



	AI Principle
	Risk Name
	Risk Statement

	Secure & Resilient
	Excluded Third-Party Assessments
	Third-party AI assessments are excluded from vendor risk processes



Implementation Guidelines: 

Integrate third-party AI resource assessments into existing vendor risk management processes. Conduct periodic evaluations that identify potential AI-specific risks, vulnerabilities, and compliance gaps across technical and operational dimensions. These assessments should examine factors such as AI system performance, data quality, algorithmic bias, security controls, and alignment with organizational AI principles and industry standards.

Document the findings of these assessments and use them to inform risk mitigation strategies and ongoing monitoring efforts. Ensure that the assessment process is transparent and that the results are communicated to all relevant stakeholders, including third-party providers, in a timely and effective manner.

Example Controls and Evidence: 

Example Control 1: AI‑Specific Vendor Assessment Framework
Description: Extend vendor risk management procedures with an AI‑focused assessment framework that specifies scope, criteria, frequency, and roles for evaluating third‑party AI resources.
Examples of Effective Evidence: 
• AI vendor assessment templates/checklists covering performance, data provenance, bias, security, and governance.
• Policy or SOP documenting integration points between AI assessments and vendor risk processes.
• Inventory entries showing assessment cadence and responsible reviewers.
• Records of framework approval and version history.

Example Control 2: Technical and Performance Evaluations
Description: Perform periodic technical reviews of third‑party AI components to validate model performance, robustness, data quality, and operational behavior in context.
Examples of Effective Evidence: 
• Technical evaluation reports with performance metrics, test datasets, and robustness/stress test outcomes.
• Data quality and provenance audit reports supplied by or verified for the vendor.
• Logs of integration/acceptance testing and post‑deployment performance monitoring.
• Evidence of remediation actions for technical deficiencies.

Example Control 3: Fairness and Bias Assessments
Description: Assess third‑party AI for algorithmic bias, fairness impacts, and alignment with organizational AI principles, documenting gaps and recommended mitigations.
Examples of Effective Evidence: 
• Fairness and bias assessment reports (metrics, subgroup analyses, mitigation steps).
• Records of third‑party attestations or independent audits on responsible practices.
• Change requests or remediation plans addressing identified fairness issues.
• Documentation linking assessment outcomes to organizational principles or policy requirements.

Example Control 4: Security, Privacy, and Compliance Reviews
Description: Evaluate vendor security controls, privacy protections (including data handling and consent), and regulatory compliance specific to AI use, and document deficiencies and contractual remedies.
Examples of Effective Evidence: 
• Security assessment reports, penetration test or third‑party audit findings.
• Privacy impact assessments or evidence of anonymization/PII handling controls.
• Compliance gap analyses against applicable regulations and standards.
• Contract amendments or SLA updates reflecting required controls and audit rights.

Example Control 5: Reporting, Risk Treatment, and Ongoing Monitoring
Description: Document assessment findings in vendor risk records, define risk treatment plans (technical fixes, contractual terms, monitoring), and incorporate results into continuous monitoring and escalation workflows.
Examples of Effective Evidence: 
• Vendor risk register entries with assessed risk ratings, mitigation plans, and owners.
• Monitoring dashboards and periodic reassessment reports showing remediation progress.
• Governance meeting minutes approving risk treatments and escalation actions.
• Evidence of updated contracts, SLAs, or termination decisions based on assessment outcomes.


Control Objective:

	Id
	Name
	Description

	MG-3.1.3
	Dependency, Aggregate, and Concentration Risk
	The organization periodically assesses its portfolio of third-party AI resources to identify potential concentration risks, evaluating dependencies, vendor diversity, insourcing/outsourcing considerations, and the potential impact of over-reliance on specific third-party providers across critical AI systems and functions, with findings used to inform risk mitigation strategies and strategic sourcing decisions.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously assessing their third-party AI resource portfolio to identify potential concentration risks in real-time, dynamically evaluating dependencies, vendor diversity, and the potential impact of over-reliance on specific third-party providers across all critical AI systems and functions. Findings from these assessments are seamlessly integrated with organizational risk management processes and used to proactively optimize risk mitigation strategies and strategic sourcing decisions based on data-driven insights and collaboration with third-party providers.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unassessed Portfolio Concentration
	Portfolio concentration risks from third-party AI providers are not assessed



Implementation Guidelines: 

Periodically assess the organization's portfolio of third-party AI resources to identify potential concentration risks. Evaluate dependencies, vendor diversity, and the potential impact of over-reliance on specific third-party providers across critical AI systems and functions.

Use the findings of these assessments to inform risk mitigation strategies and strategic sourcing decisions. Consider diversifying the organization's third-party AI resource portfolio to reduce concentration risks and ensure that critical AI systems and functions are not overly dependent on a single provider.

Example Controls and Evidence: 

Example Control 1: Third-Party Resource Inventory
Description: Maintain a comprehensive inventory of third-party AI resources, detailing each provider, their services, and associated dependencies to enable thorough risk assessments.
Examples of Effective Evidence: 
• Up-to-date inventory documentation listing all third-party AI resources, including descriptions of services provided.
• Dependency mapping diagrams that illustrate relationships and interactions among different third-party providers.
• Records of service level agreements (SLAs) or contracts that outline the terms of engagement with third-party vendors.
• Stakeholder feedback on the adequacy and effectiveness of third-party services in the AI ecosystem.

Example Control 2: Concentration Risk Assessment
Description: Conduct periodic assessments to evaluate potential concentration risks within the organization's portfolio of third-party suppliers, focusing on vendor diversity and reliance on specific providers.
Examples of Effective Evidence: 
• Risk assessment reports identifying concentration risks within the portfolio, including graphical representations of vendor relationships.
• Analysis documenting the impacts of over-reliance on specific vendors through case studies or what-if scenarios.
• Records of meetings where concentration risk assessments were discussed among relevant stakeholders.
• Documentation of decisions made to address any identified concentration risks, including actions taken to diversify suppliers.

Example Control 3: Dependency Analysis Methodology
Description: Establish a methodology for analyzing dependencies on third-party AI resources, considering the implications they may have on critical business functions and overall system resilience.
Examples of Effective Evidence: 
• Assessment frameworks detailing methodologies used for analyzing dependencies and their impacts.
• Documentation of past dependency analyses and the outcomes resulting from assessments of specific third-party providers.
• Records of scenario analyses that illustrate the impact of dependency failures on critical AI system operations.
• Stakeholder reviews validating the effectiveness of dependency analysis methodologies.

Example Control 4: Mitigation Strategy Development
Description: Develop and implement risk mitigation strategies based on the findings of dependency and concentration risk assessments, enforcing guidance for strategic sourcing decisions.
Examples of Effective Evidence: 
• Documented risk mitigation strategies that outline actions to reduce dependency risks, such as diversifying vendor selection.
• Updated sourcing policies influenced by dependency and concentration risk findings, reflecting how risks will be managed.
• Records of mitigation actions taken to address identified risks, along with timelines and responsible parties.
• Performance metrics that track the effectiveness of implemented mitigation strategies over time.

Example Control 5: Ongoing Monitoring and Review Process
Description: Implement a process for ongoing monitoring of third-party resources and associated risks, scheduling regular reviews to assess changes in vendor reliance or emerging risks.
Examples of Effective Evidence: 
• Monitoring plans that outline the frequency and scope of risk reviews conducted for third-party resources.
• Documentation of review findings illustrating changes in risk profiles for third-party providers.
• Logs of communication with vendors following risk assessments to discuss reliability and risk management strategies.
• Updated reports showing how ongoing assessments have influenced strategic sourcing decisions or risk mitigation efforts.


Control Objective:

	Id
	Name
	Description

	MG-3.1.4
	Shared Responsibility
	The organization applies its risk management policies, risk appetite and tolerance, and risk controls to third-party AI resources, while developing and monitoring a shared responsibility model that defines risk management responsibilities, accountability, and potential escalation procedures for the organization and third-party provider across the AI system lifecycle.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have seamlessly integrated their risk management policies, risk appetite and tolerance, and risk controls with third-party AI resources, with a dynamic, data-driven shared responsibility model that continuously optimizes risk management responsibilities, accountability, and escalation procedures based on real-time insights and collaboration with third-party providers.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unapplied Vendor Risk Policies
	Risk policies and shared responsibility models are not applied to vendors



Implementation Guidelines: 

Apply the organization's risk management policies, risk appetite and tolerance, and risk controls to third-party AI resources. Ensure that these policies and controls are clearly communicated to all relevant personnel and that they are consistently enforced across all third-party engagements.

Develop and monitor a shared responsibility model that defines risk management responsibilities, accountability, and potential escalation procedures for the organization and third-party provider across the AI system lifecycle. Ensure that this model is clearly documented and agreed upon by both parties, and that it is regularly reviewed and updated as needed.

Example Controls and Evidence: 

Example Control 1: Shared Responsibility Model and Contractual Allocation
Description: Define and document a formal shared responsibility model and reflect it in contracts, specifying which party is accountable for each risk area (security, data governance, model validation, incident response, compliance) throughout the lifecycle.
Examples of Effective Evidence: 
• Shared responsibility matrix or RACI mapping linking specific controls and activities to the organization or provider.
• Contractual clauses / SLA excerpts assigning responsibilities, obligations, audit rights, and remediation timelines.
• Signed provider acknowledgements or statements of compliance with assigned responsibilities.
• Template SOWs and procurement checklists embedding the shared responsibility model.

Example Control 2: Alignment with Risk Appetite, Policies, and Controls
Description: Ensure third‑party AI risks are assessed and managed against the organization’s risk appetite, policies, and control frameworks, with explicit acceptance criteria for residual risk.
Examples of Effective Evidence: 
• Third‑party risk assessment reports showing mapping to organizational risk appetite and control requirements.
• Policy crosswalks demonstrating how vendor controls align with internal standards.
• Formal risk acceptance records where residual vendor risk is documented and approved.
• Risk registers tracking third‑party residual risk against tolerance thresholds.

Example Control 3: Ongoing Monitoring, Reporting, and Assurance
Description: Implement continuous monitoring and reporting mechanisms to verify provider compliance with assigned responsibilities and the effectiveness of controls, feeding results into enterprise risk reporting.
Examples of Effective Evidence: 
• Monitoring dashboards and periodic assurance reports showing vendor control performance and incidents.
• Audit/assessment reports (attestations, penetration tests, independent validations) delivered by or about the provider.
• KPI/SLA reports and remediation tracking logs demonstrating follow‑through on issues.
• Evidence of integrated vendor risk metrics in enterprise risk reporting to governance bodies.

Example Control 4: Escalation and Incident Coordination Procedures
Description: Establish clear escalation paths, notification requirements, and joint incident response procedures that define roles, timelines, and decision authorities for handling third‑party incidents affecting AI systems.
Examples of Effective Evidence: 
• Joint incident response playbooks, contact lists, and escalation flowcharts agreed with providers.
• Incident logs showing coordinated responses, notifications, and remediation steps.
• Recorded tabletop exercises or joint drills validating escalation and coordination.
• Regulatory notification records where provider incidents required disclosure.

Example Control 5: Review, Governance, and Continuous Improvement of the Model
Description: Periodically review and revise the shared responsibility model, contracts, and control mappings based on monitoring outcomes, lessons learned, changes in risk appetite, or evolving regulatory/industry expectations.
Examples of Effective Evidence: 
• Meeting minutes from governance bodies documenting reviews and approved updates to the model.
• Versioned shared responsibility documents with change rationale and stakeholder sign‑offs.
• Post‑engagement review reports (onboarding, audits, incidents) that resulted in model or contract adjustments.
• Training and communication records showing dissemination of updated responsibilities to internal teams and providers.


Control Objective:

	Id
	Name
	Description

	MG-3.1.5
	Third-Party AI Risk Monitoring
	The organization monitors AI risks and benefits associated with third-party resources (e.g., data, models, consultants, contractors, other external personnel) throughout the AI lifecycle, including the ongoing monitoring of SLAs and contract compliance to ensure adherence to contractual commitments and mitigate associated risks.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously monitoring AI risks and benefits associated with third-party resources in real-time, with seamless integration throughout the AI lifecycle and proactive optimization based on data-driven insights.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmonitored Lifecycle-Wide Risks
	Third-party AI risks and benefits are not continuously monitored lifecycle-wide



Implementation Guidelines: 

Regularly monitor AI risks and benefits related to third-party resources, including data, models, and external personnel like consultants or contractors, throughout the AI lifecycle. Clearly define roles and responsibilities for conducting these monitoring activities, ensuring that personnel—both internal and third-party—have the necessary skills, resources, and authority to effectively perform their duties. 

Track performance and risk metrics such as data quality, model accuracy, security incidents, and compliance, considering the contributions of third-party personnel. Regularly review and analyze these metrics to identify trends, anomalies, or areas for improvement, and ensure that third-party involvement aligns with the organization’s risk management practices.

Example Controls and Evidence: 

Example Control 1: Third‑Party Risk and Benefit Monitoring Framework
Description: Establish a formal monitoring framework specifying what third‑party risks and benefits to track (e.g., data quality, model performance, vendor reliability), frequency of monitoring, data sources, and responsibilities.
Examples of Effective Evidence: 
• Documented monitoring framework or SOP describing monitored indicators, cadence, and owners.
• Catalog of third‑party resources mapped to monitored risk/benefit indicators.
• Monitoring schedule and responsibility matrix showing who performs each monitoring activity.
• Onboarding documentation requiring vendors to provide monitoring data feeds or attestations.

Example Control 2: Continuous Performance and Data Quality Monitoring
Description: Implement continuous technical monitoring of third‑party models and datasets to detect performance drift, data quality degradation, bias signals, or anomalous outputs that affect system outcomes.
Examples of Effective Evidence: 
• Dashboards showing third‑party model performance, data quality metrics, and drift indicators.
• Automated alerts and incident tickets generated from third‑party monitoring thresholds.
• Logs and reports of periodic data provenance and quality checks on vendor datasets.
• Revalidation/test reports after vendor model updates or data refreshes.

Example Control 3: Operational, Compliance, and Oversight
Description: Monitor contractual and compliance dimensions of third‑party engagements (e.g., SLA adherence, regulatory compliance, other commitments, subcontractor use) and escalate issues when breaches or concerns arise.
Examples of Effective Evidence: 
• SLA/KPI reports demonstrating vendor compliance and remediation records for breaches.
• Vendor compliance attestations, audit reports, or third‑party audit findings.
• Records of impact assessments delivered by or about the provider (e.g., bias audits).
• Escalation logs showing how compliance issues were raised and resolved.

Example Control 4: Stakeholder and Usage Feedback Loops
Description: Collect and incorporate feedback from operators, end users, and impacted stakeholders about third‑party resource behavior, value realization, and observed harms to inform monitoring and remediation.
Examples of Effective Evidence: 
• Feedback logs, user incident reports, or helpdesk tickets linked to third‑party resources.
• Regular review meeting minutes with operators, product owners, and vendor representatives discussing observed benefits/risks.
• Surveys or structured interviews of impacted users documenting perceived benefits or harms.
• Change requests or remediation plans initiated from stakeholder feedback.

Example Control 5: Periodic Review, Risk Reassessment, and Reporting
Description: Periodically reassess third‑party risk/benefit profiles, update risk registers, and report findings to governance bodies; use results to adjust contracts, monitoring, TEVV, or decommissioning decisions.
Examples of Effective Evidence: 
• Periodic third‑party risk/benefit assessment reports and updated risk register entries.
• Governance reports to risk committee or procurement showing aggregated third‑party risk posture.
• Contract amendments, additional controls, or decommissioning records prompted by reassessments.
• TEVV or revalidation activities scheduled/triggered by reassessment outcomes.
[bookmark: _Toc214874822]MANAGE / Managing Third-Party Risk / Monitoring and Responding to Pre-Trained Model Risks 

Control Objective:

	Id
	Name
	Description

	MG-3.2.1
	Model Risk and Remediation Protocols
	The organization maintains a risk management approach for pre-trained models, including developing protocols for model validation, monitoring, and potential remediation, defining model limitations, and creating frameworks for AI system adjustment, replacement, or decommissioning based on identified risks and performance metrics.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for maintaining a dynamic, data-driven risk management approach for pre-trained models, with continuously evolving protocols for model validation, monitoring, and potential remediation based on real-time insights. Explainable AI techniques are seamlessly integrated to proactively understand model limitations, and adaptive frameworks for model adjustment, replacement, or decommissioning are automatically triggered based on identified risks and performance metrics, ensuring optimal alignment with organizational risk management processes.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmanaged Pre-Trained Risks
	Pre-trained model risks are not managed through validation and remediation



Implementation Guidelines: 

Maintain a risk management approach for pre-trained models that includes protocols for model validation, monitoring, and potential remediation. This approach should be based on a thorough understanding of the models' characteristics, limitations, and potential risks, and should be aligned with the organization's overall risk appetite and tolerance.

Create frameworks for model adjustment, replacement, or decommissioning based on identified risks and performance metrics. These frameworks should include clear criteria for when and how to modify or retire pre-trained models, as well as procedures for communicating these decisions to relevant stakeholders. Ensure that these frameworks are regularly reviewed and updated as new risks or performance issues are identified.

Example Controls and Evidence: 

Example Control 1: PTM Validation and Acceptance Protocols
Description: Define and apply pre‑deployment validation procedures tailored for PTMs—including provenance checks, performance benchmarking on representative data, bias/fairness assessments, and security/privacy evaluations—before acceptance.
Examples of Effective Evidence: 
• PTM intake/validation checklist and completed validation reports (provenance, benchmark metrics, fairness/security findings).
• Test datasets and benchmark results demonstrating performance against acceptance criteria.
• Vendor/third‑party attestations or SBOM (model/data pedigree) documentation.
• Formal acceptance sign‑offs by model owner, risk, and validation teams.

Example Control 2: Operational Monitoring and Performance Metrics for PTMs
Description: Implement continuous monitoring of PTM behavior in production (performance, drift, anomalous outputs, privacy leakage, toxicity), with KPIs and alerting tied to risk thresholds.
Examples of Effective Evidence: 
• Monitoring dashboards showing PTM KPIs, drift detectors, and alert histories.
• Alert/ticket logs and incident records for PTM anomalies.
• Periodic monitoring review reports and metric trend analyses.
• Configured thresholds and documented escalation procedures.

Example Control 3: Defined Remediation, Adjustment, and Replacement Pathways
Description: Establish documented remediation options and decision criteria (fine‑tuning, data augmentation, mitigation wrappers, gating, replacement, or decommissioning) and the operational workflows to execute them.
Examples of Effective Evidence: 
• Decision matrix mapping issues to remediation actions (fine‑tune, apply filters, switch models, retire).
• Change requests, retraining logs, or deployment rollbacks showing remediation execution.
• Playbooks for applying mitigation wrappers (e.g., output filters, guardrails) and verification tests.
• Approval records for model replacement or decommissioning.

Example Control 4: Documentation of PTM Limitations and Usage Constraints
Description: Maintain clear, accessible documentation of PTM provenance, intended scope, known limitations, failure modes, and prohibited uses to guide safe deployment and operator expectations.
Examples of Effective Evidence: 
• PTM model cards or technical datasheets describing data sources, limitations, confidence bounds, and intended use cases.
• Usage policy documents and integration guidelines referencing PTM constraints.
• Training materials and briefings for operators highlighting failure modes and override procedures.
• Traceability records linking PTM documentation to deployed instances.

Example Control 5: Governance, Periodic Review, and Continuous Improvement
Description: Govern PTM risk management via periodic reviews, audits, and incorporation of lessons learned—updating validation criteria, monitoring rules, and remediation frameworks to reflect operational experience and evolving standards.
Examples of Effective Evidence: 
• Scheduled review/audit reports, TEVV updates, and governance meeting minutes addressing PTM posture.
• Post‑incident reviews and lessons learned documentation that led to control changes.
• Updated validation protocols, monitoring configurations, or decommissioning policies with version history.
• Training and communications records showing dissemination of updated PTM risk practices.


Control Objective:

	Id
	Name
	Description

	MG-3.2.2
	Performance Deviation Detection
	The organization develops monitoring mechanisms to detect and evaluate performance deviations, risks, and behaviors of pre-trained models in production systems, tracking performance metrics across development and production contexts, establishing indicators for model drift, bias, or degradation, implementing assessment processes to identify and address emerging risks, and documenting variations in model performance.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated monitoring mechanisms to continuously detect and evaluate performance deviations, risks, and behaviors of pre-trained models in production systems in real-time, dynamically tracking performance metrics across development and production contexts, establishing adaptive indicators for model drift, bias, or degradation based on evolving needs, implementing proactive assessment processes to identify and address emerging risks, and automatically documenting variations in model performance for seamless integration with organizational risk management processes.



	AI Principle
	Risk Name
	Risk Statement

	Explainable & Interpretable
	Insufficient Monitoring Mechanisms
	Monitoring mechanisms for pre-trained model drift and bias are insufficient



Implementation Guidelines: 

Monitor and detect performance deviations, risks, and behaviors of pre-trained models in production systems. These mechanisms should track performance metrics across development and production contexts, establishing indicators for model drift, bias, or degradation.

Implement assessment processes to identify and address emerging risks associated with pre-trained models. These processes should include regular testing, validation, and benchmarking of model performance, as well as procedures for documenting and communicating any variations or anomalies detected. Ensure that these processes are aligned with the organization's overall risk management strategy and that they are regularly reviewed and updated as needed.

Example Controls and Evidence: 

Example Control 1: End‑to‑End Monitoring Framework
Description: Define and implement a monitoring framework that spans development, staging, and production, specifying KPIs, measurement cadence, data sources, and ownership for PTM monitoring.
Examples of Effective Evidence: 
• Written monitoring framework or SOP detailing metrics (accuracy, latency, calibration, fairness measures), data sources, measurement frequency, and owners.
• Inventory linking deployed PTM instances to corresponding monitoring pipelines.
• Dashboards showing baseline vs. live metrics across environments.
• Onboarding records showing monitoring responsibilities assigned to teams.

Example Control 2: Drift, Bias, and Anomaly Detection Mechanisms
Description: Deploy automated detectors and statistical tests to identify data drift, concept drift, distributional shifts, and fairness/bias anomalies, with configurable alerting thresholds.
Examples of Effective Evidence: 
• Drift detection logs and reports (population, feature, label drift) with statistical test outputs.
• Automated fairness/bias monitors producing subgroup metrics and alerts.
• Alert configuration records and examples of triggered alerts with timestamps.
• Test results validating detector sensitivity and false‑positive rates.

Example Control 3: Performance Assessment and Triage Processes
Description: Establish procedures for rapid assessment, triage, and root‑cause analysis when deviations are detected, including impact evaluation and recommended remediation paths (e.g., retrain, recalibrate, apply mitigations, rollback).
Examples of Effective Evidence: 
• Incident/ticketing entries for model anomalies with triage notes and RCA outputs.
• Standard triage playbooks mapping deviation types to investigation steps and remediation options.
• Time‑to‑detect and time‑to‑remediate metrics tracked over incidents.
• Post‑incident reports documenting chosen remediation and verification tests.

Example Control 4: Documentation and Versioned Performance Records
Description: Maintain versioned records of model performance across releases and production periods, documenting metric trends, identified regressions, applied fixes, and any contextual factors affecting performance.
Examples of Effective Evidence: 
• Versioned performance logs or time‑series reports tied to model version IDs and deployment timestamps.
• Change logs linking code/data/config changes to observed performance shifts.
• Periodic performance review summaries used in governance reviews.
• Annotated datasets or example inputs illustrating failure patterns.

Example Control 5: Continuous Review, Calibration, and Governance Integration
Description: Periodically review monitoring effectiveness, recalibrate thresholds and detectors, incorporate stakeholder feedback (operators, users, domain experts), and escalate persistent issues into governance/TEVV processes.
Examples of Effective Evidence: 
• Review meeting minutes showing threshold adjustments, detector tuning, and stakeholder inputs.
• Records of TEVV or MRM escalations triggered by monitoring findings.
• Updated monitoring configurations and validation test results after calibration.
• Metrics demonstrating reduced undetected drift or faster remediation after improvements.
[bookmark: _Toc214874823]MANAGE / Ongoing Risk Response / Post-Deployment Risk Management 

Control Objective:

	Id
	Name
	Description

	MG-4.1.1
	Post-deployment Oversight
	The organization conducts ongoing monitoring, maintenance, and improvement of the AI systems, as well as the exploration and development of new AI-powered capabilities aligned with the organization's strategic objectives.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI that underpins critical decisions and internal development, requiring formalized, continuous monitoring, maintenance, and lifecycle management to preserve safety, performance, and compliance across the enterprise. Strategic development of new AI capabilities must be coordinated with governance, change control, and risk management to ensure scalable, organization-wide benefit.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmaintained Improvement
	Ongoing monitoring and improvement of AI capabilities are not maintained



Implementation Guidelines: 

Develop processes for ongoing monitoring, maintenance, and improvement of AI systems during their deployment. Activities should ensure that the AI system remains aligned with organizational goals and values throughout its deployment.

Example Controls and Evidence: 

Example Control 1: Continuous Monitoring and Health Management
Description: Implement continuous operational monitoring (performance, reliability, security, fairness, privacy) with defined KPIs and alerting to detect degradation or emerging risks requiring maintenance or intervention.
Examples of Effective Evidence: 
• Real‑time monitoring dashboards and KPI definitions (latency, accuracy, drift, error rates, fairness metrics).
• Alert and incident logs showing detected anomalies and responses.
• SLAs and uptime/availability reports tied to monitored metrics.
• Scheduled monitoring review meeting minutes.

Example Control 2: Planned Maintenance, Patch, and Update Processes
Description: Maintain formal procedures for routine maintenance, patching, model retraining, and controlled updates (including validation and rollback plans) to ensure systems remain secure, performant, and compliant.
Examples of Effective Evidence: 
• Maintenance schedules, change requests, and deployment runbooks with rollback steps.
• Patch/upgrade records and validation test results post‑update.
• Model retraining logs and performance validation reports.
• Change approval records and post‑deployment verification checklists.

Example Control 3: Continuous Improvement and Performance Optimization
Description: Establish feedback loops (operational metrics, user feedback, incident analyses) to prioritize and implement improvements to models, data pipelines, and system design to enhance value and trustworthiness.
Examples of Effective Evidence: 
• Improvement backlog and prioritized roadmaps linking issues to system enhancements.
• Records of A/B tests, ablation studies, or model tuning experiments with results.
• Post‑implementation reviews demonstrating measured performance gains.
• Customer/user feedback summaries informing improvements.

Example Control 4: Research, Innovation, and Capability Roadmapping
Description: Maintain a strategic roadmap for exploring and developing new AI capabilities aligned with organizational objectives, including prototyping, TEVV of new features, and go/no‑go decision gates.
Examples of Effective Evidence: 
• AI capability roadmap, project charters, and prioritization criteria aligned to strategy.
• Proof‑of‑concept and prototype reports with TEVV outputs and go/no‑go decisions.
• Resource plans and funding approvals for innovation projects.
• Governance meeting minutes approving capability launches.

Example Control 5: Governance, Compliance, and Knowledge Management
Description: Embed governance controls and documentation (policies, model cards, runbooks) to ensure maintenance and innovation activities comply with risk appetite and regulatory requirements, and preserve institutional knowledge.
Examples of Effective Evidence: 
• Updated policies, model cards, and operational runbooks for production models.
• Audit logs, compliance attestations, and MRM/TEVV review records.
• Knowledge repository with versioned artifacts (data lineage, experiment records).
• Training records and handover documentation for operational teams.


Control Objective:

	Id
	Name
	Description

	MG-4.1.2
	AI Vulnerability and Security Review
	The organization has integrated its AI systems into the overall vulnerability management and security review processes, ensuring that AI-specific vulnerabilities and security risks are identified, assessed, and remediated on a regular basis, in alignment with the organization's broader cybersecurity strategy and controls.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for seamlessly integrating their AI systems into the overall vulnerability management and security review processes, with real-time identification, assessment, and remediation of AI-specific vulnerabilities and security risks based on data-driven insights. These processes are dynamically aligned with the organization's broader cybersecurity strategy and controls, ensuring proactive optimization and adaptation based on evolving needs and emerging threats.



	AI Principle
	Risk Name
	Risk Statement

	Secure & Resilient
	Unintegrated Vulnerabilities
	AI vulnerabilities are not integrated into broader security and remediation



Implementation Guidelines: 

Integrate AI systems into the organization's overall vulnerability management and security review processes. Ensure that AI-specific vulnerabilities and security risks are identified, assessed, and remediated on a regular basis, in alignment with the organization's broader cybersecurity strategy and controls.

Develop specific procedures for managing AI system vulnerabilities, including criteria for prioritizing vulnerabilities based on their potential impact and likelihood, protocols for testing and validating vulnerability remediation efforts, and requirements for documenting and communicating vulnerabilities and remediation efforts to relevant stakeholders.

Example Controls and Evidence: 

Example Control 1: AI Vulnerability Assessment Framework
Description: Establish a framework for identifying and assessing vulnerabilities specific to AI systems, integrating these assessments into the organization's overall vulnerability management process.
Examples of Effective Evidence: 
• Documentation outlining the AI vulnerability assessment framework, including methodologies used for identifying vulnerabilities.
• Records of identified AI-specific vulnerabilities and their assessed risk levels.
• Reports detailing the assessment results and any trends identified in vulnerabilities across AI systems.
• Meeting minutes from discussions on integrating AI vulnerability assessment into existing security processes.

Example Control 2: Integration with Cybersecurity Strategy
Description: Ensure that AI vulnerabilities and security risks are systematically integrated into the broader cybersecurity strategy and controls of the organization.
Examples of Effective Evidence: 
• Documentation demonstrating how AI vulnerabilities align with the organization's overall cybersecurity policies and strategies.
• Risk management reports that include AI-specific vulnerabilities alongside other cybersecurity risks.
• Records of cybersecurity audits that assess the effectiveness of AI vulnerability management practices.
• Feedback from cybersecurity teams on the effectiveness of AI integration into vulnerability management processes.

Example Control 3: Regular Vulnerability Scanning
Description: Implement regular vulnerability scanning specifically tailored for AI systems to proactively identify and remediate potential security risks.
Examples of Effective Evidence: 
• Logs of vulnerability scans conducted on AI systems, including tools used and frequency of scans.
• Reports detailing vulnerabilities detected during scans, including remediation actions taken.
• Documentation of any patch management processes that were triggered by scan outcomes.
• Records of follow-up assessments verifying that identified vulnerabilities have been effectively remediated.

Example Control 4: Incident Response Planning for AI Vulnerabilities
Description: Develop incident response plans that specifically address AI vulnerabilities, outlining procedures for quick response and mitigation of any identified security incidents.
Examples of Effective Evidence: 
• Documented incident response plans that clearly outline steps for addressing AI-related security incidents.
• Tabletop exercises or simulations that test the effectiveness of the incident response plans specific to AI vulnerabilities.
• Records of incidents related to AI vulnerabilities and the steps taken to resolve them, including lessons learned.
• Communication logs detailing stakeholder engagement during incident response activities related to AI vulnerabilities.

Example Control 5: Continuous Improvement Measures
Description: Establish processes for the continuous improvement of AI vulnerability management practices based on lessons learned from assessments, incidents, and industry best practices.
Examples of Effective Evidence: 
• Action logs detailing changes made to vulnerability management practices following reviews and assessments.
• Documentation of lessons learned sessions that summarize insights gained from past vulnerabilities and incidents.
• Updated training materials reflecting new best practices and recommendations for AI security management.
• Reports analyzing the effectiveness of improvements implemented over time and their impact on reducing vulnerabilities.


Control Objective:

	Id
	Name
	Description

	MG-4.1.3
	AI Application and Update Management
	The organization has established robust application management and upgrade processes that specifically address the unique requirements and considerations of its AI systems, including the management of model updates, algorithm changes, and data updates, to ensure the continued reliability, security, and performance of the AI applications.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for application management and upgrades that dynamically address the unique requirements and considerations of AI systems in real-time, with seamless management of model updates, algorithm changes, and data updates based on data-driven insights. These processes proactively ensure the continued reliability, security, and performance of the AI applications, with continuous optimization and adaptation based on evolving needs and emerging best practices.



	AI Principle
	Risk Name
	Risk Statement

	Valid & Reliable
	Inadequate Management Processes
	AI application management and upgrade processes are inadequate



Implementation Guidelines: 

Establish robust application management and upgrade processes that specifically address the unique requirements and considerations of AI systems, including the management of model updates, algorithm changes, and data updates. Ensure that these processes are designed to maintain the continued reliability, security, and performance of the AI applications over time.

Develop specific procedures for managing AI application updates and upgrades, including criteria for determining when updates are necessary, protocols for testing and validating updates, and requirements for documenting and communicating updates to relevant stakeholders. Ensure that these procedures are aligned with the organization's overall application management strategy and best practices.

Example Controls and Evidence: 

Example Control 1: AI Application Update Protocols
Description: Develop and implement formal protocols for updating AI applications, including model updates, algorithm changes, and data updates, ensuring all updates are systematically reviewed and approved.
Examples of Effective Evidence: 
• Documentation of update protocols detailing the processes and steps for managing AI application updates.
• Records of approval for each update, including stakeholders involved in the review process.
• Update timelines and checklists that confirm all required steps were followed prior to implementation.
• Communication logs demonstrating notifications sent out to relevant stakeholders regarding planned updates.

Example Control 2: Model and Algorithm Version Control
Description: Establish version control practices for models and algorithms used in AI applications to track changes and ensure that only validated versions are deployed.
Examples of Effective Evidence: 
• Version history logs for each model and algorithm showing changes made, including dates and reasons for updates.
• Documentation of testing results for each version prior to deployment, ensuring validation against performance benchmarks.
• Comparison reports demonstrating the differences in performance metrics between versions of models and algorithms.
• Audit trails documenting who approved each version before its deployment.

Example Control 3: Impact Assessment for Updates
Description: Conduct impact assessments for proposed updates to AI applications, evaluating their potential effects on system performance, reliability, and security before implementation.
Examples of Effective Evidence: 
• Impact assessment reports analyzing the expected effects of updates on existing capabilities and potential risks.
• Records of discussions during impact assessment meetings, including stakeholder contributions and feedback.
• Documentation of criteria used to evaluate the impact of updates, such as performance metrics and risk benchmarks.
• Follow-up evaluations confirming that updates performed as intended without negatively affecting other system components.

Example Control 4: Regular Review of Update Processes
Description: Schedule regular reviews of the application management and update processes for AI systems, incorporating lessons learned and feedback to enhance effectiveness and efficiency.
Examples of Effective Evidence: 
• Documentation of review meeting agendas and summaries discussing the effectiveness of update processes.
• Action items generated from reviews that outline specific changes to processes or practices based on findings.
• Records of training or workshops conducted to address improvements in update management practices.
• Reports showing metric evaluations before and after adjustments to the update processes.

Example Control 5: Stakeholder Communication and Training
Description: Ensure effective communication and training for stakeholders involved in the AI application and update management processes, promoting understanding of the unique requirements and considerations for AI systems.
Examples of Effective Evidence: 
• Training materials covering the processes related to AI application updates and the importance of model integrity.
• Attendance records from training sessions or workshops for stakeholders on the update management process.
• Feedback surveys completed by participants assessing the clarity and relevance of the training provided.
• Documentation of ongoing communications regarding updates, including email blasts or newsletters summarizing key changes and stakeholder roles.


Control Objective:

	Id
	Name
	Description

	MG-4.1.4
	Change Management for AI Systems
	The organization incorporates AI systems into existing change management processes, conducting system updates, modifications, and decommissioning through structured approaches that include documentation, stakeholder communication, and tracking of dataset modifications (e.g., deletions, rectifications).

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for seamlessly incorporating AI systems into existing change management processes, conducting system updates, modifications, and decommissioning through dynamic, data-driven approaches that include real-time documentation, proactive stakeholder communication, and automated tracking of dataset modifications (e.g., deletions, rectifications) based on evolving needs and insights.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unmanaged System Changes
	AI systems are not included in change management and dataset tracking



Implementation Guidelines: 

Incorporate AI systems into the organization's existing change management processes, ensuring that system updates, modifications, and decommissioning are conducted through structured approaches that include documentation, stakeholder communication, and tracking of dataset modifications.

Develop specific procedures for managing changes to AI systems, including criteria for determining when changes are necessary, protocols for testing and validating changes, and requirements for documenting and communicating changes to relevant stakeholders. Ensure that these procedures are aligned with the organization's overall change management strategy and best practices.

Example Controls and Evidence: 

Example Control 1: Change Management Process Integration
Description: Integrate AI systems into the existing change management framework, ensuring that all updates, modifications, and decommissioning processes follow structured protocols.
Examples of Effective Evidence: 
• Documentation outlining the change management processes specific to AI systems, including workflows and approval steps.
• Records of change requests submitted for AI system updates, including relevant details and justifications.
• Meeting minutes from change management review sessions discussing AI system modifications.
• Change history logs that capture all modifications made to AI systems, detailing the rationale and outcomes.

Example Control 2: Documentation of Changes
Description: Maintain comprehensive documentation for all changes made to AI systems, including updates, modifications, and dataset alterations (e.g., deletions, rectifications).
Examples of Effective Evidence: 
• Change logs detailing individual updates made to AI models, algorithms, and datasets, including timestamps and responsible parties.
• Version-controlled documents showing the evolution of AI system configurations and datasets.
• Written records capturing the rationale behind significant changes, including analysis of impacts.
• Reports summarizing the status of documentation for all adjustments made during the change management process.

Example Control 3: Stakeholder Communication Protocol
Description: Establish communication protocols to keep stakeholders informed about changes to AI systems, ensuring transparency and alignment during updates and decommissioning.
Examples of Effective Evidence: 
• Communication templates used to inform stakeholders of upcoming changes, including planned timelines and impacts.
• Records of stakeholder communications regarding significant changes, such as emails or notifications sent.
• Feedback received from stakeholders on the clarity and usefulness of communication regarding change initiatives.
• Meeting notes documenting discussions with stakeholders about changes and their implications.

Example Control 4: Dataset Modification Tracking
Description: Implement tracking mechanisms to monitor modifications made to datasets used by AI systems, including deletions and rectifications, ensuring transparency and accountability.
Examples of Effective Evidence: 
• Dataset modification logs that detail when, why, and how modifications were made, including approval records.
• Documentation of data governance policies outlining requirements for dataset changes.
• Reports analyzing the impact of dataset modifications on AI system performance and outcomes.
• Audit trails verifying compliance with data handling and modification protocols.

Example Control 5: Review and Continuous Improvement of Change Management Practices
Description: Regularly review and refine change management practices for AI systems based on lessons learned from previous changes, stakeholder feedback, and best practices.
Examples of Effective Evidence: 
• Reports summarizing findings from reviews of past change management processes, highlighting successes and areas for improvement.
• Updated process documentation reflecting changes made to improve the change management framework.
• Records of training sessions provided to personnel on improved change management practices.
• Action plans detailing changes implemented as a result of stakeholder and process review feedback.


Control Objective:

	Id
	Name
	Description

	MG-4.1.5
	Safety Metrics and Incident Response
	The organization defines, monitors, and refines safety metrics that reflect system reliability, robustness, and failure response times. Real-time monitoring capabilities are integrated into the system to identify deviations. Incident response plans include predefined mitigation steps, communication protocols, and post-incident reviews. Regular drills are conducted to ensure preparedness for AI-related safety incidents.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	At the minimal stage, organizations define simple reliability and failure metrics (e.g., uptime, false-positive rates) and establish low-friction detection (periodic checks or lightweight alerts) to catch obvious deviations. Incident plans can be scaled-down: predefined mitigation steps and communication paths for the small user base or internal teams, plus occasional tabletop exercises, provide preparedness without the full operational overhead required at higher adoption stages.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations consistently define, monitor, and refine safety metrics that reflect system reliability, robustness, and failure response times. Real-time monitoring capabilities are integrated into the system to identify deviations. Incident response plans include predefined mitigation steps, communication protocols, and post-incident reviews. Regular drills are conducted to ensure preparedness for AI-related safety incidents.

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously defining, monitoring, and refining safety metrics that reflect system reliability, robustness, and failure response times, with real-time monitoring capabilities integrated into the system to identify deviations based on data-driven insights. Incident response plans include dynamically updated mitigation steps, communication protocols, and post-incident reviews. Regular drills are conducted to ensure preparedness for AI-related safety incidents, with seamless integration into the organization's risk management and incident response frameworks, ensuring the highest level of proactive safety management and incident preparedness.



	AI Principle
	Risk Name
	Risk Statement

	Safe
	Lacking Safety Metrics
	Safety metrics and real-time monitoring for AI incidents are lacking



Implementation Guidelines: 

Define a set of safety metrics that reflect the AI system's reliability, robustness, and failure response times. Establish a process for monitoring and refining these metrics over time, based on real-world performance data and evolving industry best practices.

Integrate real-time monitoring capabilities into the AI system to identify deviations from expected performance and potential safety issues. Develop incident response plans that include predefined mitigation steps, communication protocols, and post-incident review processes. Conduct regular drills to ensure that all relevant personnel are prepared to respond effectively to AI-related safety incidents.

Establish a process for regularly reviewing and updating safety metrics, monitoring capabilities, and incident response plans based on lessons learned from real-world incidents and evolving best practices. Ensure that all relevant stakeholders are involved in this process and that any changes are communicated clearly and effectively.

Example Controls and Evidence: 

Example Control 1: Safety Metrics Development
Description: Establish and define a set of safety metrics that reflect system reliability, robustness, and failure response times, ensuring they align with organizational safety goals.
Examples of Effective Evidence: 
• Documentation outlining the defined safety metrics, including their definitions and calculation methods.
• Records of baseline performance levels for the safety metrics prior to AI system deployment.
• Reports detailing the rationale for selecting specific safety metrics based on risk assessments.
• Dashboards displaying real-time tracking of safety metrics and trends over time.

Example Control 2: Real-Time Monitoring Implementation
Description: Implement real-time monitoring capabilities within the AI system to identify deviations from established safety metrics and trigger alerts for potential issues.
Examples of Effective Evidence: 
• Technical documentation of the monitoring tools and systems used for real-time data collection.
• Logs of incidents triggered by real-time monitoring alerts, detailing response actions taken.
• Performance reports demonstrating the effectiveness of real-time monitoring in detecting deviations.
• Records of system adjustments made in response to findings from the real-time monitoring data.

Example Control 3: Incident Response Planning
Description: Develop comprehensive incident response plans that outline predefined mitigation steps, communication protocols, and processes for post-incident reviews related to AI safety incidents.
Examples of Effective Evidence: 
• Documented incident response plans, including step-by-step instructions for responding to various AI-related incidents.
• Communication protocols detailing how information regarding incidents will be disseminated to stakeholders.
• Records of post-incident review templates that capture lessons learned and recommendations for improvement.
• Approval records showing that incident response plans have been reviewed and accepted by relevant stakeholders.

Example Control 4: Regular Drill Execution
Description: Conduct regular drills to test the effectiveness of incident response plans and ensure preparedness for AI-related safety incidents across the organization.
Examples of Effective Evidence: 
• Drill schedules indicating frequency and types of incidents simulated during training exercises.
• Documentation of drill outcomes, including participant feedback and areas identified for improvement.
• Records of attendance and participation in drills by relevant personnel.
• Action plans formulated based on drill results, detailing improvements to be made in response protocols.

Example Control 5: Continuous Refinement of Safety Practices
Description: Establish processes for continuously reviewing and refining safety metrics, monitoring practices, and incident response strategies based on incident outcomes and evolving best practices.
Examples of Effective Evidence: 
• Records of regular review meetings discussing the effectiveness of safety practices and proposed improvements.
• Reports documenting changes made to safety metrics and incident response protocols in response to evaluations.
• Feedback forms from stakeholders regarding the clarity and effectiveness of safety measures.
• Documentation of best practices identified through industry research that are incorporated into organizational safety standards.


Control Objective:

	Id
	Name
	Description

	MG-4.1.6
	AI Incident Response and Recovery Procedures
	The organization implements AI-specific incident response and recovery procedures into existing organizational incident management processes, outlining steps for addressing system failures, security breaches, and other AI-related incidents while considering the unique characteristics of AI systems, and periodically reviews and updates these procedures based on lessons learned, emerging risks, and evolving industry practices.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for developing and integrating adaptive AI-specific incident response and recovery procedures into existing organizational incident management processes, with real-time outlining of steps for addressing system failures, security breaches, and other AI-related incidents based on the unique characteristics of AI systems. These procedures are continuously reviewed and updated based on lessons learned, emerging risks, and evolving industry practices, with seamless integration and proactive optimization based on data-driven insights.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated Recovery Procedures
	AI-specific incident response and recovery procedures are not integrated



Implementation Guidelines: 

Implement AI-specific incident response and recovery procedures that outline steps for addressing system failures, security breaches, and other AI-related incidents. Ensure that these procedures consider the unique characteristics of AI systems, such as their complexity, opacity, and potential for unintended consequences.

Integrate these AI-specific procedures into the organization's existing incident management processes, ensuring that they are aligned with overall incident response and recovery strategies. Regularly review and update these procedures based on lessons learned from past incidents, emerging risks, and evolving industry practices.

Example Controls and Evidence: 

Example Control 1: Development of AI Incident Response Procedures
Description: Establish AI-specific incident response procedures integrated into existing organizational incident management processes, detailing steps for effectively addressing system failures and security breaches.
Examples of Effective Evidence: 
• Documented incident response procedures specifically designed for AI-related incidents, outlining clear steps and responsibilities.
• Flowcharts illustrating the decision-making process for handling different types of AI incidents.
• Training materials provided to staff on the implementation of AI incident response procedures.
• Records of stakeholder approvals and reviews confirming the adequacy of the documented procedures.

Example Control 2: Integration with Existing Incident Management Processes
Description: Ensure that AI incident response procedures are seamlessly integrated into the organization's overall incident management framework, facilitating coordinated responses across functions.
Examples of Effective Evidence: 
• Documentation showing how AI incident response procedures align with existing organizational incident management protocols.
• Meeting minutes from discussions regarding the integration of AI-specific procedures into broader processes.
• Records of communication with other departments outlining roles and responsibilities during AI incidents.
• Reports demonstrating how incidents involving AI systems were managed in conjunction with standard incident response procedures.

Example Control 3: Periodic Review and Update of Procedures
Description: Conduct periodic reviews of AI incident response and recovery procedures to incorporate lessons learned, emerging risks, and evolving industry standards.
Examples of Effective Evidence: 
• Review schedules and agendas detailing when and how incident response procedures are evaluated.
• Documentation of changes made to procedures following review sessions, including rationale for updates.
• Records of stakeholder feedback incorporated into revised incident response procedures.
• Audit trails reflecting previous versions of incident response procedures and documented changes over time.

Example Control 4: Training and Awareness for Incident Response
Description: Provide regular training and awareness programs for relevant personnel on AI incident response and recovery procedures to ensure effective incident management.
Examples of Effective Evidence: 
• Training materials covering AI incident response procedures, emphasizing unique characteristics and challenges.
• Attendance records for training sessions conducted for team members involved in incident management.
• Feedback surveys from participants assessing the effectiveness and clarity of the training provided.
• Documentation of competency assessments demonstrating an understanding of AI incident management among staff.

Example Control 5: Incident Tracking and Analysis
Description: Implement tracking mechanisms for AI incidents to analyze response effectiveness, identify patterns, and inform future improvements in incident response procedures.
Examples of Effective Evidence: 
• Incident logs documenting all AI-related incidents, including response actions taken and their outcomes.
• Reports analyzing incident data to identify trends and areas for improvement in incident management.
• Records of lessons learned sessions focused on discussions of incident handling effectiveness and outcomes.
• Recommendations for process improvements based on analyses of tracked incidents and stakeholder feedback.
[bookmark: _Toc214874824]MANAGE / Ongoing Risk Response / Continuously Improving AI Systems 

Control Objective:

	Id
	Name
	Description

	MG-4.2.1
	Content Lineage and Provenance Training
	The organization establishes an ongoing program to evaluate the ability of operators and end users to understand content lineage, origin, and provenance information related to the AI system. The organization evaluates the adequacy of existing training and adapts training and certification programs to address identified gaps.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations have AI that is embedded in critical functions and internal model development, so comprehensive operator and user comprehension of content provenance is essential for legal, safety, and auditability requirements; ongoing evaluation and certification programs ensure enterprise-wide competency. Continuously updating training to address identified gaps supports compliance, incident response, and reliable decision-making across interconnected systems.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unevaluated User Understanding
	Operator and user understanding of content provenance is not evaluated



Implementation Guidelines: 

Evaluate the ability of operators and end-users to understand content lineage, origin, and provenance information related to the AI system, and adapt training and certification programs to address identified gaps. Conduct assessments or surveys to gauge the level of understanding and awareness among these stakeholders regarding the sources, quality, and potential biases of the data and algorithms used to train and operate the AI system. 

Identify areas where knowledge or skills are insufficient and develop targeted training modules or resources to address gaps. Incorporate this content into the overall training and certification programs for the AI system, ensuring that relevant stakeholders have or acquire the necessary knowledge and skills to interpret and act upon content lineage, origin, and provenance information in a responsible and informed manner.
Regularly review and update these training programs to ensure they remain effective and relevant as the AI system and its data sources evolve over time.

Example Controls and Evidence: 

Example Control 1: Content Lineage and Provenance Training Program
Description: Develop a comprehensive training program focused on content lineage, origin, and provenance information, ensuring that operators and end users are equipped with the necessary knowledge and skills.
Examples of Effective Evidence: 
• Training materials and presentations specifically designed for content lineage and provenance training.
• Course outlines detailing topics covered, learning objectives, and expected outcomes for participants.
• Attendance records of personnel participating in the training program.
• Feedback forms completed by participants assessing the quality and effectiveness of the training.

Example Control 2: Evaluation of Training Effectiveness
Description: Conduct regular evaluations of the training program's effectiveness by assessing participants' understanding of content lineage and provenance concepts before and after training sessions.
Examples of Effective Evidence: 
• Pre- and post-training assessment scores demonstrating changes in participant knowledge regarding content lineage and provenance.
• Feedback surveys analyzing participant perceptions of the training's relevance and clarity.
• Records of follow-up evaluations assessing participants' ability to apply learned concepts in real-world scenarios.
• Documentation of any adjustments made to training based on evaluation findings.

Example Control 3: Gap Analysis of Existing Training Programs
Description: Perform gap analyses of existing training and certification programs to identify areas needing enhancement regarding content lineage, origin, and provenance information.
Examples of Effective Evidence: 
• Gap analysis reports detailing deficiencies in current training methods and content related to content lineage and provenance.
• Comparisons of current training programs against best practices or industry standards for lineage and provenance education.
• Stakeholder feedback summaries identifying perceived gaps in training and certification.
• Documentation of planned improvements or modifications to address identified gaps in training.

Example Control 4: Certification and Competency Verification
Description: Establish a certification process for operators and end users that evaluates their competencies in understanding content lineage and provenance, ensuring accountability and expertise in handling AI systems.
Examples of Effective Evidence: 
• Certification criteria and testing materials that assess knowledge of content lineage and provenance concepts.
• Records of earned certifications by personnel, including issue dates and competencies measured.
• Documentation of assessment results for each participant completing the certification process.
• Feedback from certified personnel on the certification process and its applicability to their roles.

Example Control 5: Continuous Training Program Refinement
Description: Implement a process for the continuous refinement of the training and certification programs based on participant feedback, evolving industry practices, and emerging challenges in content lineage and provenance.
Examples of Effective Evidence: 
• Updates to training materials reflecting the latest best practices and industry standards in content lineage and provenance.
• Records of periodic reviews conducted to assess the relevance and effectiveness of training programs.
• Documentation of participant feedback used to inform changes or enhancements to training programs.
• Action plans outlining upcoming revisions to the training curriculum based on lessons learned and industry developments.


Control Objective:

	Id
	Name
	Description

	MG-4.2.2
	Stakeholder Engagement for Improvement
	The organization regularly engages a wide range of stakeholders (e.g., users, domain experts, affected communities, other relevant AI stakeholders) to gather feedback and insights on the performance, impacts, and potential improvements of its AI systems.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for continuously engaging a broad range of stakeholders to gather feedback and insights on the performance, impacts, and potential improvements of their AI systems in real-time, with proactive outreach and seamless integration of stakeholder input into the continual improvement process based on data-driven insights and collaborative efforts.



	AI Principle
	Risk Name
	Risk Statement

	Fair
	Insufficient Stakeholder Engagement
	Stakeholder engagement on AI performance and impacts is insufficient



Implementation Guidelines: 

Regularly engage a broad range of stakeholders, such as users, domain experts, affected communities, and other relevant AI stakeholders, to gather feedback and insights on the performance, impacts, and potential improvements of AI systems. Establish clear channels and processes for soliciting and capturing stakeholder input, such as surveys, focus groups, or advisory committees.

Develop specific procedures for incorporating stakeholder feedback into the continual improvement process, including criteria for prioritizing feedback based on its relevance and potential impact, protocols for validating and acting on feedback, and requirements for documenting and communicating how feedback has been addressed. Ensure that these procedures are designed to promote transparency, accountability, and inclusivity in the improvement process.

Regularly review and update the organization's resource allocation for AI risk management, considering changes in the AI system's performance, risk profile, operational context, and evolving industry standards. Establish a schedule for conducting these reviews, taking into account the complexity and criticality of the AI system, as well as the pace of change in its operating environment.

Assign responsibility for conducting these reviews to a designated individual or team, and ensure that they have the necessary expertise and resources to effectively carry out this task. Establish a process for communicating the results of these reviews to relevant stakeholders and for making necessary adjustments to resource allocation based on the findings.

Example Controls and Evidence: 

Example Control 1: Stakeholder Feedback Collection Process
Description: Establish a structured process for collecting feedback from a wide range of stakeholders, ensuring that insights on AI system performance, impacts, and potential improvements are captured systematically.
Examples of Effective Evidence: 
• Documentation outlining the feedback collection methods used, such as surveys, interviews, or focus groups.
• Records of stakeholder engagement sessions, including attendance, agendas, and discussion points.
• Summaries of feedback gathered from stakeholders, highlighting key themes and areas for improvement.
• Communications materials shared with stakeholders explaining how their feedback will be utilized in the improvement process.

Example Control 2: Stakeholder Participation Documentation
Description: Maintain comprehensive records of stakeholder involvement in feedback sessions, documenting contributions, insights, and recommendations received during engagements.
Examples of Effective Evidence: 
• Logs of stakeholder participation in feedback sessions, including names, roles, and affiliations.
• Detailed minutes or notes from each engagement session documenting feedback and suggestions.
• Records of how stakeholder feedback was analyzed and incorporated into decision-making processes.
• Reports summarizing the outcomes of stakeholder engagement related to AI system improvements.

Example Control 3: Regular Performance Review Meetings
Description: Schedule and conduct regular performance review meetings with stakeholders to discuss AI system performance, gather insights, and address any concerns or suggestions for improvement.
Examples of Effective Evidence: 
• Meeting agendas and minutes documenting discussions on AI performance and stakeholder insights.
• Attendance records for stakeholders participating in performance review meetings.
• Action items resulting from meetings that specify improvements to be made based on stakeholder feedback.
• Evaluation reports showing how stakeholder input has influenced ongoing AI system performance management.

Example Control 4: Continuous Feedback Mechanism
Description: Implement ongoing mechanisms for stakeholders to provide feedback on AI systems, ensuring that insights are gathered continuously and not just during scheduled sessions.
Examples of Effective Evidence: 
• Established channels for ongoing feedback collection (e.g., online platforms, suggestion boxes) accessible to all stakeholders.
• Documentation of feedback received through these continuous mechanisms, organized by themes or categories.
• Records of periodic reviews of continuous feedback data to identify emerging issues or requests.
• Reports outlining changes made to AI systems in response to ongoing stakeholder feedback.

Example Control 5: Integration of Stakeholder Insights into Improvement Plans
Description: Integrate stakeholder insights and feedback into the organization’s AI system improvement plans to ensure that enhancements are aligned with the needs and expectations of users and affected communities.
Examples of Effective Evidence: 
• Action plans that reflect stakeholder suggestions and outline specific improvements to be implemented in AI systems.
• Records of decisions made based on stakeholder input, including justification for selected enhancements.
• Documentation of stakeholder review sessions where proposed improvements based on their insights are discussed and validated.
• Performance metrics showing the effects of implemented changes based on stakeholder feedback on overall system effectiveness.


Control Objective:

	Id
	Name
	Description

	MG-4.2.3
	Feedback Integration and Continuous Improvement
	The organization integrates feedback from AI stakeholders and insights from independent oversight into the AI system’s development, deployment, monitoring, and TEVV processes, facilitating effective implementation, user acceptance testing, ongoing monitoring, evaluation, and optimization of AI systems throughout their lifecycle. This integration ensures that measurement data and stakeholder feedback directly inform decisions, enhance system performance, and promote trustworthiness. The framework is designed to support continuous improvements driven by data-driven insights and stakeholder perspectives, ensuring that changes meet user needs and operate as intended.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI systems drive critical decisions and internal model development, requiring formal pipelines to ingest feedback and oversight insights into all lifecycle activities. This integration ensures that improvements and mitigations are consistently implemented and verified, supporting enterprise-wide traceability, accountability, and sustained user trust. Organizations at this stage have advanced, automated processes for the continual improvement of AI systems, with dynamic, data-driven, and measurable activities and metrics for assessing system performance, trustworthiness, and alignment with organizational values in real-time. They proactively engage a wide range of stakeholders to gather feedback and insights on the performance, impacts, and potential improvements of their AI systems, enabling seamless integration and optimization based on evolving needs and collaborative efforts.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unintegrated Feedback / Lack of Stakeholder Input Consideration
	Feedback and independent oversight are not integrated into TEVV processes, and the continuous improvement efforts do not consider  stakeholder input



Implementation Guidelines: 

Establish clear roles and responsibilities for incorporating feedback and oversight insights into the AI system’s lifecycle, including stakeholders such as system owners, developers, risk management teams, and external oversight bodies. Develop a standardized process for reviewing, prioritizing, and tracking feedback and oversight recommendations based on potential impact, feasibility, and alignment with organizational goals and values. Define specific procedures for collecting, analyzing, and documenting measurement data and stakeholder feedback, supporting ongoing system enhancements aligned with organizational values and overall quality management strategies.  

Establish clear timelines and milestones for implementing approved recommendations, assigning ownership and accountability for each action item. Regularly monitor and report on the progress of implementation, using quantitative and qualitative metrics to assess the effectiveness and impact of each improvement or risk mitigation measure. Validate the changes through ongoing testing, evaluation, and monitoring, with a focus on user acceptance testing involving relevant stakeholders to ensure the changes meet user needs and operate as intended. Engage independent oversight to provide an objective assessment of their effectiveness and potential unintended consequences. 

Communicate the process and results to relevant stakeholders—including AI stakeholders and oversight bodies—to demonstrate the organization’s commitment to continuous improvement and responsible AI development and deployment. Document all improvement activities, feedback, oversight insights, and testing outcomes in a centralized repository, ensuring it is regularly reviewed and updated as the AI system evolves or new insights emerge. This comprehensive approach promotes ongoing, data-driven, and stakeholder-informed enhancements to AI systems throughout their lifecycle.

Example Controls and Evidence: 

Example Control 1: Structured Feedback Collection Framework
Description: Establish a structured framework for collecting feedback from AI stakeholders throughout the AI system's development and deployment to facilitate multidisciplinary input into process improvements.
Examples of Effective Evidence: 
• Documentation outlining the methods and channels used for collecting stakeholder feedback (e.g., surveys, interviews, focus groups).
• Collection logs that detail the feedback received, categorized by source and themes.
• Meeting minutes or reports summarizing insights gathered during feedback sessions with stakeholders.
• Records of stakeholder communications regarding how their feedback will inform future decisions.

Example Control 2: Integration of Stakeholder Input in Development Processes
Description: Integrate stakeholder feedback and independent oversight insights into the AI system development processes, ensuring that all perspectives are considered during system enhancement.
Examples of Effective Evidence: 
• Documentation showing how stakeholder feedback has been incorporated into development priorities and project plans.
• Version-controlled change logs indicating revisions made based on stakeholder recommendations.
• Reports highlighting changes made to the AI system development process in response to external insights.
• Confirmation from stakeholders indicating their perspectives were duly considered in development decisions.

Example Control 3: Continuous Monitoring and Evaluation Mechanisms
Description: Implement continuous monitoring and evaluation mechanisms to assess AI system performance, ensuring ongoing integration of feedback for system optimization throughout the lifecycle.
Examples of Effective Evidence: 
• Monitoring dashboards displaying real-time performance metrics and feedback data from users and stakeholders.
• Evaluation reports assessing the effectiveness of AI systems based on monitoring data and stakeholder feedback.
• Documentation of internal audits that review the effectiveness of continuous monitoring processes.
• Records showing how monitoring insights have led to prompt adjustments or enhancements in system performance.

Example Control 4: Data-Driven Decision-Making Processes
Description: Establish processes that ensure measurement data and stakeholder feedback directly inform decision-making related to AI system improvements and risk management.
Examples of Effective Evidence: 
• Decision-making frameworks that outline how data and feedback are used to prioritize system updates and changes.
• Documentation of meetings where data analysis and stakeholder feedback informed major decisions on system enhancements.
• Action plans specifying changes made to the AI system based on data-driven insights and rationale behind those decisions.
• Records of stakeholder reviews validating the alignment of system changes with their input.

Example Control 5: Continuous Improvement Documentation
Description: Regularly document and communicate the outcomes of feedback integration and continuous improvement efforts to maintain transparency and build trust among stakeholders.
Examples of Effective Evidence: 
• Reports that summarize how stakeholder feedback has shaped AI system improvements over time.
• Documentation of lessons learned from feedback processes that inform ongoing enhancements.
• Meeting records showing discussions on progress made in incorporating feedback into AI system development.
• Communication materials such as newsletters or updates sent to stakeholders detailing changes made in response to their insights.
[bookmark: _Toc214874825]MANAGE / Ongoing Risk Response / Responding to Incidents 

Control Objective:

	Id
	Name
	Description

	MG-4.3.1
	System-Specific Incident Processes
	The organization develops and maintains incident response and recovery processes specific to each AI system, tailored to the system's unique characteristics, potential risks, and operational context. These processes are integrated with existing procedures where practical and include designated roles and responsibilities for key stakeholders. The incident response and recovery processes are regularly reviewed and updated based on actual incidents, simulated scenarios, system performance data, and emerging industry practices, ensuring they remain effective and relevant in addressing the distinct needs of each AI system.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for developing and maintaining adaptive incident response and recovery processes specific to each AI system, with real-time tailoring to the system's unique characteristics, potential risks, and operational context based on data-driven insights. These processes are continuously reviewed and updated based on actual incidents, simulated scenarios, system performance data, and emerging industry practices, with seamless integration and optimization based on evolving needs and proactive risk management.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Untailored Recovery Processes
	Incident response and recovery processes are not tailored per AI system



Implementation Guidelines: 

Develop and maintain incident response and recovery processes specific to each AI system, tailored to the system's unique characteristics, potential risks, and operational context. These processes should be designed to minimize the impact of incidents on the organization and its stakeholders, and to ensure timely and effective recovery and restoration of normal operations.

Regularly review and update AI system-specific incident response processes based on actual incidents, simulated scenarios, system performance data, and emerging industry practices. Engage relevant stakeholders, such as system owners, users, and subject matter experts, in the review process to ensure that processes remain relevant and effective.

Ensure that AI system-specific incident response processes are properly integrated with the organization's overall incident management framework, and that there are clear protocols for escalation, communication, and coordination between system-level and organization-level incident response teams.

Example Controls and Evidence: 

Example Control 1: Development of System-Specific Incident Response Plans
Description: Create tailored incident response and recovery plans for each AI system, reflecting their unique characteristics, operational context, and potential risks.
Examples of Effective Evidence: 
• Documentation of incident response plans for each AI system, outlining specific procedures and protocols.
• Risk assessments that inform the tailored approaches in the incident response plans.
• Records of stakeholder reviews and feedback sessions on the adequacy of the response plans.
• Flowcharts illustrating the incident response process specific to each AI system, highlighting unique steps and considerations.

Example Control 2: Integration with Existing Incident Management Procedures
Description: Ensure that AI system incident response processes are integrated with existing organizational incident management procedures to streamline incident handling.
Examples of Effective Evidence: 
• Documentation detailing how AI-specific incident processes align with broader organizational incident management frameworks.
• Records of cross-functional meetings discussing the integration of AI incident processes into existing procedures.
• Communication logs reflecting updates shared with personnel regarding the integration of procedures.
• Compliance checklists confirming alignment of AI incident processes with organizational policies.

Example Control 3: Designation of Roles and Responsibilities
Description: Establish and document clear roles and responsibilities for key stakeholders involved in incident response and recovery processes related to AI systems.
Examples of Effective Evidence: 
• Responsibility matrices delineating specific roles and responsibilities for stakeholders during AI incident responses.
• Job descriptions that outline the expectations and duties related to incident management for involved team members.
• Records of training sessions conducted to ensure stakeholders understand their roles in incident response.
• Approval records demonstrating that all stakeholders have acknowledged and accepted their assigned responsibilities.

Example Control 4: Regular Review and Update of Incident Response Processes
Description: Conduct regular reviews of incident response and recovery processes to incorporate lessons learned, incident data, and emerging industry practices, ensuring these processes remain relevant and effective.
Examples of Effective Evidence: 
• Review schedules detailing when incident response processes are evaluated and updated.
• Reports summarizing findings from reviews, including recommendations for improvements to the response plans.
• Logs of meetings discussing changes made to incident response processes based on actual incidents and lessons learned.
• Documentation of training or workshops carried out to communicate updates to incident response processes.

Example Control 5: Simulated Incident Scenarios for Testing
Description: Implement simulated incident scenarios to test the effectiveness of incident response plans for AI systems, ensuring readiness for actual events and identifying areas for improvement.
Examples of Effective Evidence: 
• Documentation of simulation exercises, including scenarios conducted, participants involved, and outcomes observed.
• After-action reports evaluating the performance of the incident response team during simulations, including identified gaps and strengths.
• Action items derived from simulation exercises detailing improvements to be made in response protocols.
• Records of stakeholder feedback on the effectiveness of the simulation exercises and insights for future training.


Control Objective:

	Id
	Name
	Description

	MG-4.3.2
	Centralized Incident Repository and Analysis
	The organization maintains a centralized database for tracking AI system incidents and errors, including details on the nature of incidents, potential impact, affected parties, and response steps taken, and analyzes this data across all its AI systems to identify common errors, trends, and patterns, enabling proactive risk management and continuous improvement of AI incident response processes.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for maintaining a dynamic, real-time centralized database for tracking AI system incidents and errors, with comprehensive details on the nature of incidents, potential impact, affected parties, and response steps taken continuously updated based on data-driven insights. This data is proactively analyzed across all AI systems to identify common errors, trends, and patterns, with seamless integration and optimization of proactive risk management and continuous improvement of AI incident response processes based on evolving needs and emerging best practices.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Incomplete Incident Tracking
	Centralized incident tracking and analysis across AI systems are incomplete or absent



Implementation Guidelines: 

Maintain a centralized database for tracking AI system incidents and errors, including details on the nature of incidents, potential impact, affected parties, and response steps taken. Ensure that this database is properly secured, maintained, and accessible to authorized personnel.

Regularly analyze incident data across all AI systems to identify common errors, trends, and patterns. Use this analysis to inform proactive risk management efforts, such as identifying potential vulnerabilities, prioritizing risk mitigation strategies, and allocating resources to high-risk areas.

Leverage incident data analysis to continuously improve AI incident response processes, such as by identifying opportunities for automation, streamlining communication channels, or enhancing training and awareness programs. Ensure that improvements are properly documented, communicated, and integrated into the organization's overall incident management framework.

Example Controls and Evidence: 

Example Control 1: Centralized Incident Database Implementation
Description: Establish and maintain a centralized database for tracking AI system incidents and errors, ensuring comprehensive documentation for each incident, including details on nature, impact, affected parties, and response steps taken.
Examples of Effective Evidence: 
• Documentation of the design and structure of the centralized incident database, including data fields and types of incidents recorded.
• Regularly updated records within the database showing all reported incidents and the details associated with each.
• Access logs indicating who is managing and updating the incident database.
• Reports generated from the database summarizing incidents by type, frequency, and impact.

Example Control 2: Data Analysis for Incident Insights
Description: Analyze data collected in the centralized incident database to identify common errors, trends, and patterns across all AI systems, enabling proactive risk management.
Examples of Effective Evidence: 
• Analytical reports detailing trends and patterns revealed through data analysis of incident records.
• Visual representations (charts or graphs) exhibiting common errors and their frequency across AI systems.
• Comparative analyses showing the correlation between incident types and system performance issues.
• Documentation of data analysis methodologies employed, including statistical tools and techniques used.

Example Control 3: Incident Response Review and Improvement
Description: Regularly evaluate incident response actions documented in the centralized database to identify areas of improvement and implement enhancements to incident management practices.
Examples of Effective Evidence: 
• Records of review meetings discussing the effectiveness of past incident responses and identified areas for improvement.
• Action plans outlining steps taken to enhance incident response protocols based on evaluations conducted.
• Feedback collected from incident response team members regarding the adequacy of response measures and lessons learned.
• Documentation of modifications made to incident response procedures as a result of review findings.

Example Control 4: Stakeholder Communication and Reporting
Description: Develop a process for regularly communicating findings from incident analysis to stakeholders, fostering transparency and collaboration in risk management efforts.
Examples of Effective Evidence: 
• Reports shared with stakeholders detailing the outcomes of incident analysis and any identified trends.
• Meeting minutes from stakeholder discussions where incident reports and strategies were presented and reviewed.
• Communication logs showing the distribution of incident analysis reports to relevant parties.
• Feedback forms from stakeholders evaluating the clarity and helpfulness of the communicated incident findings.

Example Control 5: Continuous Improvement Processes
Description: Establish continuous improvement processes that leverage insights from incident data analysis to refine AI incident response strategies and enhance overall system reliability.
Examples of Effective Evidence: 
• Documented continuous improvement action plans that outline initiatives derived from incident data analyses.
• Records of workshops or training sessions conducted to disseminate lessons learned from incident analysis to team members.
• Metrics comparing incident occurrences and response effectiveness before and after implementing improvements.
• Documentation illustrating how changes made based on incident analysis have enhanced system performance or reduced future incidents.


Control Objective:

	Id
	Name
	Description

	MG-4.3.3
	Incident Communication and Reporting
	The organization responds to, recovers from, and communicates AI system incidents and errors to relevant AI stakeholders, including affected communities, in a timely, transparent, and accessible manner, with defined roles and responsibilities for incident management, escalation, and communication.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have advanced, automated processes for responding to, recovering from, and communicating AI system incidents and errors to relevant AI stakeholders, including affected communities, in real-time, with dynamic, data-driven approaches that ensure timely, transparent, and accessible communication based on evolving needs and insights. Roles and responsibilities for incident management, escalation, and communication are seamlessly integrated into organizational processes and culture, ensuring proactive and effective action when necessary.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Delayed Incident Actions
	Incident communication and recovery actions are delayed or nontransparent



Implementation Guidelines: 

Establish clear and well-documented processes for responding to, recovering from, and communicating AI system incidents and errors to relevant AI stakeholders, including affected communities. These processes should be designed to ensure timely, transparent, and accessible communication, and should clearly define roles and responsibilities for incident management, escalation, and communication.

Develop specific procedures for each stage of the incident response process, including incident detection and identification, initial response and containment, investigation and diagnosis, recovery and remediation, and post-incident review and learning. Ensure that these procedures are aligned with the organization's overall incident management framework and best practices.

Provide training and resources to ensure that all relevant personnel are equipped to effectively execute their roles and responsibilities in the incident response process. Regularly review and update the incident response processes and documentation to ensure they remain effective and aligned with evolving risks and organizational needs.

Example Controls and Evidence: 

Example Control 1: Incident Communication Protocols
Description: Establish clear protocols for responding to and communicating AI system incidents and errors to relevant AI Stakeholders and affected communities, ensuring timely and consistent information flow.
Examples of Effective Evidence: 
• Documented incident communication protocols outlining procedures and timelines for reporting incidents.
• Communication templates for different incident types, ensuring clarity and consistency in messaging.
• Records of communications sent to stakeholders during past incidents, including timestamps and content.
• Feedback from stakeholders regarding the clarity and effectiveness of incident communication.

Example Control 2: Defined Roles and Responsibilities
Description: Clearly define roles and responsibilities for personnel involved in incident management, escalation, and communication to ensure efficient handling of AI system incidents.
Examples of Effective Evidence: 
• RACI (Responsible, Accountable, Consulted, Informed) charts outlining roles related to incident management and communication procedures.
• Job descriptions highlighting specific duties and expectations for team members involved in incident response.
• Training materials used to ensure all personnel understand their responsibilities during incidents.
• Records of training sessions conducted to clarify roles and responsibilities for incident management.

Example Control 3: Timeliness of Incident Responses
Description: Implement processes to ensure timely response and communication following AI system incidents, with defined escalation paths for urgent situations.
Examples of Effective Evidence: 
• Logs tracking the time taken from incident detection to initial communication with stakeholders.
• Records of incidents and their categorizations to determine urgency and appropriate response protocols.
• Documentation detailing the escalation paths for different types of incidents to ensure prompt action.
• Feedback from internal teams assessing the timeliness of incident responses and any challenges faced.

Example Control 4: Accessibility of Incident Information
Description: Ensure that all communicated incident information is presented in an accessible manner for multidisciplinary audiences, including non-technical stakeholders and affected communities.
Examples of Effective Evidence: 
• Records of communications tailored to different audiences, demonstrating language adjustments for clarity.
• Assessment reports evaluating the effectiveness of incident communication in reaching all relevant stakeholders.
• Samples of user-friendly incident summaries or infographics used during incidents.
• Feedback surveys from stakeholders regarding their understanding of incident information provided.

Example Control 5: Post-Incident Review and Continuous Improvement
Description: Conduct post-incident reviews to evaluate the effectiveness of the communication and response strategies, incorporating lessons learned to improve future incident management processes.
Examples of Effective Evidence: 
• Documented post-incident review reports that summarize findings, including communication effectiveness and response times.
• Action items developed from review meetings that outline improvements to be implemented in the incident response process.
• Feedback collected from stakeholders regarding the handling of the incident and communication provided.
• Records of updates made to incident response protocols based on lessons learned from past incidents.


Control Objective:

	Id
	Name
	Description

	MG-4.3.4
	Incident Response and Recovery Updates
	The organization regularly reviews, tests, and updates its incident response and recovery procedures to maintain their effectiveness and alignment with industry best practices, regulatory requirements, and organizational risk management policies.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	--
	N/A

	Stage 3: Evolving
	--
	N/A

	Stage 4: Embedded
	Yes
	Organizations at the embedded stage have AI embedded in critical business functions and internal model development, so incident response and recovery must be enterprise-grade and continuously improved to protect safety, continuity, and compliance. Frequent testing, post-incident reviews, and updates ensure procedures remain effective across complex, interdependent systems and meet evolving regulatory and risk-management requirements.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unreviewed Response Procedures
	Incident response procedures are not regularly reviewed, tested, or updated



Implementation Guidelines: 

Regularly review, test, and update the organization's incident response and recovery procedures to maintain their effectiveness and alignment with industry best practices, regulatory requirements, and organizational risk management policies. Conduct periodic audits and assessments to identify gaps or weaknesses in the procedures, and develop action plans to address them.

Engage relevant stakeholders, such as business unit leaders, technical experts, and risk management professionals, in the review and testing process to ensure that the procedures are practical, effective, and well-understood. Document the results of these reviews and tests, and use them to inform continuous improvement efforts.

Example Controls and Evidence: 

Example Control 1: Regular Review Schedule for Incident Response Procedures
Description: Establish and maintain a regular review schedule for incident response and recovery procedures to ensure they remain effective and aligned with industry best practices and regulatory requirements.
Examples of Effective Evidence: 
• Documentation of the review schedule, including dates and participants involved in each review session.
• Meeting minutes from review sessions detailing discussions, decisions, and changes made to incident response procedures.
• Summary reports documenting the outcomes of each review, including updates made and justifications for those changes.
• Records of stakeholders involved in the review process, indicating contributions and feedback received.

Example Control 2: Testing of Incident Response Procedures
Description: Conduct regular tests of incident response and recovery procedures, simulating various incident scenarios to evaluate their effectiveness and identify areas for improvement.
Examples of Effective Evidence: 
• Documentation of test plans that outline scenarios, objectives, participants, and procedures used during testing.
• Reports summarizing the results of incident response tests, including performance metrics and areas identified for improvement.
• Feedback collected from participants regarding the realism and effectiveness of the test scenarios.
• Action plans created to address any identified deficiencies or gaps in the incident response procedures after testing.

Example Control 3: Alignment with Regulatory Requirements
Description: Ensure that incident response and recovery procedures are updated regularly to reflect changes in regulatory requirements and compliance standards relevant to incident management.
Examples of Effective Evidence: 
• Documentation of regulatory requirements that impact incident response procedures, highlighting specific changes made to ensure compliance.
• Records of audits assessing compliance with regulatory standards in incident management practices.
• Meeting notes from discussions regarding regulatory updates and their implications for incident response procedures.
• Approval logs indicating that updated procedures have been reviewed and accepted by compliance or oversight teams.

Example Control 4: Integration of Industry Best Practices
Description: Integrate industry best practices into incident response and recovery procedures, ensuring that the organization adapts to evolving standards in incident management.
Examples of Effective Evidence: 
• Documentation of best practices and benchmarking studies conducted to determine performance relative to industry standards.
• Records of updates made to incident response procedures based on recommendations from industry expert consultations.
• Reports detailing how new best practices have been implemented within incident response strategies.
• Feedback from incident management teams on the applicability and effectiveness of best practices adopted.

Example Control 5: Continuous Improvement Documentation
Description: Maintain comprehensive documentation of all updates made to incident response and recovery procedures, including lessons learned from incidents and testing, to support ongoing improvement.
Examples of Effective Evidence: 
• Change logs reflecting the history of modifications made to incident response documents, including dates and rationale.
• Records of post-incident reviews capturing lessons learned and recommendations for future enhancements.
• Documentation of communication to stakeholders regarding changes made to incident response strategies.
• Metrics showing the effectiveness of improvements implemented in response to past incidents.


Control Objective:

	Id
	Name
	Description

	MG-4.3.5
	Authorized Information Sharing and Lessons Learned
	The organization actively shares authorized information regarding its AI risk identification approaches and lessons learned through publications, conferences, and industry forums. This sharing fosters transparency, trust, and the collective advancement of AI risk management practices among industry, regulators, and affected stakeholders. All shared information is consistent with regulatory obligations and organizational confidentiality policies, ensuring that specific determinations are made regarding what can and cannot be shared. The focus is on conveying lessons learned rather than disclosing specific incident details, thereby maintaining compliance while promoting collaborative improvement in AI risk management.

Link to NIST AI RMF Playbook



Adoption Stage Applicability: 

	Adoption Stage
	Applicability
	Rationale

	Stage 1: Initial
	--
	N/A

	Stage 2: Minimal
	Yes
	Organizations at the minimal stage generally avoid broad public disclosures of AI incidents or detailed risk methodologies because their AI use is limited, non-external facing, and non-critical. However, selective, low-risk sharing (high-level lessons learned, anonymized case studies, or internal industry forum summaries) can be useful for building reputation and learning without exposing sensitive details or incurring undue regulatory or reputational risk.

	Stage 3: Evolving
	Yes
	At the evolving stage, organizations are engaging external users and handling sensitive data, so sharing risk identification approaches and lessons learned with industry peers and regulators helps build credibility, surface practical mitigations, and contribute to sector-wide best practices. Public dissemination supports transparency and trust while informing others before the organization scales to critical functions.

	Stage 4: Embedded
	Yes
	At the embedded stage, organizations' AI is embedded in critical functions and internal model development, so proactive external sharing of incident reports, methodologies, and remediation outcomes demonstrates accountability to regulators and stakeholders and drives collective improvements in governance. Participation in conferences and forums also shapes regulatory expectations and industry standards, aligning the organization’s enterprise-grade practices with broader systemic resilience.



	AI Principle
	Risk Name
	Risk Statement

	Accountable & Transparent
	Unshared or Unauthorized Sharing of Lessons Learned
	Authorized lessons learned and incident reports are not effectively shared



Implementation Guidelines: 

Develop and implement mechanisms for sharing authorized information regarding AI risk identification approaches, lessons learned, and incident reports both internally and with the broader AI community. This includes publishing insights, best practices, and challenges through reputable outlets such as academic journals, industry forums, and conferences, ensuring that shared information is appropriately anonymized and compliant with organizational confidentiality policies while excluding sensitive data. Document these knowledge-sharing activities comprehensively, noting the outlets used, the information shared, and any resulting collaboration or feedback opportunities.

Establish a transparent public reporting mechanism to communicate significant AI system incidents, errors, and lessons learned with relevant industry bodies, regulatory authorities, peer organizations, and affected communities and stakeholders as appropriate. Develop clear criteria and thresholds—such as severity, regulatory requirements, and reputational considerations—for when and how to report incidents externally. Implement procedures, including templates, review protocols, and confidentiality protections, to ensure consistent, transparent, and timely communication. Regularly review and update this external incident reporting process based on stakeholder feedback, regulatory changes, and industry best practices to maintain effectiveness and trust, focusing on the sharing of lessons learned rather than specific incident details.

Encourage active participation in industry initiatives and collaborations aimed at advancing responsible AI practices. Share authorized experiences, insights, and lessons learned to contribute to the collective knowledge base, and seek opportunities to learn from others’ work in this space. This approach fosters transparency, accountability, and continuous improvement across the AI risk management ecosystem while ensuring compliance with regulatory obligations and organizational confidentiality policies.

Example Controls and Evidence: 

Example Control 1: Authorized Information Sharing Protocols
Description: Establish clear protocols for sharing authorized information related to AI risk identification and lessons learned, ensuring compliance with regulatory obligations and organizational confidentiality policies.
Examples of Effective Evidence: 
• Documentation of information sharing protocols detailing what can and cannot be disclosed.
• Records of training sessions for employees on compliance requirements related to information sharing.
• Approval logs showing that shared information has been vetted and authorized before dissemination.
• Communication templates used for sharing information that demonstrate adherence to protocols.

Example Control 2: Regular Contributions to Industry Forums
Description: Actively participate in industry forums, conferences, and publications to share insights on AI risk management practices and lessons learned from incidents.
Examples of Effective Evidence: 
• Records of participation in industry conferences or forums, including presentations given and papers published.
• Documentation of submitted abstracts or articles for publication that outline shared insights or lessons learned.
• Feedback received from conference participants or readers regarding the relevance and quality of shared information.
• Lists of collaborations with other organizations and stakeholders during presentations or workshops.

Example Control 3: Lessons Learned Documentation
Description: Maintain thorough documentation of lessons learned from AI risk identification processes and incidents, focusing on insights rather than specific incident details to protect confidential information.
Examples of Effective Evidence: 
• Compiled reports summarizing key lessons learned from past incidents and risk assessments.
• Records of meetings or workshops where lessons learned are documented and discussed.
• Action items arising from lessons learned that outline follow-up actions to improve risk management practices.
• Feedback logs indicating how the lessons learned have influenced organizational practices or strategies.

Example Control 4: Stakeholder Engagement and Feedback Mechanism
Description: Implement mechanisms for gathering stakeholder feedback on shared information and lessons learned, fostering transparency and collaborative improvement in AI risk management.
Examples of Effective Evidence: 
• Surveys or feedback forms distributed to stakeholders following information sessions to assess effectiveness and utility.
• Records of feedback sessions or focus groups held to discuss shared insights with stakeholders.
• Documentation of adjustments made to information sharing practices based on stakeholder feedback.
• Communication logs reflecting ongoing dialogue with stakeholders regarding shared information and its impact.

Example Control 5: Compliance Review and Monitoring
Description: Regularly review and monitor compliance with information sharing protocols and confidentiality policies, ensuring alignment with evolving regulatory standards.
Examples of Effective Evidence: 
• Audit reports assessing adherence to information sharing protocols and identifying potential gaps.
• Records of compliance training updates that reflect changes in regulatory requirements.
• Documentation of reviews conducted to evaluate the effectiveness of information sharing practices.
• Metrics tracking the number of authorized information sharing instances and any compliance-related incidents.
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