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[bookmark: _Toc203286669][bookmark: _Toc203287059]ABOUT THE CYBER RISK INSTITUTE

The Cyber Risk Institute (CRI) is a non-profit coalition of financial institutions and trade associations dedicated to advancing the development and harmonization of cybersecurity, technology, and artificial intelligence (AI) risk management standards. CRI is committed to providing practical, industry-driven solutions for emerging risks, including AI, and leverages its expertise in cyber and technology risk management as a solid foundation for AI governance and risk management. 

By providing clear guidance and support, CRI assists organizations in mitigating new and emerging threats while enhancing risk practices across the financial sector. Building on CRI's existing work in standardization and simplification, including the Profile and Cloud Profile[footnoteRef:2], CRI is proud to deliver the Financial Services Artificial Intelligence Risk Management Framework (hereinafter referred to as the “FS AI RMF” or “the Framework”)[footnoteRef:3]. [2:  The CRI Profile and Cloud Profile can be found on the CRI website: https://cyberriskinstitute.org/the-profile/]  [3:  The FS AI RMF can be found and downloaded at no cost on the CRI website: www.cyberriskinstitute.org. ] 


[bookmark: _Toc203286670][bookmark: _Toc203287060]ABOUT THE FS AI RMF

The FS AI RMF was developed through public-private collaboration involving a diverse group of 108 financial institutions, including community banks, credit unions, national and multinational banks, investment firms, insurance companies, and trade associations under the Financial Services Sector Coordinating Council (FSSCC). Additionally, U.S. and international agencies, most notably the National Institute of Standards and Technology (NIST), provided input and feedback. This industry-backed, consolidated approach is designed to help organizations of all types and sizes effectively identify, evaluate, manage, and govern AI risks. It aims to operationalize a comprehensive risk management framework tailored specifically for financial services, promoting efficiency and innovation while harnessing the potential of AI both strategically and responsibly.

Alignment with Existing Risk Management Functions

The FS AI RMF is designed to be a universal complement to an organization’s existing risk management policies and practices. It does not replace existing frameworks, serve as an all-inclusive repository of risks and controls, or prescribe specific use-case or role-specific guidance. That said, CRI recognizes AI as an enterprise risk. Therefore, the Framework is designed to logically connect to broader enterprise governance, risk, and compliance programs, supporting integrated risk assessments[footnoteRef:4], aggregation, prioritization, and mitigation efforts.  [4:  No part of the FS AI RMF is considered itself a risk assessment or the basis of a risk assessment. ] 


Alignment with Existing Frameworks, Standards, and Regulatory Guidance

Structurally aligned with the NIST AI Risk Management Framework (hereinafter referred to as the “NIST AI RMF”), the FS AI RMF synthesizes insights from multiple global regulations, standards, official guidance, and supervisory provisions.[footnoteRef:5] It expands upon NIST’s pre-existing Functions, Categories, and Sub-Categories through 230 Control Objectives that support organizations at various stages of AI adoption. Rather than replacing or restructuring current standards, it extends them within a financial sector context, facilitating harmonization of standards and regulations globally. [5:  For a complete list of primary and secondary sources, please see Appendix D. ] 


Designed to be adaptable and scalable, the FS AI RMF incorporates clear risk definitions, staged AI adoption levels, and comprehensive Control Objectives. This approach enables financial institutions to harness AI’s transformative potential responsibly—driving industry progress while safeguarding the integrity of the financial ecosystem.
[bookmark: _Toc203286671][bookmark: _Toc203287061]

ABSTRACT

This Guidebook provides financial services organizations with comprehensive guidance for implementing CRI’s FS AI RMF. It serves as a helpful resource that explains how to effectively navigate and utilize the AI Adoption Stage Questionnaire and Risk and Control Matrix (RCM), offering detailed recommendations and contextual information for a firm’s risk identification, assessment, and mitigation practices related to AI adoption and use. The Guidebook reflects sector-specific considerations and aligns global standards, guidelines, and regulatory expectations. It is intended to support consistent, responsible AI practices within financial institutions’ existing governance, risk, and compliance frameworks.
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[bookmark: _Toc221009645]UPDATE SCHEDULE AND VERSIONS

The FS AI RMF and this Guidebook are living documents. CRI will review the content and usefulness regularly to determine if an update is or may become necessary. The nature and extent of the update will be reviewed with the CRI Board of Directors, members, stakeholders, trade associations, relevant third parties, and others where appropriate. 

Updates will be tracked in a Version Control Log using a consistent, two-number versioning schedule. The Version Control Log will include: (1) the version number; (2) the date of the change(s); (3) a description of the change(s); (4) the updated section(s); and (5) the relevant page number(s). For example:

	Version
	Date of Change(s)
	Description of Change(s)
	Relevant Section(s)
	Page Number(s)

	1.0
	XX/XX/XXX
	[Change]
	[Section]
	



General comments and change requests should be sent to Secretariat@cyberriskinstitute.org and will be reviewed at least semi-annually.


[bookmark: _Toc203286674][bookmark: _Toc221009646]INTRODUCTION

[bookmark: _Toc203286675][bookmark: _Toc221009647]Background and Motivation

[bookmark: _Toc203286676]As AI adoption in the financial sector continues to accelerate, it introduces significant opportunities as well as risks—such as bias, opacity, cybersecurity vulnerabilities, and systemic interdependencies—that existing frameworks are not designed to address. Many organizations believe they align with the principles outlined in the 2023 NIST AI RMF, but applying these principles to advanced AI systems, like large language models (LLMs), reveals gaps due to complexity and novelty[footnoteRef:6]. [6:  U.S. Department of the Treasury Report on the Uses, Opportunities, and Risks of Artificial Intelligence in Financial Services: https://home.treasury.gov/news/press-releases/jy2760] 


Experts emphasize that evaluating, benchmarking, and managing risks tied to such sophisticated models demand more practical, targeted guidance beyond traditional risk frameworks. These models often pose unique challenges that include ensuring fairness, explainability, and cybersecurity resilience, which are difficult to assess with current standards based on conventional technology.

Recognizing this gap, the industry seeks a tailored AI risk management approach—one that evolves with AI technological advances and supports financial institutions in deploying AI responsibly, securely, and transparently. Developing such a framework aims to strengthen governance, foster trust, mitigate risks, and ensure that AI-driven innovation benefits the financial ecosystem without introducing undue vulnerabilities.

[bookmark: _Toc221009648]Purpose and Benefits

In response to industry recognition of the limitations of existing frameworks and the need for targeted guidance, the FS AI RMF Guidebook aims to: (1) help organizations implement the FS AI RMF effectively, and (2) promote sector-wide adoption and understanding of the Framework. It provides detailed guidance on the 230 Control Objectives described in the RCM, aligned with the four stages of AI adoption defined in the AI Adoption Stage Questionnaire.

Building on ongoing efforts to address AI risks, this Guidebook supports consistent evaluation, benchmarking, and maturity in AI governance. It offers practical guidance for developing, implementing, and maturing AI risk and control programs, fostering trust among stakeholders, and demonstrating a commitment to responsible AI deployment. Ultimately, it enables organizations to better manage risks and capitalize on AI benefits to build a resilient, innovative financial services industry.

[bookmark: _Toc203286677][bookmark: _Toc221009649]Audience

The FS AI RMF is designed for all financial institutions, regardless of size, type, complexity, or criticality. It provides a structured approach that both organizations and their third-party providers can use to evaluate and manage AI-related risks throughout the supply chain. While the Framework does not assign specific roles to particular objectives or activities, many types of users will find the Guidebook valuable. Relevant roles include AI professionals (e.g., engineers, data scientists, architects, developers, researchers), enterprise technology leaders, risk and compliance managers, and legal professionals.

Individuals with a strong understanding of financial markets, regulations, products, and AI/ML technologies are also encouraged to engage with this guidance. The primary audience for the Guidebook includes organizations seeking to assess their current AI adoption level, define their desired future state, and implement the necessary Control Objectives to bridge the gap effectively. It is assumed that readers possess baseline knowledge of AI and AI risk management concepts to understand and apply the Framework’s components effectively.
[bookmark: _Toc203286678][bookmark: _Toc221009650]Scope

[bookmark: _Toc203286682][bookmark: _Hlk216708433][bookmark: _Purpose][bookmark: _Toc203286683][bookmark: _Toc14449288][bookmark: _Toc14700760][bookmark: _Toc43996377]The scope of this Guidebook is to provide guidance for identifying a firm’s AI Adoption Stage and implementing the relevant Control Objectives outlined within the FS AI RMF. Its companion document, “Control Objective Reference Guide,” offers additional details, including examples of Controls and Effective Evidence. Both documents support organizations in understanding how to interpret and apply this information at various stages of AI adoption, from initial AI deployment to deeply embedded, enterprise-wide AI implementation.

[bookmark: _Toc221009651]FS AI RMF COMPONENTS

The FS AI RMF has four primary components: 

(1) An AI Adoption Stage Questionnaire (the “Questionnaire”) which helps organizations better understand their current state of AI adoption; 
(2) A Risk and Control Matrix (RCM), comprised of Risk Statements and Control Objectives and provides practical implementation guidance organized by AI Adoption Stage; 
(3) This Guidebook, which describes how to leverage and deploy the FS AI RMF; and 
(4) The Control Objective Reference Guide, which offers additional details for each Control Objective and lists examples of corresponding Controls and Effective Evidence.

[bookmark: _Toc221009652]Adoption Stage Questionnaire

The Questionnaire guides organizations through a self-assessment that helps determine their current AI Adoption Stage, classifying them into one of the four stages defined below: 

(1) Initial features limited and protective methods;
(2) Minimal entails low-risk implementations; 
(3) Evolving involves high-risk production applications; and 
(4) Embedded describes AI that is widely integrated across the organization.

These four stages consider the business impact of AI, technology implementation, and scalability. 

	
	Initial
	Minimal
	Evolving
	Embedded

	Business Impact of AI
	AI is not embedded in critical functions or business decisions.

	AI use is limited (production or non-production) for non-critical tasks.

	AI drives outcomes through external-facing solutions and the use of sensitive data, but it is not utilized for critical decision-making.
	AI drives outcomes by incorporating autonomous decision-making and data-driven insights into critical business functions.

	Technology Implementation
	Predictive AI and model risk management is used but relies on legacy systems with no adoption of modern AI technologies, external-facing solutions, or internal model development. 
	AI is narrowly in use and is not external-facing. AI does not handle sensitive data and there is no internal model development.

	AI adoption includes expanded use of solutions and sensitive data processing but lacks internal model development.

	AI is used for autonomous decision-making, high-sensitivity data processing, external-facing solutions, internal model development.


	Scalability
	Existing AI systems lack scalability and are confined to specific, limited applications that do not interact with or support broader organizational processes.

	AI applications are limited to isolated instances without integration into wider business processes, and the organization lacks the infrastructure necessary to scale AI solutions across multiple areas or functions.
	AI systems show potential for wider application, with deployment in more extensive, external-facing functions, but these systems are not fully scalable or integrated, indicating a transition towards broader usability.
	AI systems are fully scalable and integrated throughout the organization. A robust framework supports the deployment and interconnection of AI across diverse functions, promoting growth and adaptability.



To determine its appropriate AI Adoption Stage, the AI Questionnaire prompts the user to evaluate six key dimensions—Business Impact, Governance, Deployment Model, Third-Party AI Use, Organizational Goals, and Data Sensitivity and Criticality—by reviewing statements that describe their current practices and policies. Based on the responses, organizations will determine whether they are in the early, mid, or later stages of AI adoption. This provides the foundation for understanding the organization’s current and desired AI use and enables a more customized view of the related Risk Statements and applicable Control Objectives defined in detail in the RCM. 

Please see Section 1 for the Adoption Stage Questionnaire.

[bookmark: _Toc221009653]Risk and Control Matrix

The RCM provides a structured, comprehensive way to organize Control Objectives by Adoption Stage and align them with AI Trustworthy Principles and important risk information. It consists of the information outlined below, which is further detailed in Section 2.

	NIST Function, Category, and Sub-Category 

	The structure of the RCM is based on the Functions, Categories, and Sub-Categories defined in the NIST AI RMF. Each includes a Reference ID, Name, and Description. Control Objectives are mapped to the relevant Sub-Category, which then rolls up into a Category and finally into a Function. This classification offers a standardized taxonomy to organize risk and control information, facilitating consistency and clarity in risk management practices. 

	AI Trustworthy Principle and Risk Statement
	Each Control Objective is aligned with its primary AI Trustworthy Principle (e.g., Accountable, Transparent, Explainable, Fair) and a broad Risk Statement. This is done for the purposes of prioritization and aggregation within the Framework. In practice, several Trustworthy Principles may apply, and Risk Statements may be customized to connect to an firm’s risk taxonomy. 

	Control Objectives
	These are specific policies, processes, or operational actions within each Sub-Category that should be implemented to mitigate AI-related risks. Each includes a Reference ID, Name, and Description. Control Objectives cover a broad range of topics such as data quality, fairness, security, transparency, and operational resilience. Each Control Objective is designed not to be prescriptive but to promote practical Control implementation suited to current AI Adoption Stage and organizational needs.

	Implementation Guidance
	This provides actionable and practical recommendations on how best to implement each Control Objective. While the Implementation Guidance is not meant to be an exhaustive set of instructions, it should point an organization in the right direction when determining how Control Objectives should be put into practice in their unique environments. 


As mentioned, Control Objectives are also aligned with the Adoption Stage(s) to which they apply. For example, certain Control Objectives might only apply to organizations at the Evolving or Embedded stage. This helps organization at earlier stages in particular, as it allows them to focus on a smaller number of key Control Objectives as opposed to using limited resources for Control Objectives that may not be relevant yet. 

Navigating the RCM

The RCM is designed to be flexible and adaptable, and as such, there are a number of ways to look at the information contained within it. The general structure is based on NIST’s Functions, Categories, and Sub-Categories, with CRI-defined Control Objectives defined at the Sub-Category level. There will typically be 3-5 control objectives per Sub-Category; however, in some cases there will be more or less. Each of these components has an ID, a Name, and a Description. For example:

Function ID: GV
Function Name: Govern 
Function Description: A culture of risk management is cultivated and present.
	
Category ID: GV-1
Category Name: Establishing Key Policies & Processes
Category Description: Policies, processes, procedures, and practices across the organization related to the mapping, measuring, and managing of AI risks are in place, transparent, and implemented effectively. 

Sub-Category ID: GV-1.1
Sub-Category Name: Legal and Regulatory Compliance
Sub-Category Description: Legal and regulatory requirements involving AI are understood, managed, and documented.

Control Objective ID: GV-1.1.1
Control Objective Name: AI Legal, Regulatory, and Policy Integration
Control Objective Description: The organization identifies, monitors, and integrates applicable laws, regulations, contractual obligations, and sector requirements into policies, procedures, and operations governing AI. This includes updating governance artifacts, aligning operational practices, and verifying ongoing compliance as requirements evolve.

A more detailed overview of the RCM’s structure as well as navigational tips can be found in Section 2. 



[bookmark: _Toc221009654]Guidebook

The Guidebook provides practical step-by-step guidance to support FS AI RMF implementation. In addition to the background information provided above, this Guidebook includes:

(1) Section 1: The Adoption Stage Questionnaire and instructions for completing it
(2) Section 2: An overview of the RCM and its contents
(3) Appendix A: NIST AI Trustworthy Principles
(4) Appendix B: Acronyms and Abbreviations
(5) Appendix C: Glossary of Key Terms
(6) Appendix D: Informative References
(7) Appendix E: Additional Source Materials

[bookmark: _Toc221009655]Control Objective Reference Guide

The Control Objective Reference Guide serves as a companion to this Guidebook. It encompasses all the information contained in Section 2 of this document, along with five illustrative example Controls for each Control Objective and four examples of Effective Evidence for each Control.

IMPORTANT: Please note that the examples of Controls and Effective Evidence provided in the Control Objective Reference Guide are intended to serve only as illustrative guides. They are not exhaustive, exclusive, or all-encompassing lists and should not be interpreted as a definitive guarantee for meeting regulatory or audit expectations. The suitability and applicability of these examples may vary across organizations, and different Evidence might provide greater value in specific contexts.

Users of the FS AI RMF should critically assess the adequacy and relevance of the Controls and Evidence presented to adequately substantiate their responses, weighing it against the resources and investment required to produce such Evidence. It is important to note that there should be no presumption that all, or even most, of the examples of Controls and Effective Evidence included are necessary, advisable, or appropriate for supporting the organization’s compliance assertions. Organizations are encouraged to tailor their approach to their specific context and regulatory environment.
 



[bookmark: _Toc221009656]SECTION 1: THE AI ADOPTION STAGE QUESTIONNAIRE

[bookmark: _GETTING_STARTED][bookmark: _Determine_Your_Organization’s][bookmark: _Toc221009657]Overview

The Questionnaire guides organizations through a self-assessment that helps determine their current AI Adoption Stage, classifying it into one of the four stages defined below: 

(1) Initial features limited and protective methods;
(2) Minimal entails low-risk implementations; 
(3) Evolving involves high-risk production applications; and 
(4) Embedded describes AI that is widely integrated across the organization.

Each of these four stages consider: 

(1) Business Impact of AI;
(2) Technology Implementation; and
(3) Scalability.

Stage 1: Initial

	Business Impact
	AI is not embedded in critical functions or business decisions.

	Technology
	Utilizes predictive AI and employs model risk management, relying on legacy AI systems with no adoption of modern AI technologies, external facing solutions, or internal model development. 

	Scalability
	Existing AI systems lack scalability and are confined to specific, limited applications that do not interact with or support broader organizational processes.



Stage 2: Minimal

	Business Impact
	Limited use of AI (production or non-production), used for non-critical tasks.

	Technology
	AI is narrowly in use and is non-external facing. AI does not handle sensitive data and there is no internal model development.

	Scalability
	AI applications are limited to isolated instances without integration into wider business processes. Organization lacks the infrastructure necessary to scale AI solutions across multiple areas or functions.



Stage 3: Evolving

	Business Impact
	AI drives outcomes through external-facing solutions and use of sensitive data. Not utilized for critical business decision-making.

	Technology
	AI adoption includes expanded use of solutions and sensitive data processing but lacks internal model development.

	Scalability
	AI systems begin to show potential for wider application, with deployment in more extensive, external-facing functions. However, these systems are not yet fully scalable or integrated across the entire enterprise, indicating a transitional phase towards broader usability.





Stage 4: Embedded

	Business Impact
	AI drives outcomes by incorporating autonomous decision-making and data-driven insights into critical business functions.

	Technology
	Use of autonomous decision-making, high-sensitivity data processing, external facing solutions, internal model development.

	Scalability
	AI systems are fully scalable and integrated throughout the organization. There is a robust framework that supports the deployment and interconnection of AI across diverse organizational functions, promoting comprehensive growth and adaptability.



[bookmark: _Toc221009658]Instructions

In order to determine your organization's AI Adoption Stage, please complete the steps below.

Each step will prompt you to evaluate six statements and determine if any of these statements reflect your organization. Each set of statements corresponds to different organizational dimensions, presented in a randomized order.	
						
(1) Business Impact											
(2) Governance											
(3) Deployment Model											
(4) Third-Party AI Use											
(5) Organizational Goals											
(6) Data Sensitivity and Criticality										

Starting with Step 1, review the six statements to determine if, to the best of your knowledge, you believe one or more of those statements represents your organization's stage of AI Adoption.

(1) If at least one of the six statements aligns with your organization, select "Yes,” and stop. That is your organization’s current AI Adoption Stage.
(2) If none of the statements aligns with your organization, select “No” and continue on to the next step; and repeat this exercise until you answer "Yes." 																					
Results: A "Yes" answer marks the conclusion of the Questionnaire and provides your organization's AI Adoption Stage. 

Note that the AI Adoption Stage Questionnaire and these instructions can also be found in the first 4 tabs of the RCM workbook.

[bookmark: _Toc221009659]The AI Adoption Stage Questionnaire
										
STEP 1

	[bookmark: _Assess_Your_Organization’s][bookmark: _Toc43996382][bookmark: _Toc194454477][bookmark: _Toc203286686]1. In my organization, AI systems are deeply integrated into critical business processes, transforming operations, and regularly handling sensitive and/or regulated data.

	2. My organization has an extensive, enterprise-wide, AI-enabled governance program overseeing the use of AI systems, regularly assessed to align with risk and regulatory compliance requirements. 

	3. My organization deploys AI systems through a combination of vendor-managed platforms, internally hosted models, and custom-built solutions, fully integrated across the organization.

	4. My organization extensively relies on third-party AI vendors for a wide range of functions and use cases, including chatbots, risk models, and other critical applications, with deep integration into internal systems and processes.

	5. My organization's key goals in adopting AI are strategic differentiation, innovation, scalability, transformative business models, and ethical business practices, in addition to operational efficiency, customer experience, safety, and regulatory compliance.

	6. My organization has deeply integrated AI into critical business functions, driving autonomous decision-making and data-driven insights, with enterprise-wide adoption.



If you answered “Yes” to any of these statements, stop. Your organization’s level of adoption is Stage 4: Embedded. For information about the Control Objectives corresponding to this adoption stage, please refer to the “Risk and Control Matrix – Embedded Stage” workbook.

If you answered “No,” continue to Step 2.

STEP 2

	1. My organization uses AI systems in key business processes, in some cases transforming operations and/or processing sensitive or regulated data types in specific areas.

	2. My organization has governance policies for AI systems, but they are not consistently applied across the entire organization. There are ongoing efforts to align governance and risk policies to regulatory requirements, but coverage is not yet all-inclusive. 

	3. My organization deploys AI systems through a mix of vendor-managed platforms and internally hosted models, with some integration across specific functions.

	4. My organization relies on third-party AI vendors for specific functions or use cases, with some integration into internal systems and processes.

	5. My organization's key goals driving AI adoption are improving operational efficiency, enhancing customer experience, and ensuring regulatory compliance, with some focus on innovation and new business opportunities.

	6. In my organization, AI supports external-facing outcomes but is not used for critical business decision-making and is limited to specific functions.



If you answered “Yes” to any of these statements, stop. Your organization’s level of adoption is Stage 3: Evolving. For information about the Control Objectives corresponding to this adoption stage, please refer to the “Risk and Control Matrix – Evolving Stage” workbook.

If you answered “No,” continue to Step 3.

STEP 3

	1. My organization does not use AI systems in key business processes, for operational transformation, and/or to process sensitive or regulated data types.

	2. My organization has limited to no governance policies specific to AI systems, and oversight is handled on a case-by-case basis.

	3. In my organization, AI systems are primarily deployed through vendor-managed platforms, with limited internal hosting or integration.

	4. My organization has limited reliance on third-party AI vendors, with minimal integration into internal systems and processes.

	5. The key organizational goals driving AI adoption in my organization are primarily focused on improving operational efficiency and reducing costs.

	6. In my organization, AI has limited use in non-critical tasks and is confined to specific use cases.



If you answered “Yes” to any of these statements, stop. Your organization’s level of adoption is Stage 2: Minimal. For information about the Control Objectives corresponding to this adoption stage, please refer to the “Risk and Control Matrix – Minimal Stage” workbook.

If you answered “No,” continue to Step 4.

STEP 4

	1. My organization is not currently using AI systems in any processes but is exploring potential use cases that may involve critical processes or sensitive data types.

	2. My organization does not have governance policies for AI systems but is exploring potential frameworks and guidelines.

	3. My organization is not currently deploying any AI systems but is exploring vendor-managed platforms or internally hosted models for specific use cases.

	4. My organization does not currently rely on third-party AI vendors but is exploring potential partnerships or solutions for specific functions or use cases.

	5. My organization is exploring the potential for AI to improve operational efficiency, customer experience, and regulatory compliance but has not yet defined clear goals or priorities.

	6. In my organization, AI is not currently used in production or non-production environments, and its potential is being explored for specific use cases.



If you answered “Yes” to any of these statements, stop. Your organization’s level of adoption is Stage 1: Initial. For information about the Control Objectives corresponding to this adoption stage, please refer to the “Risk and Control Matrix – Initial Stage” workbook.

If you answered “No,” continue to Step 5.

STEP 5

	1. My organization does not currently use AI systems in any processes and does not process sensitive or regulated data types.

	2. My organization does not currently have governance policies for AI systems.

	3. My organization does not currently deploy AI systems, nor does it plan to in the near future. 

	4. My organization does not currently rely on third-party AI vendors.

	5. My organization has not identified any specific goals for AI adoption and is not actively considering AI as a strategic priority.

	6. In my organization, AI is not currently used to support any business functions.



If you answered “Yes” to any of these statements, your organization has yet to adopt AI.



[bookmark: _Toc221009660]SECTION 2: THE RISK AND CONTROL MATRIX 

Once you have determined your organization’s current AI Adoption Stage, you can customize the view of the RCM by filtering only on your current and/or desired level of adoption. Firms who are in the “Initial” stage, for example, will not need to review all the same Control Objectives as firms in the “Embedded” stage. This feature of the RCM makes it easy to prioritize what is most important and relevant for your organization. 

[bookmark: _Toc221009661]Overview

Structure: The FS AI RMF, like the NIST AI RMF, includes four overarching Functions for evaluating an organization’s AI risk management program: (1) Govern; (2) Map; (3) Measure; and (4) Manage. Each of these Functions is sub-divided into specific concept Categories and Subcategories, which are designed to reflect an element of an effective AI Framework. 

Control Objectives: Each Subcategory is associated with at least one Control Objective. A list of all 230 Control Objective Names and Descriptions can be found in the tab marked “View 1” in the RCM workbook and in the “Risk and Control Matrix Details” section beginning at the bottom of this page. Overall:

(1) Govern includes 81 Control Objectives; 
(2) Map includes 47 Control Objectives;
(3) Measure includes 59 Control Objectives; and
(4) Manage includes 43 Control Objectives.

Relevant AI Adoption Stage(s): After completing the AI Adoption Questionnaire in Section 1, you can focus on the Control Objectives corresponding to your AI Adoption Stage. A list of all Control Objectives by Adoption Stage, along with a justification for the applicability of each Control Objective to its corresponding AI Adoption Stage(s), is also included in the “View 1” tab of the RCM workbook and in the “Risk and Control Matrix Details” section below. 

(1) Stage 1: Initial includes 21 Control Objectives; 
(2) Stage 2: Minimal includes 126 Control Objectives;
(3) Stage 3: Evolving includes 193 Control Objectives; and
(4) Stage 4: Embedded includes all 230 Control Objectives.

Corresponding Risk Names, Risk Statements, and AI Trustworthy Principles: In addition to the Control Objectives and Adoption Stage information, the "View 2-Full RCM" tab of the RCM workbook also contains other important information. Each Control Objective has a corresponding Risk Name and Risk Statement and is aligned to a primary AI Trustworthy Principle. Practical Implementation Guidance is also provided

Sample Controls and Examples of Effective Evidence: Five examples of possible Controls and 4 examples of Effective Evidence per Control have been documented for each Control Objective. This information is illustrative only and will vary from organization to organization. Examples of Controls and Effective Evidence can be found in the tab marked "View 3-Ex. Ctrls & Evidence" of the RCM and in the Control Objective Reference Guide.



[bookmark: _Toc221009662]Control Objective Names and Descriptions

Below is a list of the 230 Control Objectives described above. For additional details on each Control Objective, including its ID, Name, Description, Adoption Stage Applicability and Rationale, Implementation Guidance, sample Controls, and examples of Effective Evidence, please refer to the RCM workbook or the “Control Objective Reference Guide.”

	Level
	FS AI RMF Id
	FS AI RMF Control Objective

	F
	GV
	GOVERN

	C
	GV-1
	Establishing Key Policies & Processes: Policies, processes, procedures, and practices across the organization related to the mapping, measuring, and managing of AI risks are in place, transparent, and implemented effectively.

	S
	GV-1.1
	Legal and Regulatory Compliance: Legal and regulatory requirements involving AI are understood, managed, and documented.

	CO
	GV-1.1.1
	AI Legal, Regulatory, and Policy Integration: The organization identifies, monitors, and integrates applicable laws, regulations, contractual obligations, and sector requirements into policies, procedures, and operations governing AI. This includes updating governance artifacts and aligning operational practices as requirements evolve.

	CO
	GV-1.1.2
	AI Compliance Responsibilities Management: The organization clearly assigns, documents, and regularly validates its compliance responsibilities for AI-related legal, regulatory, contractual requirements, and internal organizational AI policies.

	CO
	GV-1.1.3
	AI Compliance Validation Procedures: The organization establishes and implements procedures to validate AI system compliance with applicable laws, regulations, and organizational policies that incorporate relevant industry standards and guidance. This includes routine audits, impact assessments, risk management activities, and documentation reviews at key stages of the AI lifecycle, with mechanisms to incorporate lessons learned and feedback into ongoing process improvements.

	CO
	GV-1.1.4
	AI Compliance Documentation: The organization maintains documentation to demonstrate how AI systems comply with applicable laws, regulations, and organizational policies. This documentation includes risk assessments, compliance reviews, audits, corrective actions, and other relevant information generated throughout the AI lifecycle.

	CO
	GV-1.1.5
	Legal Feedback and Change Integration: The organization establishes an ongoing improvement process with legal experts and relevant stakeholders to ensure that changes in laws and regulations are applied to the AI system, and that changes in the AI system are reviewed by legal for appropriate consideration and integration into risk management processes.

	CO
	GV-1.1.6
	Data Lifecycle and Retention: The organization ensures that data retention policies, privacy requirements, and legal obligations governing data lifecycle management are integrated into its AI system lifecycle processes. It maintains records of data retention periods, manages data deletion or archiving in compliance with privacy norms, and verifies that training datasets adhere to these policies, especially when data subjects exercise their rights or when legal or privacy obligations change.

	S
	GV-1.2
	Defining Trustworthy AI Policies: The characteristics of trustworthy AI are integrated into organizational policies, processes, procedures, and practices.

	CO
	GV-1.2.1
	AI Principles and Policy Integration: The organization defines and documents its own AI Trustworthy Principles, which are then integrated into relevant policies, processes, and practices across key functions (e.g., HR, IT, legal, compliance).

	CO
	GV-1.2.2
	AI Terminology and Scope Glossary: The organization establishes, maintains, and periodically updates a glossary of AI-related terms and concepts and clearly defines the scope, purpose, and intended/acceptable uses of its AI systems. This information is referenced and reflected consistently across organizational policies, standards, other relevant documentation, and training programs.

	CO
	GV-1.2.3
	AI Acceptable Use Policy: The organization develops and maintains an enterprise-level Acceptable AI Use Policy that outlines the types of AI applications the organization is willing or unwilling to adopt based on its risk appetite and tolerance. This policy is communicated clearly across the organization and, where applicable, supplemented by individual acceptable use guidelines or standards for employees, third parties, and other relevant stakeholders. Periodic reviews ensure alignment with evolving risk considerations and organizational objectives.

	CO
	GV-1.2.4
	AI   Trustworthy Principles Training: The organization regularly offers tailored training programs to educate relevant staff, including those involved in AI system design, development, deployment, and other related roles, on its AI Trustworthy Principles. These principles encompass legal and regulatory considerations as well as their connection to organizational values. The training programs are regularly reviewed and updated as needed to ensure alignment with organizational objectives and mission.

	CO
	GV-1.2.5
	AI Governance and Risk Standards: The organization's governance policies, risk controls, model testing and validation processes, as well as compliance and enterprise risk management (ERM) frameworks, are updated to include AI-specific considerations. These updates address unique AI system implications (e.g., data quality, provenance, secure handling) throughout the AI lifecycle and enhance the identification, assessment, management, and monitoring of AI risks in alignment with the organization's AI Trustworthy Principles and risk appetite and tolerance.

	CO
	GV-1.2.6
	AI Model Standards and Validation: The organization sets standards for experimental design, data quality, and model training, which include documenting assumptions, methods, testing outcomes, data lineage, model versioning, and performance monitoring. These standards also outline processes for regular review, validation, and updates, ensuring models align with the organization's AI Trustworthy Principles throughout their lifecycle.

	S
	GV-1.3
	Establishing Risk Management Processes: Processes, procedures, and practices are in place to determine the needed level of risk management activities based on the organization’s risk tolerance.

	CO
	GV-1.3.1
	AI Risk Assessment Models: The organization updates its risk assessment methods, consistent with those in ERM and Model Risk Management, to address the unique risks of AI systems during development, deployment, and operation and evaluate the impact and likelihood of AI-specific risks consistently for a unified view.

	CO
	GV-1.3.2
	AI Risk Monitoring and Escalation: The organization integrates AI-specific considerations into its monitoring, reporting, and escalation processes, aligned with its risk criteria, capacity, and appetite. It establishes or adapts practices based on the AI system’s risk profile to provide effective oversight throughout the AI lifecycle.

	CO
	GV-1.3.3
	AI Impact Measurement Policies: The organization’s policies describe methods for regularly measuring AI system impact (e.g., outcomes analysis, impact assessments) and impact at key stages of the AI lifecycle. Assessments are triggered by system changes to better identify and evaluate potential risks and effects on stakeholders, business processes, applications, and broader systems.

	CO
	GV-1.3.4
	AI Use Risk Acceptance and Rejection Framework: The organization has clear policies and decision-making processes, informed by executive leadership, to ensure that AI system use aligns with its defined risk tolerance. These policies outline criteria for identifying and rejecting AI uses that exceed acceptable risk levels as determined by the organization's risk assessment. Decisions to reject an AI system are based on a thorough evaluation of potential risks and impacts, with documentation of the rationale. Rejected uses are reviewed periodically to ensure the organization's risk tolerance remains appropriate and aligned with its overall risk management strategy.

	S
	GV-1.4
	Establishing Transparency and Documentation Processes: The risk management process and its outcomes are established through transparent policies, procedures, and other controls based on organizational risk priorities.

	CO
	GV-1.4.1
	AI Risk Management Framework: The organization establishes policies and documentation practices for AI risk management processes, ensuring transparency and alignment with organizational risk priorities. These policies acknowledge the reality of automatically generated or AI-generated documentation, providing guidance on maintaining accuracy, verifiability, and accountability. They specify roles, responsibilities, and mechanisms for oversight and escalation throughout the AI lifecycle, supported by routine reviews and performance metrics to ensure effective management and continuous improvement.

	CO
	GV-1.4.2
	AI Risk Documentation Standards: The organization establishes documentation requirements in its AI risk management policies and procedures, covering AI system design and implementation, model development (including model type, training data sources and selection criteria, assumptions, and limitations), the justification and rationale of key decisions, the acceptable use of proxies, testing, evaluation, validation, and risk mitigation processes (including methodologies and outcomes), and regular monitoring and change management activities.

	CO
	GV-1.4.3
	AI Documentation Repository and Access: The organization maintains a centralized and accessible repository of AI system documentation, structured to provide relevant AI stakeholders with appropriate access based on their roles and the system’s risk classification. Mechanisms are in place to regularly review the completeness and accuracy of documentation and to maintain readily available information for oversight, audit, and ongoing risk management.

	S
	GV-1.5
	Establishing Monitoring and Review Processes: Ongoing monitoring and periodic review of the risk management process and its outcomes are planned and organizational roles and responsibilities clearly defined, including determining the frequency of periodic review.

	CO
	GV-1.5.1
	AI Performance and Risk Monitoring: The organization documents its approach for monitoring its existing AI systems for performance and risk issues (including key performance indicators, security events, and other relevant metrics), even if AI is not yet widely adopted. Key personnel are assigned responsibility for monitoring activities, with clearly defined roles, escalation procedures, and reporting mechanisms to provide accountability and timely issue resolution.

	CO
	GV-1.5.2
	Periodic AI Risk Management Process Review: The organization conducts periodic reviews of its AI risk management processes, with frequency and scope based on AI adoption, system risk, and technological change. These reviews include assessment by internal audit or third-line functions and incorporate insights from monitoring activities and incident analyses to drive continuous process and control enhancements.

	CO
	GV-1.5.3
	AI Risk Reporting and Oversight: The organization’s senior leadership is regularly informed of AI system performance, risks, and risk management review outcomes through defined reporting mechanisms (e.g., reports, dashboards). This oversight aligns AI risk management with overall organizational strategy and risk appetite, enabling timely decisions and prioritized resource allocation.

	CO
	GV-1.5.4
	Independent AI Risk Management Process Assessment: The organization utilizes qualified, independent parties (e.g., audit, compliance functions, third parties) to conduct regular, independent assessments of the organization’s AI risk management processes to identify gaps, drive improvements, and optimize the organization's AI risk management capabilities.

	S
	GV-1.6
	Building the AI Inventory: Mechanisms are in place to inventory AI systems and are resourced according to organizational risk priorities.

	CO
	GV-1.6.1
	AI Inventory Management: The organization maintains a regularly updated inventory of its AI systems, including purpose, data sources, responsible personnel, risk ratings, criticality, dependencies, compliance requirements, and decommissioning attributes (e.g., sunset dates, archival procedures, data retention policies). This inventory is regularly updated as new systems are developed, acquired, or retired, enabling the organization to have a current and accurate understanding of its AI landscape, including the lifecycle management of its AI systems. Inventory processes are regularly reviewed to incorporate lessons learned and feedback from operational monitoring.

	CO
	GV-1.6.2
	AI Inventory and Data Integration: The organization integrates the AI system inventory with its technology management and data governance processes to drive consistency and enable cross-functional collaboration. The inventory informs risk management prioritization (e.g., risk assessment documentation, monitoring and mitigation plans, meeting minutes and/or decision logs), with high-risk and mission-critical systems subject to enhanced oversight, control, and reporting.

	CO
	GV-1.6.3
	AI Inventory Integration for Purchased and Shadow Systems: The organization establishes practices to ensure that AI systems used in purchased products and Shadow IT are identified, documented, and incorporated into its inventory and risk management processes. Procurement procedures require vendors and internal teams to disclose AI components, which are then evaluated for compliance, security, and alignment with organizational risk standards. All such AI systems are tracked throughout their lifecycle to prevent unmanaged risks and gaps.

	CO
	GV-1.6.4
	Risk-Based Inventory Resources: The organization allocates and sustains resources to create, maintain, and govern the AI Inventory proportionate to the risk of each AI system or activity, ensuring higher-risk entries receive deeper classification, documentation, validation, and oversight throughout their lifecycle.

	CO
	GV-1.6.5
	AI Inventory Risk Analysis: The organization analyzes inventory data to identify common risk patterns, interdependence, and potential cascading effects across AI systems. This portfolio-level risk analysis enables enterprise-wide risk mitigation strategies, optimal resource allocation, and overall risk management effectiveness.

	CO
	GV-1.6.6
	AI Inventory Audits: The organization conducts regular audits of the AI system inventory to verify completeness, accuracy, and timeliness.

	S
	GV-1.7
	Establishing Decommissioning Processes: Processes and procedures are in place for decommissioning and phasing out AI systems safely and in a manner that does not increase risks or decrease the organization’s trustworthiness.

	CO
	GV-1.7.1
	AI System Decommissioning Policies and Impact Procedures: The organization establishes and follows comprehensive policies and procedures for decommissioning AI systems. These explicitly define criteria for retirement based on AI-specific factors (e.g., performance, data quality, regulatory compliance, strategic alignment, and risk tolerance). The decommissioning process incorporates thorough impact assessments to identify and mitigate potential risks such as data loss, operational disruption, and reputational damage. It ensures adequate resources for system transition or replacement, including for critical or revenue-generating systems, and includes provisions for rapid decommissioning in emergencies, supported by automated tools for timely decision-making.

	C
	GV-2
	Defining Roles and Responsibilities: Accountability structures are in place so that the appropriate teams and individuals are empowered, responsible, and trained for mapping, measuring, and managing AI risks.

	S
	GV-2.1
	Establishing and Communicating Roles and Responsibilities: Roles and responsibilities and lines of communication related to mapping, measuring, and managing AI risks are documented and are clear to individuals and teams throughout the organization.

	CO
	GV-2.1.1
	AI Risk Management Roles and Responsibilities: The organization defines and documents key AI risk management roles and responsibilities (e.g., AI system owners, developers, data scientists, risk managers, independent validation, additional second and third line personnel), across levels and functions. It establishes clear expectations, organizational structures for independent oversight, decision-making authority, escalation, and accountability, ensuring a structured, transparent, and accountable approach to AI risk management that aligns with existing organizational practices, industry best practices, and regulatory expectations.

	CO
	GV-2.1.2
	AI Risk Communication and Escalation: The organization establishes clear communication channels, escalation procedures, reporting lines, and decision-making authority for AI risk management, so stakeholders know whom to contact, collaborate with, and rely on for authorized decisions related to AI risks.

	CO
	GV-2.1.3
	Roles and Processes Review/Update: The organization regularly reviews and updates roles, responsibilities, and communication lines to align with its evolving AI strategy, risk landscape, and industry best practices, utilizing stakeholder consultations and gap analysis.

	CO
	GV-2.1.4
	AI Risk Roles in Job and Performance: The organization embeds AI risk management roles into job descriptions, performance goals, and career development paths, providing relevant personnel with necessary training and support. Additionally, the organization evaluates their performance in these areas.

	S
	GV-2.2
	Training for AI Risk Management: The organization’s personnel and partners receive AI risk management training to enable them to perform their duties and responsibilities consistent with related policies, procedures, and agreements.

	CO
	GV-2.2.1
	AI Risk Management Training and Policies: The organization provides role-specific AI risk management training to all personnel involved in AI system development, deployment, or use, including executives, decision-makers, and technical staff. This training covers relevant trustworthiness principles, policies, procedures, legal and regulatory requirements, and industry best practices. It emphasizes understanding AI assumptions, limitations, and risks, fostering an informed approach to AI adoption and oversight.

	CO
	GV-2.2.2
	Mandatory AI Risk Management Training: The organization provides role-specific AI risk management training to all personnel involved in AI system development, deployment, or use, including new hires and those transitioning into AI roles. This training covers relevant trustworthiness principles, policies, and legal and regulatory requirements. It emphasizes understanding AI assumptions, limitations, risks, and content provenance, with content lineage and provenance information integrated as a key subcomponent to enhance comprehension of data origin, integrity, and traceability throughout the AI lifecycle. The program incorporates theoretical concepts, practical exercises, and case studies to ensure effective application of knowledge across organizational roles.

	CO
	GV-2.2.3
	AI Training Effectiveness Evaluation: The organization regularly evaluates the effectiveness of AI risk management training using assessments, employee feedback, and performance metrics. Evaluation results drive insights from monitoring activities and incident management to identify gaps and lessons learned. These findings inform updates to training content, delivery methods, and the overall training program to ensure continued relevance, effectiveness, and alignment with best practices and organizational needs.

	CO
	GV-2.2.4
	Advanced AI Risk Certification Programs: The organization offers advanced AI risk management training and certification programs for personnel in specialized roles (e.g., executives, data scientists, risk managers). These programs cover advanced topics (e.g., responsible AI design, algorithmic fairness, explainable AI, risk quantification) and develop AI risk management expertise. AI risk management training is integrated into the organization's broader learning and development strategy.

	S
	GV-2.3
	Accountability of Executive Leadership: Executive leadership of the organization takes responsibility for decisions about risks associated with AI system development and deployment.

	CO
	GV-2.3.1
	Leadership Commitment to Responsible AI: The organization’s executive leadership demonstrates their commitment to responsible AI development and deployment by communicating the importance of AI risk management through town halls, newsletters, public statements, and digital channels. They emphasize the benefits of effective AI risk management, foster open dialogue, and recognize exemplary practices. Additionally, leadership sets clear expectations, defines roles and responsibilities, allocates adequate resources, and holds management accountable to ensure the effective implementation and integration of AI risk management practices across the organization.

	CO
	GV-2.3.2
	AI Risk Appetite and Thresholds: The organization's executive leadership and/or an oversight board or committee, actively participate in establishing and approving the organization's risk appetite and tolerance thresholds for AI systems. They regularly review and contribute to AI risk management strategies, policies, and performance metrics, and principles, creating alignment with the ERM framework and business objectives.

	CO
	GV-2.3.3
	AI Governance Structure: The organization establishes an AI governance structure, such as a committee with senior leaders from business, technology, risk, and legal. It provides oversight, reviews major AI initiatives, and advises on resources. Over time, this structure evolves toward clearer accountability, potentially involving a senior executive or Chief Model Risk Officer (CMRO) who takes primary responsibility for AI risk, ensuring alignment with existing risk functions like Model Risk Management (MRM).

	CO
	GV-2.3.4
	Board Oversight of AI Risks: The organization’s board of directors provides independent oversight of AI risk management by reviewing performance, discussing significant AI-related issues, and offering guidance on industry standards and guidelines. The board actively oversees the integration of AI into the organization’s broader strategic objectives, including investment and resource planning, business model evolution, and HR practices related to AI talent. The board ensures that AI considerations are embedded into enterprise-level decision-making, aligning AI initiatives with organizational goals and risk appetite.

	C
	GV-3
	Building an AI Risk Management Workforce: Workforce diversity, equity, inclusion, and accessibility processes are prioritized in the mapping, measuring, and managing of AI risks throughout the lifecycle.

	S
	GV-3.1
	Bolstering Broad Perspectives: Decision-making related to mapping, measuring, and managing AI risks throughout the lifecycle is informed by a diverse team (e.g., diversity of demographics, disciplines, experience, expertise, and backgrounds).

	CO
	GV-3.1.1
	Multiple Perspectives in AI Risk Teams: To minimize risk blind spots and groupthink and represent global or regional stakeholder interests, the organization prioritizes multidisciplinary perspectives in AI risk management decision-making. AI risk management teams are formed considering demographics, disciplines, experience, and backgrounds, actively seeking multiple perspectives.

	S
	GV-3.2
	Defining Human-AI Configurations: Policies and procedures are in place to define and differentiate roles and responsibilities for human-AI configurations and oversight of AI systems.

	CO
	GV-3.2.1
	Human-AI Supervision Policies: The organization develops, periodically reviews, and updates policies and protocols for human involvement, oversight, and disclosure throughout the AI lifecycle. These policies should address risks such as automation complacency, anthropomorphization, and disinformation by including measures to prevent unapproved interactions, promote transparency, and mitigate undue reliance. They should also establish safeguards for human override, communication, and external stakeholder engagement to ensure responsible and aligned AI deployment.

	CO
	GV-3.2.2
	Monitoring Human-AI Oversight: The organization implements mechanisms (e.g., audits, performance evaluations, feedback loops) to monitor and assess human-AI interactions, including behavioral risks like automation complacency or inappropriate overreliance. Data collected should inform decision-making and resource allocation, and policies should promote understanding of AI limitations to prevent overreliance. Integration with ongoing monitoring processes should specifically include assessments of how effectively human operators are interacting with and overseeing AI systems, evaluating the quality and outcomes of human-AI collaboration.

	C
	GV-4
	Bolstering a Risk-Aware Culture: Organizational teams are committed to a culture that considers and communicates AI risk.

	S
	GV-4.1
	Establishing a Risk-Aware Culture: Organizational policies and practices are in place to foster a critical thinking and safety-first mindset in the design, development, deployment, and uses of AI systems to minimize potential negative impacts.

	CO
	GV-4.1.1
	AI Trustworthy Principles and Communication: The organization regularly reviews AI Trustworthy Principles prioritizing safety, critical thinking, and the minimization of potential negative impacts in AI system design, development, deployment, and use. These principles are clearly communicated to stakeholders and integrated into relevant training programs.

	CO
	GV-4.1.2
	Open Risk Communication Policies: The organization develops and implements policies fostering open communication, proactive risk reporting, and a risk-aware culture across the AI lifecycle, integrating these practices into existing management systems and workflows. These policies include whistleblower protections, independent oversight, critical practices like pair programming, dogfooding, and external audits, ensuring employees and stakeholders can raise concerns and practice effective challenge without retribution.

	CO
	GV-4.1.3
	AI Safety Lessons and Best Practices: The organization implements an improvement process that captures, shares, and applies lessons learned and best practices related to AI safety and risk management. This process promotes effective challenge through regular debriefs, case studies, cross-functional collaboration, and the integration of insights into policies, practices, and training programs to drive ongoing enhancement of the organization's critical thinking and safety-first mindset in AI development and deployment.

	S
	GV-4.2
	Documenting the AI System's Impact: Organizational teams document the risks and potential impacts of the AI technology they design, develop, deploy, evaluate, and use, and they communicate about the impacts more broadly.

	CO
	GV-4.2.1
	AI Risk and Impact Documentation Templates: The organization establishes standardized templates and guidelines for documenting AI system risks and potential impacts throughout the AI lifecycle. These templates support informed risk assessment and estimation processes, facilitating consistent documentation across teams and projects.

	CO
	GV-4.2.2
	Risk Documentation Review and Updates: The organization regularly reviews and updates AI risk and impact documentation based on stakeholder feedback (e.g., end-users, subject matter experts, external advisors), ensuring that the information remains accurate, relevant, and actionable. This feedback is used to refine AI risk management practices and inform targeted risk mitigation strategies.

	CO
	GV-4.2.3
	Benefits Monitoring and Updates Plan: The organization creates a plan to regularly review and update documentation of the AI system’s actual and potential benefits as its functionality, performance, and context of use evolve.

	CO
	GV-4.2.4
	AI Risk Communication and Stakeholder Transparency: The organization develops and implements a comprehensive communication strategy to proactively share information about AI risks, potential impacts, and risk mitigation actions with relevant internal and external stakeholders. This plan includes tailored messaging, engagement mechanisms, and channels for stakeholder feedback, fostering transparency, accountability, and building trust in the organization’s AI risk management practices and responsible AI development and deployment.

	S
	GV-4.3
	Establishing AI Incident Response and Information Sharing Processes: Organizational practices are in place to enable AI testing, identification of incidents, and information sharing.

	CO
	GV-4.3.1
	AI Testing and Validation Strategy: The organization establishes an AI system testing strategy encompassing unit, integration, performance, and user acceptance testing, tailored to the system characteristics and requirements. This strategy should also include testing for real-world risks through methods such as red-teaming and field testing. The strategy will be regularly reviewed and updated.

	CO
	GV-4.3.2
	AI Incident Identification and Resolution: The organization integrates AI incident identification, reporting, and documentation into its existing incident management framework, ensuring clear definitions, roles, and responsibilities that enable prompt identification, thorough investigation, and effective resolution. This integration helps to minimize harm, facilitate timely response, and prevent recurrence, while leveraging established procedures and workflows.

	CO
	GV-4.3.3
	AI Testing and Incident Response Training: The organization provides regular training and resources to support personnel in effectively testing AI systems, identifying incidents, and sharing information on risks and issues within its existing incident management framework. This includes ensuring training aligns with established procedures for incident response and communication, reinforcing practical skills and preparedness through simulations and scenario exercises.

	CO
	GV-4.3.4
	AI Incident Tracking and Analysis: The organization maintains a centralized AI inventory or enterprise knowledge management system that integrates with existing incident management frameworks to track, monitor, and analyze AI incidents. This system supports the identification of trends, patterns, and emerging risks and facilitates effective information sharing among relevant stakeholders within the broader incident response and risk management processes.

	CO
	GV-4.3.5
	Secure External AI Incident Sharing: The organization establishes secure and compliant channels for sharing sensitive information related to AI risks and incidents with external stakeholders (e.g., industry peers, academic researchers, regulators, information sharing databases) to promote collective learning and improvement while protecting confidential and proprietary data.

	CO
	GV-4.3.6
	AI Post-Incident Review and Improvements: The organization conducts regular post-incident reviews and root cause analyses to identify improvements in AI testing, incident identification, and information sharing. These reviews should be integrated into the organization's ongoing development cycle to inform continuous improvement of AI systems, practices, and safety measures.

	C
	GV-5
	Establishing Stakeholder Engagement Processes: Processes are in place for robust engagement with relevant AI actors.

	S
	GV-5.1
	Creating Stakeholder Engagement Processes: Organizational policies and practices are in place to collect, consider, prioritize, and integrate feedback from those external to the team that developed or deployed the AI system regarding the potential individual and societal impacts related to AI risks.

	CO
	GV-5.1.1
	External Stakeholder Feedback Channels: The organization identifies relevant external stakeholders (e.g., users, customers, community groups, subject matter experts) and establishes clear, ongoing channels (e.g., surveys, focus groups, forums, feedback mechanisms) for collecting feedback on potential individual and stakeholder group impacts of its AI systems throughout the system lifecycle.

	CO
	GV-5.1.2
	Stakeholder Feedback Policy and Prioritization: The organization develops high-level policies and guidelines for collecting, considering, and prioritizing external stakeholder feedback, ensuring that feedback is effectively communicated to AI development and deployment teams for incorporation into decision-making processes.

	CO
	GV-5.1.3
	Industry Collaboration and Responsible AI: The organization actively participates in industry initiatives and collaborates with external stakeholders to promote responsible AI development and deployment, sharing experiences, contributing to best practices, and staying informed of emerging trends and concerns related to AI risks.

	S
	GV-5.2
	Ensuring Continual Stakeholder Engagement: Mechanisms are established to enable the team that developed or deployed AI systems to regularly incorporate adjudicated feedback from relevant AI actors into system design and implementation.

	CO
	GV-5.2.1
	Stakeholder Engagement Processes in Development and Deployment: The organization establishes clear processes and channels for AI development and deployment teams to regularly engage with relevant AI stakeholders (e.g., end-users, subject matter experts, impacted communities). These interactions involve gathering feedback through various methods (e.g., surveys, interviews, focus groups, workshops), fostering an inclusive and collaborative environment.

	CO
	GV-5.2.2
	Feedback Evaluation and Prioritization: The AI development team develops criteria and guidelines for evaluating and prioritizing feedback from AI stakeholders, considering source credibility, potential impact on system performance, and alignment with organizational goals and values.

	CO
	GV-5.2.3
	Feedback Conflict Resolution: The organization establishes a transparent, fair, and accountable process for adjudicating and resolving conflicting feedback from AI stakeholders, which includes evaluating the merits of feedback, considering trade-offs, and engaging in constructive dialogue.

	CO
	GV-5.2.4
	Impact Assessments with Stakeholder Input: AI development and deployment teams conduct impact assessments that incorporate external stakeholder feedback, often mediated through user-facing functions (e.g., product management or customer success), and other relevant data to understand potential impacts. Assessment results inform AI system design and deployment decisions, helping to proactively identify and mitigate risks. Teams ensure that feedback collected and processed through these functions is documented and integrated throughout the system lifecycle.

	CO
	GV-5.2.5
	Stakeholder Feedback Education and Transparency: The organization educates stakeholders on effectively submitting feedback, communicates the process for how feedback is handled, and regularly informs them about how their feedback has been incorporated into AI system design and implementation (e.g., via reports, case studies, public forums), thereby promoting transparency, trust, and demonstrating its commitment to responsible AI development and deployment.

	C
	GV-6
	Establishing Third-Party Risk Management for the AI System: Policies and procedures are in place to address AI risks and benefits arising from third-party software and data and other supply chain issues.

	S
	GV-6.1
	Establishing Third-Party Risk Management Processes: Policies and procedures are in place that address AI risks associated with third-party entities, including risks of infringement of a third-party’s intellectual property or other rights.

	CO
	GV-6.1.1
	Third-Party AI Evaluation and Selection: The organization establishes processes for evaluating and selecting third-party AI technologies based on criteria that assess security and privacy implications, integrating AI-specific considerations into third-party procurement planning, due diligence, evaluation, and contracting practices to create alignment with organizational risk management policies.

	CO
	GV-6.1.2
	Third-Party System Requirements: The organization identifies and documents AI system requirements that may be specific to a third party to inform procurement planning, due diligence, and contracting.

	CO
	GV-6.1.3
	Procurement and AI Partner Evaluation: The organization updates its procurement planning processes to integrate AI-specific requirements so that procurement activities consider AI's unique implications and challenges associated with third-party partnerships. It also emphasizes the importance of participating in joint testing with third-party entities to collaboratively evaluate AI technologies and validate their effectiveness and compliance with organizational standards.

	CO
	GV-6.1.4
	Due Diligence for AI Vendors: The organization enhances its policies and procedures and provides adequate resources for conducting due diligence on third-party entities by incorporating AI-related considerations, including data provenance, secondary data use, and vendor data practices. This involves assessing intellectual property and data management specific to AI to inform more comprehensive risk-benefit assessments for AI-related partnerships. The due diligence process emphasizes negotiating contractual provisions that protect against data misuse, ensure data quality, and secure appropriate data rights.

	CO
	GV-6.1.5
	Third-Party AI Risk Documentation: The organization reviews and updates its existing documentation of AI risks associated with third-party entities (e.g., intellectual property infringement, data privacy, security, data provenance, and secondary data use by vendors) to include AI-specific factors. This documentation is regularly reviewed and adapted to address emerging AI-related risks, including specific considerations around data sourcing, management, and vendor data practices. Additionally, it clarifies AI risk management responsibilities within a shared responsibility model, helping all parties understand their roles in mitigating AI-related risks.

	CO
	GV-6.1.6
	Fourth-Party Disclosure and Termination: The organization recognizes the risks associated with fourth parties—entities utilized by third parties—by requiring third parties to disclose their own third-party relationships and any associated risks. In cases where significant risks are identified, the organization establishes clear guidelines for terminating third-party contracts to protect its interests and mitigate potential harm.

	CO
	GV-6.1.7
	System Requirements Review and Updates: The organization creates a plan for regular reviews and updates of third-party system requirements throughout the AI lifecycle, allowing for the identification of emerging risks and the incorporation of feedback from relevant AI stakeholders.

	CO
	GV-6.1.8
	Third-Party Concentration Risk Management: The organization addresses aggregate third-party concentration risk by encouraging diversification of partners and thorough assessments of potential vulnerabilities associated with reliance on a limited number of third-party AI providers.

	CO
	GV-6.1.9
	Third-Party AI Compliance Monitoring: The organization strengthens its monitoring and auditing processes for third-party AI partners by integrating AI-specific compliance obligations related to data management and security standards, while establishing mechanisms to address any AI-related issues identified.

	CO
	GV-6.1.10
	Third-Party AI Incident Protocols: The organization modifies its protocols for handling incidents or breaches related to third-party AI risks to include provisions for addressing data provenance issues, secondary data use, and other third-party data-related vulnerabilities. These protocols should encompass prompt reporting, investigation, impact assessment, and remediation, with an emphasis on contractual enforcement and negotiation strategies.

	CO
	GV-6.1.11
	AI Third-Party Training and Resources: The organization revises its training and resources for personnel managing third-party relationships to include AI-related content, focusing on the nuances of due diligence, contract negotiation, and risk assessment in the context of AI. This training is regularly updated to reflect changes in AI policy and industry best practices.

	S
	GV-6.2
	Establishing Contingency Plans for Critical Third Parties: Contingency processes are in place to handle failures or incidents in third-party data or AI systems deemed to be high-risk.

	CO
	GV-6.2.1
	Third-Party AI Contingency Plans: The organization develops or updates existing contingency plans for potential failures or incidents in high-risk third-party AI systems and data, defining roles and responsibilities for key stakeholders (e.g., IT, legal, communications, senior leaders) and outlining specific response steps (e.g., system isolation, data recovery, public relations). These plans should also consider emerging risk transfer mechanisms such as AI insurance policies or special provisions in cyber insurance tailored to AI risks.

	CO
	GV-6.2.2
	Failure and Incident Communication Protocols: The organization establishes communication protocols to enable timely, accurate, and consistent notification of relevant stakeholders (e.g., customers, regulators, media) in the event of failures or incidents. These protocols utilize predefined templates, approval processes, and designated spokespeople. Regular tabletop or simulation exercises should be conducted to test and refine communication readiness.

	CO
	GV-6.2.3
	SLAs and Contracts with AI Vendors: The organization establishes service level agreements (SLAs) and contractual provisions with high-risk third-party AI providers, defining obligations, liabilities, remedies, performance metrics (e.g., uptime, error rates), incident reporting requirements, and corrective action procedures. Contracts should include provisions addressing specific risks, such as indemnities or coverage related to AI-related damages, and consider negotiations around AI insurance and risk transfer. These agreements are regularly reviewed and updated.

	CO
	GV-6.2.4
	Monitoring and Early Warning Systems: The organization implements logging, monitoring, and early warning systems to detect potential failures, anomalies, or breaches in high-risk third-party AI systems, triggering investigations and responses. Regular audits and assessments drive compliance and identify areas for risk management improvement.

	F
	MP
	MAP

	C
	MP-1
	Understanding the Operating Context: Context is established and understood.

	S
	MP-1.1
	Defining the Operating Context: Intended purposes, potentially beneficial uses, context-specific laws, norms and expectations, and prospective settings in which the AI system will be deployed are understood and documented. Considerations include: the specific set or types of users along with their expectations; potential positive and negative impacts of system uses to individuals, communities, organizations, society, and the planet; assumptions and related limitations about AI system purposes, uses, and risks across the development or product AI lifecycle; and related TEVV and system metrics.

	CO
	MP-1.1.1
	AI Purpose and Context Documentation: The organization identifies and documents the AI system’s purpose, context, beneficial uses, user types and expectations, relevant laws, norms, and prospective deployment settings.

	CO
	MP-1.1.2
	Impact and Stakeholder Impact Assessment: The organization considers the potential positive and negative impacts of the AI system in collaboration with a multidisciplinary set of relevant stakeholders (e.g., domain experts, human factors experts, affected communities) throughout its lifecycle.

	CO
	MP-1.1.3
	Assumptions, Risks, and TEVV Documentation: The organization identifies and documents assumptions, limitations, and potential risks throughout the AI system’s lifecycle. Testing, evaluation, verification, and validation (TEVV) requirements and system metrics to identify, monitor, and manage associated system risks are identified.

	CO
	MP-1.1.4
	Non-AI Alternatives Evaluation: The organization considers non-AI alternatives and documents the comparative analysis and decision rationale.

	S
	MP-1.2
	Bolstering Cross-Functional Perspectives on the Operating Context: Interdisciplinary AI actors, competencies, skills, and capacities for establishing context reflect demographic diversity and broad domain and user experience expertise, and their participation is documented. Opportunities for interdisciplinary collaboration are prioritized.

	CO
	MP-1.2.1
	Multidisciplinary AI Impact Teams: The organization recruits, supports, and facilitates documented collaboration among multidisciplinary teams throughout the AI system lifecycle (from problem formulation to monitoring). This enhances comprehensive risk analysis, bias mitigation, and thorough consideration of potential impacts.

	S
	MP-1.3
	Defining the Mission and Goals: The organization’s mission and relevant goals for AI technology are understood and documented.

	CO
	MP-1.3.1
	AI Alignment with Mission and Values: The organization identifies and documents the AI system’s alignment and contribution to organizational mission, values, goals (including relevant goals for AI technology), and AI  Trustworthy Principles.

	CO
	MP-1.3.2
	AI Purpose and Context Review: The organization establishes plans to review and update the AI system’s documented purpose and context to drive ongoing alignment with the organization's evolving mission, goals, and AI  Trustworthy Principles. The organization regularly re-evaluates the business value and context of use for existing AI systems to validate alignment.

	S
	MP-1.4
	Defining Real-World Business Value: The business value or context of business use has been clearly defined or – in the case of assessing existing AI systems – re-evaluated.

	CO
	MP-1.4.1
	AI Business Value and Context Communication: The organization clearly defines, documents, and communicates the business value, objectives, and intended context of use for each AI system to relevant stakeholders, promoting alignment with organizational goals and facilitating transparency and accountability in how the AI system supports operational success.

	S
	MP-1.5
	Documenting Risk Tolerances: Organizational risk tolerances are determined and documented.

	CO
	MP-1.5.1
	AI Risk Tolerance Definitions: The organization defines, develops, and documents risk tolerances for AI systems, considering different risk types (e.g., financial, operational, safety, reputational), sources, and levels (e.g., from negligible to critical), with awareness and oversight from senior leadership and the board where appropriate.

	CO
	MP-1.5.2
	Design Decision Rationale Documentation: The organization documents and communicates AI design decisions and risk tolerances, ensuring they align with stakeholder requirements, values, and trustworthiness principles. This process includes input from leadership and the board to support decision-making that balances risks, intended use, and organizational risk appetite.

	S
	MP-1.6
	Defining and Communicating User Requirements: System requirements (e.g., “the system shall respect the privacy of its users”) are elicited from and understood by relevant AI actors. Design decisions take socio-technical implications into account to address AI risks.

	CO
	MP-1.6.1
	AI Requirements from Stakeholders: The organization engages relevant AI stakeholders (e.g., end-users, domain experts, impacted communities) to elicit and document system requirements that address AI risks and promote trustworthy characteristics (e.g., security, fairness, transparency, accountability).

	CO
	MP-1.6.2
	Data Interdependency and Provenance Documentation: The organization documents the AI system's internal and external data interdependencies, including data provenance from a privacy perspective. This process identifies and assesses potential negative impacts stemming from these connections, informing risk thresholds, deployment decisions, and operational management decisions.

	CO
	MP-1.6.3
	Context-Informed Data Design: The organization conducts research to understand the potential limitations of data that may affect the specific uses of the AI system, and uses this understanding, along with insights on values, contexts, and systemic and historical considerations, to inform data selection and representation in the AI system design process.

	C
	MP-2
	Understanding the AI System: Categorization of the AI system is performed

	S
	MP-2.1
	Defining AI System Task and Methodology: The specific tasks and methods used to implement the tasks that the AI system will support are defined (e.g., classifiers, generative models, recommenders).

	CO
	MP-2.1.1
	AI Learning and Decision Tasks: The organization defines and documents the AI system's existing and potential future learning and decision-making tasks (e.g., classification, generation, recommendation, prediction), considering fit-for-purpose, scalability and adaptability.

	CO
	MP-2.1.2
	Assumptions and Limitations Documentation: The organization documents the assumptions and limitations associated with the AI system's existing and potential learning tasks, considering factors such as data availability, model performance, human-AI interaction, irreversibility of actions, and computational resources.

	CO
	MP-2.1.3
	Learning Tasks Review and Updates: The organization creates a plan for regular reviews and updates to documented learning tasks, assumptions, and limitations as the AI system evolves or as new requirements arise.

	S
	MP-2.2
	Defining AI System Utility and Oversight Needs: Information about the AI system’s knowledge limits and how system output may be utilized and overseen by humans is documented. Documentation provides sufficient information to assist relevant AI actors when making decisions and taking subsequent actions.

	CO
	MP-2.2.1
	AI Usage and Boundary Documentation: The organization documents the settings, environments, and conditions that are within the AI system’s intended use, defining the boundaries of its applicability while considering knowledge limits and areas where human intervention and irreversibility of decisions is crucial.

	CO
	MP-2.2.2
	AI Interdependencies and Dependencies: The organization documents the AI system's interdependencies, including both upstream and downstream data sources, as well as human dependencies, clearly identifying where the system relies on input from other automated systems or human operators.

	S
	MP-2.3
	Applying Scientific Methodologies: Scientific integrity and TEVV considerations are identified and documented, including those related to experimental design, data collection and selection (e.g., availability, representativeness, suitability), system trustworthiness, and construct validation.

	CO
	MP-2.3.1
	Development and Operation Documentation: The organization documents assumptions, limitations, techniques, and metrics used for development or operation of the AI system throughout the lifecycle, aligning with data governance policies. This includes documenting data selection, curation, preparation, and analysis techniques, as well as identifying modeled constructs and methods for inferring reasonable relationships between constructs and dataset attributes.

	CO
	MP-2.3.2
	TEVV Protocols and Standards: The organization establishes and documents testing, evaluation, verification, and validation (TEVV) protocols for AI models, systems, and their subcomponents, covering the AI lifecycle from design to deployment and operation.

	CO
	MP-2.3.3
	Experimental Design and Statistical Methods: The organization identifies valid experimental design and statistical techniques for testing complex AI systems, considering human factors, emergent risks, and dynamic contexts of use as relevant to the AI system.

	CO
	MP-2.3.4
	Validation Metrics and Rationale: The organization demonstrates that AI system performance and validation metrics are interpretable, unambiguous, and relevant to the context of use, with the rationale for their selection clearly documented.

	CO
	MP-2.3.5
	Design and Deployment Validation Feedback: The organization establishes regular communication and feedback mechanisms among relevant AI stakeholders to validate design and deployment assumptions, which informs the development of TEVV approaches for detecting and assessing potential harmful impacts.

	CO
	MP-2.3.6
	Testing Limits and Constraints: The organization clearly defines and documents the limits of testing, including any claims about the system that are not falsifiable, and specifying what can and cannot be tested to maintain transparency regarding residual risks.

	C
	MP-3
	Understanding Costs and Benefits: AI capabilities, targeted usage, goals, and expected benefits and costs compared with appropriate benchmarks are understood.

	S
	MP-3.1
	Understanding Benefits: Potential benefits of intended AI system functionality and performance are examined and documented.

	CO
	MP-3.1.1
	AI Design and Deployment Alignment: The organization considers design strategies, testing strategies, implementation strategies, and deployment of AI systems in the context of potential impacts, organizational AI system goals, and alignment with organizational objectives, values, and AI  Trustworthy Principles.

	CO
	MP-3.1.2
	Impact Feedback from Multidisciplinary Teams: The organization solicits feedback from a multidisciplinary design and development team, augmented by additional stakeholders as needed, to identify and document the potential positive impacts of the AI system within its intended context of use.

	CO
	MP-3.1.3
	User Interface and Interpretability Design: The organization designs and documents the AI system's user interface, workflows, and interpretability criteria in collaboration with end users, incorporating their feedback to enhance system benefits and understanding while recognizing the role of human interaction in interpreting system outputs.

	S
	MP-3.2
	Understanding Costs and Benefits: Potential costs, including non-monetary costs, which result from expected or realized AI errors or system functionality and trustworthiness – as connected to organizational risk tolerance – are examined and documented.

	CO
	MP-3.2.1
	AI System Justification and Cost-Benefit: The organization documents the rationale for using an AI system, including a comparative analysis of the benefits, risks, and costs associated with the AI system versus non-AI alternatives.

	CO
	MP-3.2.2
	Cost and Impact Assessment: The organization considers and documents potential monetary and non-monetary costs and potential impacts, including system performance, functionality, and trustworthiness, in alignment with its risk tolerance.

	S
	MP-3.3
	Documenting the Application Scope of the AI System: Targeted application scope is specified and documented based on the system’s capability, established context, and AI system categorization.

	CO
	MP-3.3.1
	AI Application Scope Definition: The organization defines, specifies, and assesses the AI system's targeted application scope, considering its capabilities, limitations, context, and categorization. The organization engages relevant stakeholders (e.g., domain experts, end users) to validate the targeted application scope, aligning it with the AI system's intended purpose and organizational goals and AI  Trustworthy Principles.

	S
	MP-3.4
	Defining Operator Proficiency: Processes for operator and practitioner proficiency with AI system performance and trustworthiness – and relevant technical standards and certifications – are defined, assessed, and documented.

	CO
	MP-3.4.1
	Operator and Practitioner Proficiency Levels: The organization defines and documents required proficiency levels for operators and practitioners interacting with the AI system, considering performance and trustworthiness characteristics, as well as relevant technical standards and certifications.

	CO
	MP-3.4.2
	Proficiency Assessment and Maintenance Plan: The organization maintains the proficiency of operators and practitioners concerning the AI system's operation, risks, limitations, and knowledge boundaries. This is achieved through a structured proficiency assessment and maintenance plan encompassing regular training, certification, and evaluation programs. The plan incorporates continuous monitoring and performance metrics to identify areas for improvement and adapt training as needed, ensuring sustained capability for safe and effective AI system management within its sector and context of use.

	CO
	MP-3.4.3
	Operator and End-User Testing and Feedback: The organization involves operators, practitioners, and end users in AI system prototyping and testing activities to gather feedback on performance and trustworthiness, validating human-AI configurations and identifying requisite proficiency levels and training needs.

	S
	MP-3.5
	Establishing Human Oversight Processes: Processes for human oversight are defined, assessed, and documented in accordance with organizational policies from the GOVERN function.

	CO
	MP-3.5.1
	Human Oversight Roles and Responsibilities: The organization defines and documents roles and responsibilities for human oversight of the AI system, considering its capabilities, context of use, potential risks, and knowledge limits.

	CO
	MP-3.5.2
	Oversight Training and Resources: The organization provides training and resources to individuals responsible for human oversight of the AI system, equipping them with the necessary skills, knowledge, and authority to perform their roles effectively.

	CO
	MP-3.5.3
	Criteria and Thresholds for Intervention: The organization documents and communicates criteria and thresholds for human intervention in AI system operation, procedures for escalating issues, and guidelines for making oversight decisions. Wherever possible, these criteria are embedded within the AI systems to facilitate timely human intervention.

	CO
	MP-3.5.4
	Oversight Effectiveness Evaluation and Improvement: The organization documents and reviews processes to regularly evaluate the effectiveness of human oversight mechanisms through qualitative and quantitative methods, such as audits, performance evaluations, and stakeholder feedback, while implementing a plan to assess human oversight and update documentation based on changes in the AI system's capabilities, context of use, or identified risks. These evaluations inform continuous improvement efforts and maintain alignment with governance policies.

	C
	MP-4
	Understanding AI System Components: Risks and benefits are mapped for all components of the AI system including third-party software and data.

	S
	MP-4.1
	Understanding the Risk of AI System Components: Approaches for mapping AI technology and legal risks of its components – including the use of third-party data or software – are in place, followed, and documented, as are risks of infringement of a third party’s intellectual property or other rights.

	CO
	MP-4.1.1
	Legal Risk Management Processes: The organization documents processes for identifying, mapping, assessing, and managing potential legal risks associated with the AI system and its components, including, but not limited to, fair lending practices, model risk, data privacy, intellectual property, third-party rights, and the use of third-party data or software, as available.

	CO
	MP-4.1.2
	Third-Party Resource Documentation: The organization maintains documentation of third-party AI resources used in its AI systems, including information on provenance, functionality, limitations, and potential risks, regularly updating this documentation as new information becomes available.

	CO
	MP-4.1.3
	Legal Risk Communication and Updates: The organization communicates identified legal risks associated with the AI system, and relevant changes in laws, regulations, and industry standards, to relevant stakeholders (e.g., developers, users, decision-makers), facilitating informed decision-making and effective risk mitigation.

	S
	MP-4.2
	Establishing Risk Controls for AI System Components: Internal risk controls for components of the AI system, including third-party AI technologies, are identified and documented.

	CO
	MP-4.2.1
	Internal Controls for AI Components: The organization identifies and documents internal controls for AI system components, including third-party technologies, to mitigate potential risks and drive system integrity. This includes mapping identified risks to the corresponding internal controls.

	CO
	MP-4.2.2
	Controls Effectiveness and Incident Response: The organization regularly documents and reviews the effectiveness of internal risk controls and incident response procedures for both AI system components and third-party technologies, documenting results and implementing improvements to drive secure and reliable operation.

	C
	MP-5
	Understanding AI System Impacts: Impacts to individuals, groups, communities, organizations, and society are characterized.

	S
	MP-5.1
	Identifying Risk Likelihood and Impacts: Likelihood and magnitude of each identified impact (both potentially beneficial and harmful) based on expected use, past uses of AI systems in similar contexts, public incident reports, feedback from those external to the team that developed or deployed the AI system, or other data are identified and documented.

	CO
	MP-5.1.1
	AI Risk Identification, Assessment, and Prioritization: The organization documents processes for identifying, assessing, and prioritizing AI system-specific risks, including the likelihood and magnitude of potential impacts (beneficial and harmful), using structured methodologies (e.g., risk matrices, RAG ratings, econometric approaches), TEVV practices, and adversarial testing to uncover potential misuse, vulnerabilities, unintended consequences, and content provenance harms (e.g., misinformation, deepfakes).

	CO
	MP-5.1.2
	AI Risk Profile Development: The organization develops comprehensive risk profiles (from all risks identified throughout MAP) that outline known and potential adverse outcomes, direct costs, indirect costs, potential systemic risks to markets and consumers, and the degree of impact on the AI system and its stakeholders, and the speed of onset of these risks.

	CO
	MP-5.1.3
	Decision Rationale and Stakeholder Validation: The organization documents the rationale behind its risk prioritization decisions and risk tolerance, including the factors considered, trade-offs made between different risk response options, and input received from relevant stakeholders, while also engaging these stakeholders (e.g., technical experts, domain specialists, impacted communities) to validate its decisions on risk prioritization, risk appetite and tolerance, and resource allocation, thereby incorporating multidisciplinary perspectives into the risk response process.

	S
	MP-5.2
	Collecting Feedback on AI System Impacts: Practices and personnel for supporting regular engagement with relevant AI actors and integrating feedback about positive, negative, and unanticipated impacts are in place and documented.

	CO
	MP-5.2.1
	Structured AI stakeholder Engagement: The organization documents processes for regularly engaging relevant AI stakeholders (e.g., end-users, domain experts, potentially impacted communities) using structured methodologies such as value sensitive design (VSD) to gather feedback on the specific AI system's performance, impacts, and unanticipated consequences.

	CO
	MP-5.2.2
	Stakeholder Engagement and Mitigation: The organization engages with relevant stakeholders to solicit context-specific insights and to develop action plans that detect, prevent, and mitigate potential risks, costs, or adverse impacts.

	F
	MS
	MEASURE

	C
	MS-1
	Methods and Metrics: Appropriate methods and metrics are identified and applied.

	S
	MS-1.1
	Selecting and Prioritizing Measurements: Approaches and metrics for measurement of AI risks enumerated during the MAP function are selected for implementation starting with the most significant AI risks. The risks or trustworthiness characteristics that will not – or cannot – be measured are properly documented.

	CO
	MS-1.1.1
	AI Risk Metrics and Measurement Selection: The organization selects and prioritizes significant AI risks for measurement and monitoring, defining metrics and measurement approaches that consider the AI system's specific context, intended use, and potential impacts on stakeholders. The organization documents the rationale for the selection of specific metrics and measurement approaches, including their relevance, feasibility, and limitations in relation to the AI system and its associated risks. The organization determines that measurement and testing are complete when prioritized risks have been tested, measured, and tracked, and no new or serious risks have emerged.

	CO
	MS-1.1.2
	Unmeasurable Risks and Rationale Documentation: The organization identifies and documents AI risks and/or trustworthiness characteristics that cannot or will not be measured, along with the reasons for exclusion. Recognizing that some risks may be difficult to measure quantitatively, the organization also considers tracking these risks qualitatively to ensure they are acknowledged and monitored as appropriate.

	S
	MS-1.2
	Continuously Improving Measurement: Appropriateness of AI metrics and effectiveness of existing controls are regularly assessed and updated, including reports of errors and potential impacts on affected communities.

	CO
	MS-1.2.1
	Error and Incident Data Analysis: The organization collects and analyzes error reports, incidents, and potential impacts associated with its AI systems, using this information to assess the effectiveness of existing risk controls and the validity of current metrics. Recognizing that metrics can be subject to issues such as calibration drift, bias, measurement uncertainty, and Goodhart's law, the organization regularly reviews whether the metrics remain meaningful and reliable in the evolving context.

	S
	MS-1.3
	External Assessment of Measurement Approaches: Internal experts who did not serve as front-line developers for the system and/or independent assessors are involved in regular assessments and updates. Domain experts, users, AI actors external to the team that developed or deployed the AI system, and affected communities are consulted in support of assessments as necessary per organizational risk tolerance.

	CO
	MS-1.3.1
	Independent Expert Evaluation and Stakeholder Consultation: The organization involves internal experts (external to front-line development) and independent assessors, including robust testing functions, in the regular assessment and updating of AI metrics and risk controls. Concurrently, it determines the need for consultation with domain experts, users, AI stakeholders external to the development team, and affected communities, based on risk appetite. This approach leverages multidisciplinary, unbiased insights to ensure a comprehensive understanding of potential impacts and the adequacy of risk management measures.

	C
	MS-2
	Evaluating AI Systems: AI systems are evaluated for trustworthy characteristics.

	S
	MS-2.1
	Documenting Measurement Approaches: Test sets, metrics, and details about the tools used during TEVV are documented.

	CO
	MS-2.1.1
	TEVV Test Data and Metrics Documentation: The organization documents test sets and metrics used during the testing, evaluation, verification, and validation (TEVV) of its AI systems. The documentation includes relevant information on test sets, such as data sources, preparation techniques, data splits (e.g., training, validation, and testing), and identified constraints or limitations. Metrics are documented with clear definitions, formulas, and rationale, along with any assumptions and limitations.

	CO
	MS-2.1.2
	2. TEVV Tools and Configuration Documentation: The documentation of tools used during TEVV includes details on the software packages, libraries, frameworks, and hardware components employed, specifying their versions, configurations, and implemented customizations. The organization confirms that the tools and their configurations are appropriate for the specific AI system and its intended use case.

	CO
	MS-2.1.3
	Centralized TEVV Repository and Access: The organization maintains a centralized repository for TEVV documentation, promoting accessibility to relevant stakeholders and enabling updates and version control as the AI system evolves. The repository is organized to facilitate efficient retrieval and review of TEVV documentation, and access controls are implemented to ensure data security and privacy.

	S
	MS-2.2
	Evaluating AI Systems on Human Subjects: Evaluations involving human subjects meet applicable requirements (including human subject protection) and are representative of the relevant population.

	CO
	MS-2.2.1
	Human Subject Use and Consent: The organization conducts evaluations involving human subjects—potentially including focus groups, small group studies, UI/UX research, surveys for publications, structured experiments, large-scale A/B testing, or extensive human data collection—in compliance with relevant laws, regulations, guidelines, and organizational policies. It ensures clear communication of the purpose, nature, risks, and benefits to participants, protection of any human-subjects data, and obtaining informed consent prior to participation. The organization documents the specific requirements followed, the consent procedures used, and the nature of the research to ensure transparency and adherence to standards.

	CO
	MS-2.2.2
	Representation and Recruitment Process: The organization takes steps to ensure human subjects involved in AI system evaluations are sufficiently representative of the relevant population. It documents the recruitment and selection process used, including the criteria applied to promote a balanced and representative sample. The organization acknowledges limitations or potential biases in the subject population that could not be fully addressed.

	CO
	MS-2.2.3
	Adverse Event Monitoring and Review: The organization has procedures in place to monitor for and document adverse events or unintended consequences experienced by human subjects during the evaluation process, such as errors in testing or negative impacts. It takes appropriate measures to address and mitigate these issues when they occur. The organization conducts post-evaluation reviews to identify lessons learned from any adverse events in order to drive improvements to its human subject evaluation practices.

	S
	MS-2.3
	Ensuring Realistic Measurement: AI system performance or assurance criteria are measured qualitatively or quantitatively and demonstrated for conditions similar to deployment setting(s). Measures are documented.

	CO
	MS-2.3.1
	Performance and Assurance Criteria: The organization defines clear performance and assurance criteria for its AI systems that are tailored to the specific intended use cases, deployment settings, and stakeholder expectations associated with each system. The organization engages a range of relevant stakeholders to review and validate that the selected measures are appropriate and meaningful for assessing the system in its real-world context of use. The stakeholder engagement process and key feedback are documented.

	CO
	MS-2.3.2
	Measurement Methods and Results: The organization selects and applies a combination of quantitative and qualitative measurement methods to rigorously evaluate each AI system's performance and assurance characteristics, based on the specific criteria defined for that system. Quantitative measures may include established metrics appropriate for regression, time-series, classification, information retrieval, clustering, dimensional reduction, natural language processing or other tasks. Qualitative measures may include user feedback, expert reviews, and assessments of explainability, usability and accessibility. The measurement approaches and results are documented.

	CO
	MS-2.3.3
	Performance Analysis and Trends: The organization analyzes the quantitative and qualitative measurement methods and results used to evaluate AI system performance and assurance across its AI systems. It identifies patterns, trends, and outliers in the results to pinpoint areas for improvement in its AI system measurement practices. The organization documents how its measurement approaches and results evolve over time, using these insights to drive continuous improvement.

	CO
	MS-2.3.4
	Performance Under Realistic Conditions: The organization demonstrates and documents AI system performance and assurance under realistic conditions that closely approximate the intended deployment settings. Key factors, such as data quality, user interactions, and environmental variables, are considered. Limitations in replicating the deployment environment are documented and communicated to stakeholders, along with plans to address them.

	S
	MS-2.4
	Monitoring Deployed AI Systems: The functionality and behavior of the AI system and its components – as identified in the MAP function – are monitored when in production.

	CO
	MS-2.4.1
	AI Monitoring and Anomaly Detection: The organization monitors the functionality, reliability, and behavior of the AI system and its components in production, as identified during the MAP function. It implements both manual and automated monitoring tools and processes, including statistical quality control (SQC) approaches, to continuously gather data, alerting stakeholders to any deviations or anomalies.

	CO
	MS-2.4.2
	Performance Tracking and Improvement: The organization systematically analyzes production data to track system performance and reliability over time, comparing real-world metrics against pre-deployment expectations. This analysis includes evaluating error propagation, identifying feedback loop risks, and assessing whether the AI system is adapting appropriately to changing conditions, using statistical quality control methods to detect shifts, trends, and assignable causes. Findings from these evaluations inform iterative improvements.

	CO
	MS-2.4.3
	AI Monitoring Integration: The organization integrates AI-specific monitoring activities with its broader system-wide monitoring framework. AI-related performance and reliability metrics, anomaly detection signals, decision logs, and statistical quality control indicators are incorporated into existing monitoring platforms and operational dashboards. This allows AI-related alerts to be contextualized alongside other system indicators, enabling a holistic response to incidents.

	CO
	MS-2.4.4
	Incident Investigation and Root Cause Analysis: The organization conducts structured investigations, integrating with existing incident management processes where appropriate, using root cause analysis methodologies when anomalies or failures are detected. These investigations consider factors such as data integrity, model biases, potential unintended consequences, and statistical quality control evidence supporting identified causes. Corrective actions to restore reliability are documented and integrated into future risk mitigation strategies.

	S
	MS-2.5
	Measuring Validity and Reliability: The AI system to be deployed is demonstrated to be valid and reliable. Limitations of the generalizability beyond the conditions under which the technology was developed are documented.

	CO
	MS-2.5.1
	Validation and Reliability Testing Process: The organization implements a structured validation and reliability testing process that incorporates performance metrics aligned with real-world deployment conditions, including measures for robustness against distribution shifts, stress testing under varying operational scenarios, and adversarial testing, with oversight or input from the MRM program and independent model validation functions. The organization establishes and documents acceptance criteria based on statistical confidence levels.

	CO
	MS-2.5.2
	Validation Results and Improvement: The organization documents validation results, comparing actual system performance against expected outcomes. This documentation includes model confidence intervals, performance degradation patterns, failure scenarios, and assumptions made during testing, and these outputs are reporting the MRM program and reviewed by model validation functions. The organization continuously refines system components based on identified weaknesses.

	CO
	MS-2.5.3
	Generalization and Bias Assessment: The organization conducts evaluations to assess how well the AI system generalizes beyond its training conditions, measuring the impact of data variations, shifts in contextual factors, potential biases introduced by unseen inputs, and to establish knowledge limits. Domain expertise is leveraged to interpret results and determine system limitations.

	S
	MS-2.6
	Measuring Safety: The AI system is evaluated regularly for safety risks – as identified in the MAP function. The AI system to be deployed is demonstrated to be safe, its residual negative risk does not exceed the risk tolerance, and it can fail safely, particularly if made to operate beyond its knowledge limits. Safety metrics reflect system reliability and robustness, real-time monitoring, and response times for AI system failures.

	CO
	MS-2.6.1
	Safety Risk Assessments and Stress Testing: The organization conducts regular safety risk assessments of its AI systems, focusing on risks identified during the MAP function, including systemic risk to markets or consumers. These assessments include stress testing under various conditions, considering historical system failures in similar domains. The results, including identified safety concerns, failure points, and mitigation strategies, are documented and integrated into the risk management lifecycle.

	CO
	MS-2.6.2
	Controlled Failures and Fail-Safe Mechanisms: The organization demonstrates the AI system's ability to operate safely under normal conditions and fail in a controlled manner when exceeding its knowledge limits through scenario-based testing. The organization implements and assesses fail-safe mechanisms to minimize harm.

	S
	MS-2.7
	Measuring Security and Resiliency: AI system security and resilience – as identified in the MAP function – are evaluated and documented.

	CO
	MS-2.7.1
	Security and Resilience Improvement Process: he organization maintains a structured approach to AI system security and resilience, integrating with existing security and resilience program processes, ensuring that defenses address AI-specific threats. Regular reviews of AI system security logs, adversarial testing outcomes, historical incident intelligence (including documented misuse such as fraud, extortion, and model reverse-engineering), and current threat intelligence guide refinements in AI system security configurations, access controls, and response protocols. Changes to AI-specific defense mechanisms, model resilience strategies, and failure response protocols are formally documented.

	CO
	MS-2.7.2
	AI Security and Resilience Testing: The organization conducts regular security and resilience evaluations for its AI systems, aligning these efforts with risks and vulnerabilities identified during the MAP function. These assessments include red teaming exercises, penetration testing, and stress testing. Findings from these evaluations are documented and used to refine AI-specific and enterprise-wide security strategies.

	CO
	MS-2.7.3
	Ongoing AI Risk and Threat Assessments: The organization conducts ongoing reviews of AI system-specific risks and, as warranted by the risk level of the AI system, performs structured assessments tailored for AI systems, such as adversarial role-playing, impact assessments, red-teaming, and chaos testing. These assessments are designed to identify potential failure modes, emergent risks, and content-related challenges (e.g., misinformation, disinformation, deepfakes, tampered content) relevant to the AI context, supporting proactive risk identification and mitigation.

	CO
	MS-2.7.4
	Security Metrics and Log Monitoring: The organization defines and tracks AI security and resilience metrics, ensuring alignment with existing enterprise-wide cybersecurity and IT resilience frameworks. AI-specific security logs and monitoring outputs are integrated into centralized security information and event management (SIEM) systems. Regular audits ensure that AI systems are held to the same security and resilience standards as other critical IT assets.

	S
	MS-2.8
	Measuring Accountability and Transparency: Risks associated with transparency and accountability – as identified in the MAP function – are examined and documented.

	CO
	MS-2.8.1
	AI Transparency and Accountability Evaluation: The organization assesses AI system transparency and accountability by evaluating the effectiveness of mechanisms that provide clear, accessible information to users, stakeholders, and non-technical actors. This includes reviewing explanations, disclosures, and communication channels, as well as interpretability methods that contextualize technical explainability for human understanding. Findings inform updates to governance policies, training, and user guidance to enhance transparency and facilitate effective oversight and human intervention.

	CO
	MS-2.8.2
	Metrics for Transparency and Accountability: The organization establishes and monitors metrics to measure the transparency and accountability of its AI systems, including the effectiveness of explainability features, the clarity of disclosures, and the resolution times for escalated decisions. It also assesses the quality of communication to non-technical stakeholders (e.g., clear explanations, adverse action notices, appeal processes) to ensure information is accessible and meaningful. Regular review of AI system logs and stakeholder feedback helps identify trends and refine accountability mechanisms, supporting effective oversight and human intervention.

	S
	MS-2.9
	Measuring Interpretability and Explainability: The AI model is explained, validated, and documented, and AI system output is interpreted within its context – as identified in the MAP function – to inform responsible use and governance.

	CO
	MS-2.9.1
	Model Explainability and Validation: The organization provides clear and structured explanations of its AI models (e.g., design choices, training data sources, feature importance, decision pathways) that serve as the underlying reasons behind outcomes. The model validation process includes testing for stability, fairness, and performance across various conditions, with specific attention to potential biases and limitations. The organization employs interpretable models or post-hoc explainability techniques where possible and ensures that AI outputs align with intended policies and AI Trustworthy Principles.

	CO
	MS-2.9.2
	Interpretability and Decision Context: The organization ensures that AI-generated outputs are interpreted in context, helping users understand how decisions were reached and their potential limitations. Decision rationales are structured to be accessible to technical teams, end-users, and external stakeholders, ensuring they align with the expected use case, audience expertise, and impact considerations. The organization integrates human oversight mechanisms where necessary and leverages explainability testing methods to validate the clarity and effectiveness of AI-generated explanations.

	S
	MS-2.10
	Measuring Privacy: Privacy risk of the AI system – as identified in the MAP function – is examined and documented.

	CO
	MS-2.10.1
	Initial Privacy Risk Assessment: The organization conducts an initial examination of the privacy risks associated with its AI systems, as identified during the MAP function, and documents the results of this examination, including any identified privacy issues, concerns, or potential violations specific to AI systems. It establishes accountability mechanisms for managing AI-related privacy risks and incidents, such as data breaches or unauthorized access, and assigns clear roles and responsibilities for privacy risk management.

	CO
	MS-2.10.2
	Ongoing AI Privacy Risk Assessment, Monitoring, and Verification: The organization conducts ongoing privacy risk assessments, and actively monitors and verifies privacy risks throughout the AI lifecycle. This includes techniques such as PIAs, data flow mapping, adversarial testing, and re-identification risk analysis, focusing on risks like re-identification, inadvertent data leaks, or malicious data exfiltration through AI system outputs. These activities evaluate and verify the effectiveness of privacy controls, including anonymization methods, with findings documented and used to continuously improve privacy safeguards and risk management practices.

	CO
	MS-2.10.3
	Data Consent and Management: The organization establishes procedures for tracking and managing data subject consent, including documenting consent statuses, handling data access requests, and ensuring compliance with legal and regulatory requirements. These procedures prevent use of withdrawn or erased data both during training and post-deployment.

	S
	MS-2.11
	Measuring Nondiscrimination: Fairness and bias – as identified in the MAP function – are evaluated and results are documented.

	CO
	MS-2.11.1
	Context-Specific Fairness and Bias Evaluation: The organization conducts evaluations of fairness and bias in its AI systems, focusing on any regulatory requirements and the risks and potential impacts identified during the MAP function. The organization employs techniques and tools to assess fairness and bias, examining potential sources of bias throughout the AI lifecycle, including systemic bias, statistical and computational bias, and human cognitive bias. Based on the evaluation results, the organization develops and implements strategies to mitigate or manage identified biases and fairness issues. The organization documents the results of its fairness and bias evaluations, including identified issues and mitigation strategies.

	S
	MS-2.12
	Measuring Resource Efficiency: Environmental impact and sustainability of AI model training and management activities – as identified in the MAP function – are assessed and documented.

	CO
	MS-2.12.1
	AI Resource Efficiency Assessment: The organization conducts an assessment of the resource efficiency of its AI systems across their entire lifecycle. This assessment evaluates energy consumption, resource utilization, and the efficiency of AI infrastructure. The results are documented, including identified opportunities for optimization.

	CO
	MS-2.12.2
	Metrics and Monitoring of AI Resource Efficiency: The organization establishes metrics and monitoring processes to track the effectiveness of its AI resource efficiency efforts. It regularly reviews and updates its resource efficiency assessment and optimization strategies based on new data, technologies, and best practices in efficient AI.

	CO
	MS-2.12.3
	Optimization Strategies for AI Resource Efficiency: The organization ensures that the systems continue to deliver value and meet performance objectives through measurement of AI resource efficiency. These strategies consider the specific performance requirements and operational contexts of each AI system.

	S
	MS-2.13
	Measuring AI Metrics: Effectiveness of the employed TEVV metrics and processes in the MEASURE function are evaluated and documented.

	CO
	MS-2.13.1
	TEVV Process Review and Continuous Improvement: The organization schedules regular reviews and continuously monitors and updates its TEVV processes. This ensures accuracy, completeness, and alignment with industry best practices, regulatory requirements, evaluation results, stakeholder feedback, and evolving industry standards. The review process incorporates lessons learned from each iteration and reflects pertinent changes in testing methodologies or tools, with frequency determined by AI system complexity, risk profile, and pace of development. All updates are documented to maintain effectiveness, efficiency, and alignment with AI risk management goals.

	CO
	MS-2.13.2
	TEVV Metrics Analysis: The organization regularly evaluates the effectiveness of its TEVV metrics, including trustworthiness characteristics and environmental metrics, and continuously monitors and updates them. It assesses whether these metrics effectively identify and mitigate risks within acceptable levels defined by its risk appetite. Results, strengths, weaknesses, and areas for improvement are documented, and corrective actions are taken to refine the TEVV approach, ensuring continuous improvement and alignment with AI risk management goals.

	CO
	MS-2.13.3
	Cost-Effectiveness and Optimization of TEVV: The organization analyzes the efficiency and cost-effectiveness of its TEVV metrics and processes, considering the level of risk associated with each AI system and the potential impact of system failures or performance issues. The organization evaluates the cost of implementing and maintaining each TEVV measure relative to the expected risk reduction benefits it provides, prioritizing investments in the most critical and impactful measures. The results of this analysis, including key cost, risk, and optimization trade-offs, are documented and regularly reviewed to inform ongoing refinements to the organization's TEVV strategy and practices.

	C
	MS-3
	Tracking AI Risks: Mechanisms for tracking identified AI risks over time are in place.

	S
	MS-3.1
	Tracking Known and Emergent Risks: Approaches, personnel, and documentation are in place to regularly identify and track existing, unanticipated, and emergent AI risks based on factors such as intended and actual performance in deployed contexts.

	CO
	MS-3.1.1
	AI Risk Tracking and Resource Allocation: The organization allocates resources to support an approach for identifying and tracking AI risks. This approach includes monitoring AI system performance, considering the nature of AI risks, and analyzing external factors such as operational environment changes, stakeholder feedback, and industry developments. Resources are allocated to develop and implement AI risk management techniques, addressing opacity and explainability challenges. The organization reviews and adjusts resource allocation to ensure the effectiveness of its AI risk identification and tracking processes, adapting to the evolving regulatory landscape.

	CO
	MS-3.1.2
	AI Risk Documentation and Review: For each AI system, the organization documents the identified risks, their likelihood and potential impact, and the effectiveness of risk tracking methods employed. The documentation includes methodologies, tools, data sources, and personnel roles and responsibilities. The organization reviews and updates this documentation to reflect changes in the AI system's risk profile and assesses the effectiveness of its risk identification and tracking processes to drive continuous improvement.

	S
	MS-3.2
	Qualitative Risk Tracking: Risk tracking approaches are considered for settings where AI risks are difficult to assess using currently available measurement techniques or where metrics are not yet available.

	CO
	MS-3.2.1
	Measurement Technique Gap Analysis: The organization identifies AI risk scenarios where current measurement techniques may be unavailable or insufficient, documenting these scenarios and limitations. It explores alternative risk tracking approaches and evaluates the suitability of each approach, considering data availability, interpretability, and the ability to incorporate domain knowledge. The selection of modeling techniques is guided by the AI system's characteristics, the nature of the risks, and risk management objectives. The rationale for the chosen approaches, assumptions, and limitations is documented.

	CO
	MS-3.2.2
	Pilot Studies and Approach Refinement: The organization conducts pilot studies or proof-of-concept trials to test the feasibility and effectiveness of alternative risk identification and tracking approaches, based on best practices, industry trends, collaborative endeavors, and internal innovation, in real-world settings, documenting lessons learned, limitations encountered, or areas for further refinement.

	CO
	MS-3.2.3
	Long-term Impact Evaluation Framework: The organization develops a framework for evaluating the long-term impacts of deployed AI systems on organizational objectives and AI  Trustworthy Principles, ensuring sustained value and alignment with evolving expectations.

	S
	MS-3.3
	Enabling Feedback, Appeal, and Override: Feedback processes for end users and impacted communities to report problems and appeal system outcomes are established and integrated into AI system evaluation metrics.

	CO
	MS-3.3.1
	Feedback and Appeals Processes: The organization establishes feedback processes for relevant stakeholders to report problems, concerns, or unintended consequences related to AI system outcomes, integrating with existing processes for reporting security issues and potential vulnerabilities. This includes implementing an appeals mechanism that allows users to challenge or request reviews of outcomes they believe to be inaccurate, unfair, or harmful. Both processes are documented clearly, including channels, timeframes, responsibilities, escalation procedures, and criteria for decision-making, with all reported issues tracked to closure.

	CO
	MS-3.3.2
	Feedback Integration and Process Refinement: The organization integrates user feedback and appeal data into its AI system evaluation metrics, tracking key indicators to identify patterns or systemic issues related to AI system outcomes. Feedback and appeal processes are continuously monitored and refined based on user input, system performance data, and evolving best practices, with refinements documented to ensure the processes remain effective, inclusive, and aligned with the organization's AI governance framework.

	C
	MS-4
	Gathering Feedback on AI Measurement: Feedback about efficacy of measurement is gathered and assessed.

	S
	MS-4.1
	Gathering Feedback on Measurement Approaches: Measurement approaches for identifying AI risks are connected to deployment context(s) and informed through consultation with domain experts and other end users. Approaches are documented.

	CO
	MS-4.1.1
	Context-Specific Risk Identification: The organization reviews AI risk identification processes for alignment with the specific deployment context(s) of its AI systems, considering intended use cases, user populations, operational environments, trustworthiness characteristics, and potential impacts on individuals. It actively consults with domain experts, end users, and other relevant stakeholders to gather input on risks and challenges, documenting the outcomes. Additionally, the organization documents the involvement of internal experts, independent assessors, domain experts, users, and other external AI stakeholders in the assessment process, including their contributions, recommendations, and actions taken based on their input, to ensure transparency, accountability, and a comprehensive record of the assessment activities.

	CO
	MS-4.1.2
	Integration with Organizational Processes: The organization assesses the integration of its AI risk identification processes with other relevant organizational processes, such as cybersecurity, resilience planning, and incident management. Internal and external experts provide feedback on integration. It documents how AI risk identification aligns with and supports these processes to ensure consistency and effectiveness of risk management practices. Areas for improvement are identified and addressed.

	CO
	MS-4.1.3
	Incorporating Real-World Data: The organization incorporates insights from user feedback, incident reports, and other real-world data sources into its AI risk identification approaches. This grounding in actual experiences and concerns of end users and impacted communities is documented, highlighting how these insights are integrated into the risk identification process.

	CO
	MS-4.1.4
	Validation, Testing, and Effectiveness Evaluation of AI Risk Approaches: The organization validates the efficacy of its AI risk identification approaches through targeted testing, simulations, or pilot studies in the deployment context(s). Concurrently, it regularly reviews and assesses the effectiveness of its AI risk identification and tracking approaches by evaluating the timeliness and accuracy of risk detection, risk coverage, and adaptability to changing circumstances. All results, including any limitations, assumptions, strengths, weaknesses, or areas for improvement, are documented and used to refine and continuously enhance the risk approaches.

	S
	MS-4.2
	Gathering Feedback on Measurement Results: Measurement results regarding AI system trustworthiness in deployment context(s) and across the AI lifecycle are informed by input from domain experts and relevant AI actors to validate whether the system is performing consistently as intended. Results are documented.

	CO
	MS-4.2.1
	Benefits and Performance Assessment: The organization assesses and documents the AI system's anticipated capabilities and benefits, and alignment to organizational objectives and AI  Trustworthy Principles, against accepted benchmarks.

	CO
	MS-4.2.2
	Performance Validation via Stakeholder Input: The organization actively seeks input from domain experts and relevant AI stakeholders, such as system developers, operators, users, and impacted communities, to validate whether the AI system is performing consistently as intended in its specific deployment context(s), and documents the outcomes of these consultations, including any discrepancies or concerns raised.

	CO
	MS-4.2.3
	Analysis of Performance and Trustworthiness Trends: The organization regularly analyzes the measurement results to identify patterns, trends, or anomalies indicating issues with AI system trustworthiness while engaging in dialogue with domain experts and relevant AI stakeholders to interpret these results and their implications. Findings are documented alongside insights, recommendations, and areas of consensus or disagreement

	CO
	MS-4.2.4
	Continuous Improvement of AI Trustworthiness: The organization regularly reviews and updates its risk controls and performance metrics across trustworthy characteristics based on assessment results, stakeholder feedback, and evolving risk landscapes, ensuring continuous improvement and alignment with best practices and regulatory requirements to maintain AI system trustworthiness.

	S
	MS-4.3
	Gathering Feedback on Real-World Performance: Measurable performance improvements or declines based on consultations with relevant AI actors, including affected communities, and field data about context-relevant risks and trustworthiness characteristics are identified and documented.

	CO
	MS-4.3.1
	Stakeholder Feedback on Performance: The organization engages in regular consultations with relevant AI stakeholders (e.g., system developers, operators, users, and impacted communities), to gather insights on observed performance changes. Outcomes of these consultations are documented, including areas of agreement, disagreement, or concern.

	CO
	MS-4.3.2
	Root Cause Analysis and Action Plans: The organization conducts root cause analyses to investigate the factors contributing to identified performance changes, integrating with existing incident and problem management processes where appropriate, documenting findings along with recommended actions for sustaining improvements, mitigating declines, or addressing related risks and trustworthiness issues.

	CO
	MS-4.3.3
	Knowledge Sharing and Industry Contribution: The organization shares its findings and receives feedback regarding measurable performance improvements or declines with the broader AI community through publications, conferences, or industry forums, contributing to collective knowledge and best practices in context-specific AI performance management and trustworthiness assurance.

	F
	MG
	MANAGE

	C
	MG-1
	Prioritizing and Responding to Risks: AI risks based on assessments and other analytical output from the MAP and MEASURE functions are prioritized, responded to, and managed.

	S
	MG-1.1
	Deciding to Deploy: A determination is made as to whether the AI system achieves its intended purposes and stated objectives and whether its development or deployment should proceed.

	CO
	MG-1.1.1
	AI System Evaluation and Gap Analysis: The organization establishes a formal evaluation process to determine if the AI system achieves its intended purposes and objectives, assessing performance metrics, stakeholder feedback, alignment with organizational goals and values, and the system's trustworthiness (including fairness, transparency, accountability, privacy), while identifying gaps, risks, and potential improvements.

	CO
	MG-1.1.2
	Go/No-Go Decision Criteria: The organization makes a determination as to whether to proceed using clear criteria and thresholds to guide decisions on whether an AI system's development or deployment should proceed, pause, or be terminated based on evaluation results, its risk tolerance, and confirmation that all identified risks and vulnerabilities have been remediated or formally accepted.

	S
	MG-1.2
	Prioritizing Risk Responses: Treatment of documented AI risks is prioritized based on impact, likelihood, and available resources or methods.

	CO
	MG-1.2.1
	AI Risk Prioritization and Framework: The organization prioritizes AI risks withing the existing enterprise risk framework that takes into account the impact and likelihood of documented AI risks, risk appetite and tolerance, the availability of resources, and options for risk treatment, utilizing methodologies such as risk matrices, risk scores, or multi-criteria decision analysis to ensure a consistent and transparent assessment of AI risks.

	CO
	MG-1.2.2
	Framework Updates and Performance Monitoring: The organization regularly assesses and updates its risk prioritization framework and risk tolerance based on changes in the AI system's performance, the operational environment, or the availability of new risk response methods and resources.

	S
	MG-1.3
	Responding to High-Priority Risks: Responses to the AI risks deemed high priority, as identified by the MAP function, are developed, planned, and documented. Risk response options can include mitigating, transferring, avoiding, or accepting.

	CO
	MG-1.3.1
	Risk Response Strategy and Options: The organization responds to high-priority AI risks, considering options such as risk mitigation, transfer, avoidance, or acceptance. These strategies align with risk management policies, risk tolerance, and relevant industry standards.

	CO
	MG-1.3.2
	Responsibility and Decision Criteria: The organization assigns responsibility to a designated person, group, or role with decision-making authority to establish and document clear criteria for selecting the appropriate risk response option for each high-priority AI risk. The criteria should consider potential impact, risk appetite and tolerance, and the feasibility and effectiveness of available risk response methods. Agreed upon risk responses are tracked and monitored to closure.

	S
	MG-1.4
	Managing Residual Risk: Negative residual risks (defined as the sum of all unmitigated risks) to both downstream acquirers of AI systems and end users are documented.

	CO
	MG-1.4.1
	Residual Risk Documentation and Management: The organization identifies and documents negative risks associated with its AI systems, including risks that have been accepted, transferred, or mitigated to the extent possible. For partially mitigated risks, the organization documents both the mitigated and unmitigated aspects of the risk to maintain a comprehensive view of the system's risk landscape.

	CO
	MG-1.4.2
	Guidance for Downstream Stakeholders: The organization provides downstream acquirers and end users with guidance on the proper use, limitations, and potential risks of its AI systems, including any requirements for safe operation, decision-making considerations, or monitoring to mitigate negative residual risks.

	CO
	MG-1.4.3
	Regular Residual Risk Reviews: The organization regularly reviews and updates its assessment and documentation of negative residual risks to ensure accuracy and relevance, considering changes in the AI system, operational environment, or risk landscape.

	CO
	MG-1.4.4
	Residual Risk Reporting and Feedback: The organization maintains documentation of residual risks, including descriptions of each risk, their potential impact on downstream acquirers and end users, and the rationale and remediation status for the chosen risk treatment approach. The organization also engages with these stakeholders to gather feedback on their experiences with residual risks, using this information to support ongoing risk management and system enhancements.

	C
	MG-2
	Maximizing Benefits: Strategies to maximize AI benefits and minimize negative impacts are planned, prepared, implemented, documented, and informed by input from relevant AI actors.

	S
	MG-2.1
	Allocating Resources: Resources required to manage AI risks are taken into account – along with viable non-AI alternative systems, approaches, or methods – to reduce the magnitude or likelihood of potential impacts.

	CO
	MG-2.1.1
	AI Risk Management Resource Planning: The organization determines resource needs—such as personnel, budget, and technical capabilities—into its established risk management framework to effectively manage AI risks in alignment with organizational risk tolerance, while regularly reviewing these needs based on changes in the AI system's performance, risk profile, operational context, and evolving industry standards.

	CO
	MG-2.1.2
	Resource Allocation and Budgeting: The organization allocates resources for AI risk management into its existing budgeting processes, ensuring that adequate resources are dedicated to managing AI risks effectively. This integration ensures that AI risk management resource needs are aligned with overall organizational priorities and strategies, and are considered as part of the regular budgeting cycle

	CO
	MG-2.1.3
	Resource Effectiveness Monitoring: The organization establishes mechanisms to monitor the effectiveness of AI risk management resource allocation, including metrics for evaluating risk reduction, impact mitigation, benefits realization, and stakeholder satisfaction.

	S
	MG-2.2
	Ensuring Sustained Value: Mechanisms are in place and applied to sustain the value of deployed AI systems.

	CO
	MG-2.2.1
	Ongoing AI Performance and Trustworthiness Monitoring: The organization implements and applies mechanisms to sustain the performance, trustworthiness, and alignment of deployed AI systems with organizational values, norms, and risk tolerances, ensuring their continued value delivery.

	CO
	MG-2.2.2
	Feedback-Driven System Optimization: The organization incorporates insights gained from performance measurements, stakeholder consultations, and root cause analyses into ongoing efforts to optimize AI system performance and trustworthiness, documenting how these insights are used to inform system updates, process improvements, or risk management strategies.

	CO
	MG-2.2.3
	Risk Control Effectiveness Review: The organization regularly assess and updates its AI system risk controls across trustworthiness principles as needed to maintain system value and trustworthiness.

	S
	MG-2.3
	Responding to Emergent Risks: Procedures are followed to respond to and recover from a previously unknown risk when it is identified.

	CO
	MG-2.3.1
	Monitoring and Responding to Emergent AI Risks: The organization establishes practices to continuously check for unplanned or emergent risks and capabilities of the AI system, triggering a review of prior risk management and TEVV steps when such capabilities are identified. It then responds to these newly identified, emergent risks within its existing risk assessment processes, documenting steps to address previously unknown risks in deployed AI systems. These procedures include provisions for rapidly assessing the potential impact of the identified risk, along with defined escalation pathways and decision-making protocols to initiate mitigation actions as warranted.

	CO
	MG-2.3.2
	Emergent Risk Stakeholder Communication and Transparency: The organization communicates with relevant internal and external stakeholders in a timely and transparent fashion regarding identified emergent risks, their potential implications, and the organization's ongoing assessment and evolving management strategies. This includes utilizing pre-planned communication channels and templates, and coordinating with third parties as necessary, with an approach tailored to the unique characteristics of emergent risks.

	CO
	MG-2.3.3
	AI Risk Response Team and Training: The organization designates and trains a cross-functional incident response team, involving representatives from relevant business units, technical teams, and risk management functions, to effectively coordinate and execute escalation procedures when a previously unknown risk is identified, including non-security incidents that may impact AI systems or business operations.

	S
	MG-2.4
	Decommissioning or Superseding AI Systems: Mechanisms are in place and applied, and responsibilities are assigned and understood, to supersede, disengage, or deactivate AI systems that demonstrate performance or outcomes inconsistent with intended use.

	CO
	MG-2.4.1
	Performance Monitoring and Action Triggers: The organization determines when an AI system's performance or outcomes are inconsistent with its intended use, necessitating supersession, disengagement, or deactivation, and assigns specific roles and responsibilities for monitoring performance, making decisions regarding these actions, and executing them when necessary.

	CO
	MG-2.4.2
	Disengagement Management and Post-Incident Review: The organization manages the consequences of AI system supersession, disengagement, or deactivation, including communication with affected stakeholders, archiving data and models, and conducting post-incident review and analysis, while also providing training and resources to ensure all relevant personnel understand their roles, responsibilities, and procedures for these actions, thereby promoting a culture of responsible AI governance.

	CO
	MG-2.4.3
	Technical Mechanisms for System Shutdown / Disconnection: The organization designs, implements, and regularly tests technical mechanisms and safeguards, including fallback, rollback, contingency, and deactivation systems, for the rapid, controlled disengagement of AI systems with inconsistent performance or outcomes. Plans for disconnecting third-party services are detailed, specifying coordination, responsibilities, and decision-making to ensure seamless transitions and maintain system integrity. These measures are validated and updated based on lessons learned and industry best practices to ensure effectiveness, reliability, and to minimize negative impacts.

	C
	MG-3
	Managing Third-Party Risk: AI risks and benefits from third-party entities are managed.

	S
	MG-3.1
	Monitoring and Responding to Third-Party Risks: AI risks and benefits from third-party resources are regularly monitored, and risk controls are applied and documented.

	CO
	MG-3.1.1
	Third-Party Practitioner Training and Collaboration: The organization determines the needed level of third party personnel AI system proficiency and specific skills and collaborates with third party management to ensure that third party personnel receive adequate training. This training may be provided by the organization or by the third party.

	CO
	MG-3.1.2
	Vendor Risk and Compliance Assessments: The organization integrates third-party AI resource assessments into existing vendor risk management processes, conducting periodic evaluations that identify potential AI-specific risks, vulnerabilities, and compliance gaps across technical and operational dimensions. These assessments examine AI system performance, data quality, algorithmic bias, security controls, and alignment with organizational AI principles and industry standards, with findings documented to inform risk mitigation strategies and ongoing monitoring efforts.

	CO
	MG-3.1.3
	Dependency, Aggregate, and Concentration Risk: The organization periodically assesses its portfolio of third-party AI resources to identify potential concentration risks, evaluating dependencies, vendor diversity, insourcing/outsourcing considerations, and the potential impact of over-reliance on specific third-party providers across critical AI systems and functions, with findings used to inform risk mitigation strategies and strategic sourcing decisions.

	CO
	MG-3.1.4
	Shared Responsibility: The organization applies its risk management policies, risk appetite and tolerance, and risk controls to third-party AI resources, while developing and monitoring a shared responsibility model that defines risk management responsibilities, accountability, and potential escalation procedures for the organization and third-party provider across the AI system lifecycle.

	CO
	MG-3.1.5
	Third-Party AI Risk Monitoring: The organization monitors AI risks and benefits associated with third-party resources (e.g., data, models, consultants, contractors, other external personnel) throughout the AI lifecycle, including the ongoing monitoring of SLAs and contract compliance to ensure adherence to contractual commitments and mitigate associated risks.

	S
	MG-3.2
	Monitoring and Responding to Pre-Trained Model Risks: Pre-trained models which are used for development are monitored as part of AI system regular monitoring and maintenance.

	CO
	MG-3.2.1
	Model Risk and Remediation Protocols: The organization maintains a risk management approach for pre-trained models, including developing protocols for model validation, monitoring, and potential remediation, defining model limitations, and creating frameworks for AI system adjustment, replacement, or decommissioning based on identified risks and performance metrics.

	CO
	MG-3.2.2
	Performance Deviation Detection: The organization develops monitoring mechanisms to detect and evaluate performance deviations, risks, and behaviors of pre-trained models in production systems, tracking performance metrics across development and production contexts, establishing indicators for model drift, bias, or degradation, implementing assessment processes to identify and address emerging risks, and documenting variations in model performance.

	C
	MG-4
	Ongoing Risk Response: Risk treatments, including response and recovery, and communication plans for the identified and measured AI risks are documented and monitored regularly.

	S
	MG-4.1
	Post-Deployment Risk Management: Post-deployment AI system monitoring plans are implemented, including mechanisms for capturing and evaluating input from users and other relevant AI actors, appeal and override, decommissioning, incident response, recovery, and change management.

	CO
	MG-4.1.1
	Post-deployment Oversight: The organization conducts ongoing monitoring, maintenance, and improvement of the AI systems, as well as the exploration and development of new AI-powered capabilities aligned with the organization's strategic objectives.

	CO
	MG-4.1.2
	AI Vulnerability and Security Review: The organization has integrated its AI systems into the overall vulnerability management and security review processes, ensuring that AI-specific vulnerabilities and security risks are identified, assessed, and remediated on a regular basis, in alignment with the organization's broader cybersecurity strategy and controls.

	CO
	MG-4.1.3
	AI Application and Update Management: The organization has established robust application management and upgrade processes that specifically address the unique requirements and considerations of its AI systems, including the management of model updates, algorithm changes, and data updates, to ensure the continued reliability, security, and performance of the AI applications.

	CO
	MG-4.1.4
	Change Management for AI Systems: The organization incorporates AI systems into existing change management processes, conducting system updates, modifications, and decommissioning through structured approaches that include documentation, stakeholder communication, and tracking of dataset modifications (e.g., deletions, rectifications).

	CO
	MG-4.1.5
	Safety Metrics and Incident Response: The organization defines, monitors, and refines safety metrics that reflect system reliability, robustness, and failure response times. Real-time monitoring capabilities are integrated into the system to identify deviations. Incident response plans include predefined mitigation steps, communication protocols, and post-incident reviews. Regular drills are conducted to ensure preparedness for AI-related safety incidents.

	CO
	MG-4.1.6
	AI Incident Response and Recovery Procedures: The organization implements AI-specific incident response and recovery procedures into existing organizational incident management processes, outlining steps for addressing system failures, security breaches, and other AI-related incidents while considering the unique characteristics of AI systems, and periodically reviews and updates these procedures based on lessons learned, emerging risks, and evolving industry practices.

	S
	MG-4.2
	Continuously Improving AI Systems: Measurable activities for continual improvements are integrated into AI system updates and include regular engagement with interested parties, including relevant AI actors.

	CO
	MG-4.2.1
	Content Lineage and Provenance Training: The organization establishes an ongoing program to evaluate the ability of operators and end users to understand content lineage, origin, and provenance information related to the AI system. The organization evaluates the adequacy of existing training and adapts training and certification programs to address identified gaps.

	CO
	MG-4.2.2
	Stakeholder Engagement for Improvement: The organization regularly engages a wide range of stakeholders (e.g., users, domain experts, affected communities, other relevant AI stakeholders) to gather feedback and insights on the performance, impacts, and potential improvements of its AI systems.

	CO
	MG-4.2.3
	Feedback Integration and Continuous Improvement: The organization integrates feedback from AI stakeholders and insights from independent oversight into the AI system’s development, deployment, monitoring, and TEVV processes, facilitating effective implementation, user acceptance testing, ongoing monitoring, evaluation, and optimization of AI systems throughout their lifecycle. This integration ensures that measurement data and stakeholder feedback directly inform decisions, enhance system performance, and promote trustworthiness. The framework is designed to support continuous improvements driven by data-driven insights and stakeholder perspectives, ensuring that changes meet user needs and operate as intended.

	S
	MG-4.3
	Responding to Incidents: Incidents and errors are communicated to relevant AI actors, including affected communities. Processes for tracking, responding to, and recovering from incidents and errors are followed and documented.

	CO
	MG-4.3.1
	System-Specific Incident Processes: The organization develops and maintains incident response and recovery processes specific to each AI system, tailored to the system's unique characteristics, potential risks, and operational context. These processes are integrated with existing procedures where practical and include designated roles and responsibilities for key stakeholders. The incident response and recovery processes are regularly reviewed and updated based on actual incidents, simulated scenarios, system performance data, and emerging industry practices, ensuring they remain effective and relevant in addressing the distinct needs of each AI system.

	CO
	MG-4.3.2
	Centralized Incident Repository and Analysis: The organization maintains a centralized database for tracking AI system incidents and errors, including details on the nature of incidents, potential impact, affected parties, and response steps taken, and analyzes this data across all its AI systems to identify common errors, trends, and patterns, enabling proactive risk management and continuous improvement of AI incident response processes.

	CO
	MG-4.3.3
	Incident Communication and Reporting: The organization responds to, recovers from, and communicates AI system incidents and errors to relevant AI stakeholders, including affected communities, in a timely, transparent, and accessible manner, with defined roles and responsibilities for incident management, escalation, and communication.

	CO
	MG-4.3.4
	Incident Response and Recovery Updates: The organization regularly reviews, tests, and updates its incident response and recovery procedures to maintain their effectiveness and alignment with industry best practices, regulatory requirements, and organizational risk management policies.

	CO
	MG-4.3.5
	Authorized Information Sharing and Lessons Learned: The organization actively shares authorized information regarding its AI risk identification approaches and lessons learned through publications, conferences, and industry forums. This sharing fosters transparency, trust, and the collective advancement of AI risk management practices among industry, regulators, and affected stakeholders. All shared information is consistent with regulatory obligations and organizational confidentiality policies, ensuring that specific determinations are made regarding what can and cannot be shared. The focus is on conveying lessons learned rather than disclosing specific incident details, thereby maintaining compliance while promoting collaborative improvement in AI risk management.





[bookmark: _Toc221009663]APPENDIX A – AI TRUSTWORTHY PRINCIPLES

CRI leverages the NIST AI Trustworthy Principles[footnoteRef:7] in promoting trustworthy and responsible AI development and use. NIST's AI RMF provides guidance to organizations for managing AI risks and ensuring trustworthiness throughout the AI lifecycle. These principles are integral to building public trust and confidence in AI technologies. According to NIST, the essential characteristics of trustworthy AI, include:  [7:  For more information on the NIST AI Trustworthy Principles please see: https://airc.nist.gov/airmf-resources/airmf/3-sec-characteristics/#:~:text=Characteristics%20of%20trustworthy%20AI%20systems,fair%20with%20harmful%20bias%20managed.] 


[image: Characteristics of a Trustworthy AI System]

(1) Validity and Reliability: Ensuring the AI system produces accurate, consistent results and performs as intended under expected conditions. Reliability focuses on consistent performance over time, including the system's ability to learn and adapt without compromising its intended function.
(2) Safety: AI systems should not pose risks to human life, health, property, or the environment. Designing AI for safety involves proactively mitigating potential dangers and implementing measures for safe operation, including the option to remove a system from use if necessary.
(3) Security and Resiliency: Protecting AI systems against adversarial attacks, unauthorized access, disruptions, and ensuring they can recover from unexpected events. This includes maintaining the confidentiality, integrity, and availability of the system and its data.
(4) Accountability and Transparency: Establishing clear responsibility for AI system outcomes and ensuring adequate information is available about the AI system's function and outputs to relevant stakeholders. Transparency involves providing clear understanding of AI processes and decisions, tailored to the user's context and needs.
(5) Explainability and Interpretability: AI decisions should be understandable to users, and the system's reasoning process should be accessible to those affected by its output. Explainability focuses on providing reasons for an AI system's outputs, while interpretability aims to provide transparency into the AI model's architecture and how it processes data to make predictions.
(6) Privacy: Safeguarding personal and sensitive information handled by AI systems. This involves protecting data privacy throughout the AI lifecycle, from data collection to use, sharing, and storage, and obtaining consent for data use.
(7) Fairness with Mitigation of Harmful Bias: Ensuring equitable treatment of individuals and groups by addressing issues such as harmful algorithmic and data biases. Fairness in AI includes considering equality and equity, recognizing that mitigating bias may not guarantee overall fairness in every context. 
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AGI		Artificial General Intelligence
AI		Artificial Intelligence
CIO		Chief Information Officer
CISO		Chief Information Security Officer
CRI		Cyber Risk Institute
CMRO		Chief Model Risk Officer
CRO		Chief Risk Officer
ERM		Enterprise Risk Management
ETL		Extract Transform Load
FAQ		Frequently Asked Questions
FBIIC		Financial and Banking Information Infrastructure Committee
FI		Financial Institution
FS		Financial Services or Financial Sector
FSI		Financial Services Industry
FSSCC		Financial Services Sector Coordinating Counsel
GAI/GenAI	Generative AI
GRC		Governance, Risk, and Compliance
HITL		Human-in-the-Loop
HR		Human Resources
ID		Identification
IP		Intellectual Property
IRB		Institutional/Internal Review Board
KPI		Key Performance Indicator
KRI		Key Risk Indicator
LLM		Large Language Model
LMS		Learning Management System
ML		Machine Learning
MOU		Memorandum of Understanding
MRM		Model Risk Management
NDA		Non-Disclosure Agreement
NIST		National Institute of Standards and Technology
NLP		Natural Language Processing
PIA		Privacy Impact Assessment
PRD		Product Requirements Document
PTM		Pretrained Model(s)
RACI		Responsible, Accountable, Consulted, and Informed [Matrix]
RAG		Retrieval Augmented Generation 
RIA		Regulatory Impact Assessment
RCA		Root Cause Analysis
RCM		Risk and Control Matrix
RFI		Request for Information
RFP		Request for Proposal
RMF		Risk Management Framework
SDLC		Software Development Lifecycle
SLA		Service Level Agreement
SOP		Standard Operating Procedure
SQC		Statistical Quality Control
TEVV		Testing, Evaluation, Verification, and validation
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The following key terms and their definitions are adopted from the Financial Services Sector Coordinating Council’s AI Executive Operating Group AI Lexicon and Terminology. 

Adversarial AI: Techniques used to deceive or manipulate AI systems, causing them to make incorrect or unintended predictions or decisions. These techniques exploit vulnerabilities in AI models, often by subtly altering input data to mislead the AI system.[footnoteRef:8],[footnoteRef:9] [8:  https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-2e2025.pdf ]  [9:  https://www.nccoe.nist.gov/ai/adversarial-machine-learning ] 


Agentic AI: A category of AI systems capable of independently making decisions, interacting with their environment, and optimizing processes without direct human intervention.[footnoteRef:10] [10:  https://doi.org/10.1016/j.array.2025.100399 ] 


AI Agent: A system that autonomously perceives its environment and takes actions to achieve its goals.[footnoteRef:11] [footnoteRef:12] [11:  https://www.ibm.com/think/topics/ai-agents ]  [12:  ISO/IEC DIS 22989(en), Information technology — Artificial intelligence — Artificial intelligence concepts and terminology] 


AI Model - A component of an information system that implements AI technology and uses computational, statistical, or machine-learning techniques to produce outputs from a given set of inputs.[footnoteRef:13] [13:  https://csrc.nist.gov/glossary/term/artificial_intelligence_model#:~:text=Definitions:,HEADQUARTERS ] 


AI Drift/Decay: The tendency for the performance of a machine learning approach to degrade over time when deployed in a real-world setting, which could result in predictions “drifting” from intended tested output and becoming less accurate and reliable as the data it encounters in production deviates from the data on which it was initially trained.[footnoteRef:14] [14:  https://www.ibm.com/think/topics/model-drift ] 


AI Exploitation: Techniques used to exploit vulnerabilities in AI, resulting in the compromise of data confidentiality, integrity, or availability.[footnoteRef:15],[footnoteRef:16] [15:  http://www.ibm.com/think/topics/model-drift ]  [16:  https://www.belfercenter.org/publication/AttackingAI ] 


AI Risk Assessment: The systematic process of identifying and evaluating the likelihood and potential consequences of events or actions within AI that could lead to harm.[footnoteRef:17] [17:  Terms and definitions | Voluntary AI Safety Standard | Department of Industry Science and Resources] 


AI System: An engineered or machine-based system that can, for a given set of objectives, generate outputs such as predictions, recommendations, or decisions that influence real or virtual environments. AI systems are designed to operate with varying levels of autonomy.[footnoteRef:18] [18:  Glossary - AIRC] 


Algorithm: A clearly specified mathematical process for computation; a set of rules that, if followed, will give a prescribed result.[footnoteRef:19] [19:  https://nvlpubs.nist.gov/nistpubs/Legacy/SP/nistspecialpublication800-107r1.pdf ] 


Algorithmic Bias: An AI system that exhibits systematically inaccurate behavior.[footnoteRef:20] [20:  nvlpubs.nist.gov/nistpubs/SpecialPublications/NIST.SP.1270.pdf ] 

Anomaly Detection System/Mechanism: A system for identifying the occurrence of a condition that deviates from expectations based on requirements specifications, design documents, user documents, or standards, or from a person’s perceptions or experiences.[footnoteRef:21],[footnoteRef:22] [21:  NIST SP 800-160v1r1 from ISO/IEC/IEEE 24765:2017]  [22:  NIST SP 800-37 Rev. 2 under detect (CSF function) from NIST Cybersecurity Framework Version 1.1] 


Artificial General Intelligence: The hypothetical intelligence of a machine that possesses the ability to understand or learn any intellectual task that a human can understand or learn; a type of AI that aims to mimic the cognitive abilities of the human brain.[footnoteRef:23] [23:  https://cloud.google.com/discover/what-is-artificial-general-intelligence ] 


Artificial Intelligence: A machine-based system that can, for a given set of human-defined objectives, make predictions, recommendations, or decisions influencing real or virtual environments. Artificial intelligence systems use machine and human-based inputs to: (a) perceive real and virtual environments; (b) abstract such perceptions into models through analysis in an automated manner; and (c) use model inference to formulate options for information or action.[footnoteRef:24] [24:  15 USC 9401: Definitions] 


Benchmarks: An alternative prediction or approach used to compare a model’s inputs and outputs to estimates from alternative internal or external data or models.[footnoteRef:25] [25:  Model Risk Management, Comptroller's Handbook] 


Black Box: An AI system whose internal workings are a mystery to its users. Users can see the system’s inputs and outputs but cannot see what happens within the AI tool to produce those outputs.[footnoteRef:26] [26:  What Is Black Box AI and How Does It Work? | IBM] 


Capability Evaluation/Assessment: A comprehensive review of an AI model’s or AI system's overall capabilities, both planned and unplanned, emerging, or malicious. Unlike specific task-focused evaluation, capability evaluation seeks to understand the full range of AI capabilities, such as how AI might adapt or evolve beyond its initial training, identifying both beneficial emergent behaviors and potential risks that could arise from autonomous operation or interaction with complex environments.[footnoteRef:27] [27:  Terms and definitions | Voluntary AI Safety Standard | Department of Industry Science and Resources] 


Data Lineage: The history of processing of a data element, which may include point-to-point data flows and the data actions performed upon the data element.[footnoteRef:28] [28:  https://nvlpubs.nist.gov/nistpubs/CSWP/NIST.CSWP.01162020.pdf] 


Data Poisoning: An attack that “corrupt[s] and contaminate[s] training data to compromise the AI system’s performance.”[footnoteRef:29] Such attacks can affect multiple entities simultaneously if they utilize the same poisoned dataset for training AI models. [29:  https://www.bis.org/fsi/publ/insights63.pdf ] 


Data Quality/Validity: The usefulness, accuracy, and correctness of data for its application.[footnoteRef:30] [30:  NIST Big Data Interoperability Framework: Volume 4, Security and Privacy ] 


Deepfake: AI-generated or manipulated image, audio, or video content that resembles existing persons, objects, places or other entities or events and would falsely appear to a person to be authentic or truthful.[footnoteRef:31] [31:  Glossary - AIRC] 


Explainability: The extent to which AI decisioning processes and outcomes are reasonably understood by operators.[footnoteRef:32] [32:  Adapted from, Model Risk Management, Comptroller's Handbook, p. 103 ] 


General Purpose AI: AI designed for use across a broad array of tasks and applications as opposed to a specific domain.[footnoteRef:33] [33:  Adapted from, https://www.bis.org/fsi/publ/insights63.pdf ] 


Generative AI: The class of AI that emulates the structure and characteristics of input data in order to generate derived synthetic content. This can include images, videos, audio, text, and other digital content.[footnoteRef:34] [34:  USCODE-2023-title15-chap119-sec9401.pdf] 


Guardrails: Layered safeguards that ensure generative AI systems behave ethically, safely, and within organizational or regulatory boundaries by filtering training data, aligning model behavior, and enforcing post-deployment controls.[footnoteRef:35] [35:  What Are AI Guardrails? Ensuring Safe and Ethical Generative AI - Mindgard ] 


Hallucinations: A phenomenon whereby AI produces output that is erroneous or flawed but is still in the form of a convincing narrative or presentation.[footnoteRef:36] [36:  Adapted from https://home.treasury.gov/system/files/261/FSOC2023AnnualReport.pdf and https://home.treasury.gov/system/files/261/FSOC2024AnnualReport.pdf] 


Human-in-the-Loop: A risk-control approach for AI where a human is integrated within the AI's decision-making process. The real-time human oversight or intervention is intended to help reduce errors and strengthen accountability.[footnoteRef:37] [37:  Adapted from, https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf ] 


Interpretability: Transparency into the inner workings of AI output in the context of their designed functional purpose, helping users gain deeper insights into the functionality and trustworthiness of the system and its outputs.[footnoteRef:38] [38:  Adapted from, https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf ] 


Large Language Model: A subset of machine learning that uses algorithms trained on large amounts of data through self-supervised machine learning to recognize patterns and respond to user requests in natural language.[footnoteRef:39] [39:  https://home.treasury.gov/system/files/261/FSOC2024AnnualReport.pdf ] 


Machine Learning: An AI learning method that enables computational systems to learn patterns, make predictions, and optimize decisions from large amounts of data without being explicitly programmed for each task. Machine learning encompasses supervised, unsupervised, and reinforcement learning paradigms, serving as the technical foundation for data-driven intelligence and automation.[footnoteRef:40] [40:  Adapted from, https://www.fsb.org/uploads/P011117.pdf and https://home.treasury.gov/system/files/261/FSOC2023AnnualReport.pdf] 


Model: A quantitative method, system, or approach that applies statistical, economic, financial, or mathematical theories, techniques, and assumptions to process input data into quantitative estimates. A model consists of three components: (a) information input, which delivers assumptions and data to the model; (b) processing, which transforms inputs into estimates; and (c) reporting, which translates the estimates into useful business information.[footnoteRef:41] [41:  https://www.occ.treas.gov/publications-and-resources/publications/comptrollers-handbook/files/model-risk-management/pub-ch-model-risk.pdf ] 


Model Documentation: The formal (official, approved) collection of documents and data that provides detailed explanation of the rationale, assumptions, derivations, tests, and other analyses that support the use of a model for a given purpose.[footnoteRef:42] [42:  https://www.openriskmanual.org/wiki/Model_Documentation ] 


Model Governance: The end-to-end process by which organizations establish, implement, and maintain controls around the use of models, including everything from model documentation and version control to back-testing, model monitoring, and observability.[footnoteRef:43] [43:  What Is Model Governance? | IBM] 


Model Integrity: The process of protecting a model against improper information modification or destruction and ensuring information non-repudiation and authenticity.[footnoteRef:44] [44:  https://www.nccoe.nist.gov/publication/1800-25/VolA/index.html ] 


Model Inventory: A listing of each model, including identification and location information.[footnoteRef:45] [45:  Small Business Information Security: the Fundamentals ] 

Model Validation: The set of processes and activities intended to verify that models are performing as expected, in line with design objectives and business uses.[footnoteRef:46] [46:  Model Risk Management, Comptroller's Handbook] 


Natural Language Processing: The analysis, interpretation, and response to human language inputs; using normal speech and writing patterns to communicate with computer systems instead of relying on programmed or pre-set responses.[footnoteRef:47] [47:  Summary Report: Standards Requirements Gathering Workshop for Natural Language Analysis] 


Ongoing Monitoring: A core element of model validation that confirms a model is appropriately implemented and is performing and being used as intended.[footnoteRef:48] [48:  Model Risk Management, Comptroller's Handbook] 


Output Validation: A systematic process of verifying and confirming that AI system outputs meet specified requirements, accuracy standards, and quality criteria before being used for downstream processes.[footnoteRef:49] [49:  Adapted from, AI Test, Evaluation, Validation and Verification (TEVV) | NIST] 


Performance Monitoring: A systematic and continuous process of measuring, analyzing, and tracking AI systems’ operational effectiveness and compliance throughout their deployment lifecycle.[footnoteRef:50]  [50:  Artificial Intelligence Risk Management Framework (AI RMF 1.0)] 


Performance Threshold: A particular value or range of values of a performance measure or diagnostic that determines the acceptance or rejection of an AI model’s performance.[footnoteRef:51] [51:  Model Risk Management, Comptroller's Handbook ] 


Prompt: Natural language text describing the task that an AI should perform.[footnoteRef:52] [52:  Managing Artificial Intelligence-Specific Cybersecurity Risks in the Financial Services Sector] 


Prompt Injection: An attack conducted by the primary user of the system through query access.[footnoteRef:53] [53:  Adapted from, direct prompting attack - Glossary | CSRC ] 


Responsible AI: Conscientious design, deployment, and governance of AI systems aligned with ethical principles, societal values, and legal norms.[footnoteRef:54] [54: Artificial Intelligence Risk Management Framework (AI RMF 1.0)] 


Retrieval Augmented Generation: The process of optimizing the output of a large language model, so it references an authoritative knowledge base outside its training data sources before generating a response.[footnoteRef:55] [55:  What is RAG? - Retrieval-Augmented Generation AI Explained - AWS] 


Service Level Agreement: The specific responsibilities of a service provider [that sets and defines] the customer’s expectations.[footnoteRef:56] [56:  CNSSI 4009, p.184] 


Structured Data: Data that is defined and searchable, such as dates, postal codes, and merchant IDs.[footnoteRef:57] [57:  6250_PA_Glossary_AI_Terms ] 


Traditional AI: A subset of AI that focuses on performing discreet, preset tasks using predetermined algorithms and rules. These AI applications are designed to excel in a single activity or a restricted set of tasks.[footnoteRef:58] [58:  https://www.uschamber.com/co/run/technology/traditional-ai-vs-generative-ai ] 


Training Data: A subset of input data samples used to train a machine learning model.[footnoteRef:59] [59:  ISO/IEC DIS 22989(en), Information technology — Artificial intelligence — Artificial intelligence concepts and terminology] 


Unstructured Data: Data that is more free-form, such as multimedia files, images, sound files, or unstructured text, does not necessarily follow any format or hierarchical sequence, and does not follow any relational rules.[footnoteRef:60] [60:  Glossary: Unstructured Data | resources.data.gov ] 


Validation: Confirmation, through the provision of objective evidence, that the requirements for a specific intended use or application have been fulfilled.[footnoteRef:61] [61:  https://www.iso.org/standard/45481.html ] 


Version Control (AI context): A systematic practice of tracking, managing, and documenting changes to AI assets through their development and deployment lifecycle.[footnoteRef:62] [62:  Adapted from, Artificial Intelligence Risk Management Framework (AI RMF 1.0) ] 
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